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Executive summary

Deliverable D4.1 defines the architectural and technological foundations of WP4 for enabling
advanced multi-connectivity in integrated Terrestrial and Non-Terrestrial (TN-NTN) 3D
networks within the NexaSphere framework. WP4 aims to design, analyze, and validate
scalable, resilient, and energy-efficient multi-connectivity strategies capable of supporting
highly dynamic mobility scenarios across aviation, automotive, and railway domains.

The deliverable consolidates the state of the art across 3GPP mechanisms, O-RAN
disaggregated architectures, NTN-dRAN deployment options, and transport-layer multipath
protocols. It analyzes architectural trade-offs related to CU and DU placement, latency
constraints, signaling overhead, and scalability challenges in TN-NTN integration. Based on
this analysis, D4.1 defines a structured taxonomy of multi-connectivity strategies, provides
preliminary analysis of new and integrated subsystems, introduces UE-centric mobility and
data-plane-driven handover mechanisms, and proposes a Compound Al framework to enable
prediction-based and energy-aware connectivity management. The solutions are mapped to
vertical use cases and aligned with QoS, QoE, and energy-efficiency KPlIs.

The document also identifies key gaps in current multi-connectivity and prediction-based
approaches, particularly regarding scalability, heterogeneous generalization, NTN mobility
constraints, and sustainability, and anticipates following activities. These findings guide the
transition of WP4 from architectural consolidation to validation. In the next phase, T4.3 will
assess scalability and performance through large-scale simulations, while T4.4 will
experimentally validate the solutions and prepare their integration into WP6 Proofs of Concept.
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Section 1;: Introduction

WP4 addresses the design, analysis, and validation of advanced multi-connectivity strategies
for integrated terrestrial and non-terrestrial (TN-NTN) 3D networks within the NexaSphere
architecture. Its core focus is the development of resilient, scalable, and energy-efficient
communication mechanisms that enable seamless multi-link operation across heterogeneous
radio and optical technologies. WP4 encompasses the definition of multi-connectivity
strategies (T4.1), the design of prediction-based AlI/ML models for intelligent mobility and
resource management (T4.2), the validation of solutions through large-scale simulation
environments (T4.3), and their experimental verification within standalone core and multi-
connectivity test setups (T4.4). This deliverable (D4.1) establishes the conceptual framework,
state-of-the-art analysis, requirements mapping, and reference scenarios that guide
subsequent WP4 developments and their integration into the NexaSphere Proofs of Concept.

1.1 Background: Towards a 3D radio-optical multi-connectivity
network

NexaSphere advances the evolution of 6G towards a unified 3D network that seamlessly
integrates terrestrial and non-terrestrial segments. By combining radio and optical
technologies such as FSO and LiFi, the project enables a continuous, high-capacity, and
energy-efficient connectivity fabric. Supported by Al-driven orchestration, this 3D architecture
lays the foundation for flexible, sustainable, and resilient multi-connectivity across space, air,
and ground networks.

1.2 Use case features mapping

The NexaSphere use cases -aviation, automotive, and railway- address key mobility domains
that demand seamless and resilient connectivity. Each use case is mapped according to its
specific needs in link availability, latency, throughput and mobility continuity (summary of the
Table 3 and Table 4, relating WP4 solutions with use cases). By leveraging multi-path
transmission across terrestrial and non-terrestrial links, the system ensures robust and
adaptive communication. Furthermore, Al-driven orchestration enables intelligent resource
allocation and network optimization, ensuring that radio, FSO and LiFi technologies operate
cohesively within the unified TN-NTN 3D architecture.

The NexaSphere project features three Proofs of Concept (PoCs) addressing mobility
domains: Aviation, Automotive and Railways. Each PoC comprises several use cases, which
will form the foundation of Work Package 6 (WP6) during the second phase of the project.
These use cases have already been introduced in Deliverable D2.1 [1], including high-level
descriptions and relevant Key Performance Indicators (KPIs).

All use cases receive technical inputs from WP3, WP4 and WP5. Within WP4, multi-
connectivity strategies and algorithms have been defined and developed (T4.1), and these will
be integrated into the PoCs. Additionally, depending on the specific needs of each use case,
Al models will be developed and refined within WP4 (T4.2), then adapted for integration into
WP6.

NEXASPHERE | D4.1 JUNE-26
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A large-scale simulation will be executed to validate selected models (T4.3) that will be applied
in WP6. The simulation results will be compared with those obtained from the use cases,
providing additional insight into large-scale scenarios that are difficult to assess in laboratory
or testbed environments.

In parallel, the multi-connectivity and Al-based models will be tested and validated in Task 4
(T4.4), where the core network will be implemented in a standalone configuration. This setup
enables validation of the multi-connectivity models both prior to and during their integration
into the use cases.

WP4 and WP6 partners collaborate closely, to have continuous exchange of inputs and
feedback. This collaborative approach shapes the core tasks of WP4, aligning them with the
needs of the use cases and ensuring successful final project demonstrations.

Tasks T4.3 and T4.4 will start at M18 and M24, respectively.

1.3 Objectives of WP4 and positioning of D4.1

WP4 aims to design and validate advanced multi-connectivity solutions across terrestrial and
non-terrestrial networks, leveraging Al-driven orchestration for seamless and efficient
communication. Deliverable D4.1 defines the framework, requirements and reference
scenarios that serve as the basis for subsequent WP4 developments and validations.

WPEE System Architecture & KPls Radio/QOptical Components EWPE

41| Muiti-Connectivity Architecture and |
: Protocols
145 Sustainable Al-Based Network
WP4 ’ Prediction

T4.3 l 1 T4.4

| Large-Scale Simulation |<—- Experimental Validation

——

WP6 - Proof of Concept Deployment

Figure 1. WP4 task interaction and validation workflow
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1'.4 Relation to WP2 (system architecture) and WP3
optical components)

WP2 defines the use cases and the NexaSphere architecture that is used as an input for WP4
(Figure 1). The development of the multi-connectivity functions are designed to fulfill the
requirements and use cases presented D2.1 [1] and D2.2 [2] while the architecture shall be
used as basis for further developments. The architecture can be refined at a lower level in this
WP and, if necessary, updates to the architecture development in WP2 can be submitted. In
WP3, some of the RAN technologies that are used for simultaneous or selective access are
elaborated in depth. Together with WP3, the necessary interfaces for interconnecting multi-
connectivity system with the RAN need to be further specified and reviewed.

Comimiss}

(radio-

The general NexaSphere architecture presented in D2.2 [2] distinguishes two cases from a
multi-connectivity perspective. First is mostly for passenger connectivity, second for mostly
direct access of on-board equipment and systems via different access technologies. For the
first, on-board a Customer Premise Equipment (CPE) provides on one side means for
connectivity for passengers and on the other side it connected to backhauling access
technologies connecting train or airplane to the dedicated ground network. Passengers can
access the CPE via 5G, WiFi, or LiFi access with the possibility to extend it in future. To enable
parallel and selective access, the multi-connectivity system needs to operator on the UE. For
managing and operating multiple backhauling access networks, a second multi-connectivity
function is required at the CPE. For backhauling 3GPP NTN and TN, but also legacy systems
such as GSM-R and DVB-S2X systems can be considered.

The core network provides the counterpart of the multi-connectivity functions implemented at
the UE and CPE levels. It is responsible for policy enforcement, traffic steering, session
management, and the coordination of multiple access networks, including TN, NTN, and non-
3GPP accesses. In this context, multi-connectivity decisions rely on information collected
across the access and core domains, such as link quality, traffic demand, and network load.

In addition to the communication architecture and multi-connectivity functions derived from
the NexaSphere architecture defined in WP2, WP4 investigates Al-based prediction and
optimization mechanisms as a complementary enabler for intelligent multi-connectivity
management. These mechanisms build upon the architectural framework, use cases, and
requirements specified in WP2 and aim to improve access selection, traffic steering, mobility
management, and resource allocation across heterogeneous TN-NTN environments.

This deliverable is organized as follows. Section 2 reviews the state of the art on multi-
connectivity strategies, O-RAN architectures, and Al/ML-based prediction models, covering
both standardization activities and relevant research contributions. Section 3 derives the
requirements, performance criteria, and design principles from the WP2 system architecture,
use cases, and KPlIs. Section 4 presents the multi-connectivity strategies developed in Task
T4.1, including architectural considerations, transport and access-layer mechanisms, and
mobility management approaches. Section 5 introduces the prediction-based models and Al-
driven mechanisms developed in Task T4.2 to support intelligent multi-connectivity
management. Finally, Section 6 summarizes the main findings and outlines the next steps
towards validation in T4.3 and T4.4, as well as integration into the WP6 Proofs of Concept.

NEXASPHERE | D4.1 JUNE-26

&= This project has received funding from the Horizon Europe research and innovation program under grant
agreement No. 101192912

Page 17



BESNS
Section 2: State of the Art

This section reviews the state of the art in 3D multi-connectivity, highlighting advances in TN-
NTN integration, radio-optical technologies, multi-path transmission, and Al-based
orchestration. It is structured to present enabling technologies, key challenges, and the
research gaps addressed by NexaSphere.

2.1 Multi-Connectivity Strategies

Multi-connectivity is a key enabler for resilient and high-performance next-generation
networks, and its realization spans standardization, network architectures, and research
innovation. This section reviews multi-connectivity strategies from three complementary
perspectives: 3GPP specifications, O-RAN initiatives, and academic research. Together, these
viewpoints provide a comprehensive overview of current approaches addressed in
NexaSphere context.

211 3GPP activities

Multi-connectivity (MC) in 3GPP NTN enables devices to simultaneously connect to multiple
nodes, for example a gNB in a satellite network and a gNB in a terrestrial network at the same
time. It can also refer to multi-connectivity between NTN of two different satellite layers. Last
but not least, the combination of a gNB with a non-3GPP access technology completes the
multi-connectivity options. According to 3GPP 5G standards, multi-connectivity can be
implemented at different protocol layers. Physical layer MC solutions include Multi-
Transmission and Reception Point (TRP), while Carrier Aggregation can be used to achieve
MC at the MAC layer. At the PDCP layer, MC solutions include New Radio Dual Connectivity
(NR-DC), where the UE is connected to two base stations providing 5G access, Multi-Radio
Dual Connectivity (MR-DC), where the UE is connected to two base stations providing 5G
and/or 4G access, and Dual Active Protocol Stack (DAPS), where the UE is connected to two
5G base stations to ensure seamless handover. In the Core Network, multi-connectivity can be
achieved through Access Traffic Steering, Switching, and Splitting (ATSSS), which enables
integration of mainly 3GPP and non-3GPP accesses [3], [4].

Multi-connectivity for terrestrial networks was introduced already in 3GPP Release 15 and 16.
The predominant method in 5G is Multi-Radio Dual Connectivity (MR-DC), where the UE
maintains connection with a Master Node (MN) and a Secondary Node (SN) at the same time.
MR-DC includes EN-DC (E-UTRA-NR dual connectivity) and NR-DC (NR-NR dual
connectivity) [4]. Release 17 introduced the first 5G NTN normative requirements but focused
primarily on single-link connectivity. Release 18 focused on mobility and service continuity
enhancements between NTN and TN, e.g. SIB19 in TN to include NTN-specific parameters for
NTN neighbour cells. Release 19 further expanded studies of multi-connectivity to support
NTN with ATSSS mechanism explained later in this section and introduced more sophisticated
store-and-forward mechanisms for regenerative payloads for delay-tolerant communications.
Future 6G studies (Release 20/21) aim for a unified terrestrial/non-terrestrial architecture,
where multi-connectivity across multiple satellite and terrestrial nodes becomes a native
feature rather than an add-on.
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While the mechanisms above mainly describe multi-connectivity at RAN and protocol stack
levels, complementary solutions exist at the Core Network level to enable integration with non-

3GPP accesses.

For non-3GPP multi-connectivity, 3GPP has introduced ATSSS as the primary technology. It
was originally introduced in Release 16 and allows a device to use 3GPP and non-3GPP access
simultaneously for a single application. ATSSS enables steering, switching, and splitting of
traffic across heterogeneous accesses. ATSSS phase 2 in Release 17 introduced new steering
modes, at least for terrestrial networks, for load balancing and added support for trusted non-
3GPP access. Although ATSSS was introduced to complement 5G access with WiFi, in phase
2, the non-3GPP access can be extended to different technologies, such as satellites. Further
releases of ATSSS may enable multi-connectivity solutions between different satellite
providers or satellite networks with different satellite layers, for example between LEO and
GEO. Release 19 aimed to expand ATSSS to support true multi-connectivity also over the two
3GPP links e.g. TN + NR-NTN.

By the analysis of 3GPP specifications [3] [4], three main non-3GPP integration methods
emerge. Each method is associated with a different 5GC Network Function (NF), whose
configuration is in charge of the Mobile Network Operator (MNO). Each of these NFs is
interfaced with a specific non-3GPP Access Network node, which is technology dependent.
These methods can be identified with the acronyms used by 3GPP to define the interworking
NFs associated with Wi-Fi Access Networks (i.e., 802.11 WLAN), which is the baseline use-
case covered in 3GPP specifications [5]:

1. N3IWF (Non-3GPP Interworking Function) - non-trusted access for 5G-capable UEs
2. TNGF (Trusted non-3GPP Gateway Function) - trusted access for 5G-capable UEs
3. TWIF (Trusted WLAN Interworking Function) - trusted access for non-5G-capable UEs

The first method (N3IWF) is a non-trusted access defined already in 3GPP Release 15, while
TNGF and TWIF are trusted methods introduced from Release 16 onwards. The exact rules
under which access can be considered trusted or non-trusted are not explicitly detailed by
3GPP. However, a trusted model generally implies that the Core Network operator directly
operates the non-3GPP Access Network as well, so that its authorization and authentication
methods can be inherited by native 5G procedures and credentials.

The N3IWF method requires a 5G-capable UE implementing higher layers of the 5G protocol
stack, in particular NAS/N1 for control plane and PDU session establishment for user plane
[6], with 5G credentials (USIM). For TNGF, the UE is also 5G-capable with 5G credentials, while
in TWIF the UE is non-5G-capable (i.e., without NAS/N1 support) but still has 5G credentials.

As a consequence of supporting NAS/N1 protocol stacks in UEs, N3IWF and TNGF allow the
simultaneous presence of 3GPP RAN access and non-3GPP access, enabling ATSSS-based
multi-access operation. In contrast, TWIF mainly supports scenarios where the UE accesses
the Core Network exclusively via non-3GPP access (referred to as Non-5G-Capable over
WLAN, N5CW UE), thus limiting multi-connectivity capabilities.

In addition to Wi-Fi-based non-3GPP access, another NF is defined for fixed access, namely
the Wireline Access Gateway Function (W-AGF) [5], which is associated with external
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specifications (e.g., DOCSIS/CableLabs and BBF). This type of access is assumed to be
trusted and can be related to TNGF or TWIF depending on the deployment model.

European
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In addition to heterogeneous multi-access solutions based on 3GPP and non-3GPP integration,
3GPP specifications also define multi-connectivity mechanisms relying exclusively on 3GPP
radio access technologies. These solutions, referred to as Multi-Radio Dual Connectivity (MR-
DC), enable a UE to simultaneously connect to multiple 3GPP radio nodes (Master Node and
Secondary Node) within the RAN domain. Several MR-DC variants have been defined to
support different deployment scenarios [3], including EN-DC, NG-EN-DC, NE-DC, and NR-DC.

While MR-DC enables simultaneous connectivity across multiple 3GPP radio nodes and mainly
targets radio-level capacity aggregation and mobility enhancements, ATSSS-based multi-
connectivity operates at the Core Network and UE levels, supports heterogeneous 3GPP and
non-3GPP accesses, and enables policy-driven and service-aware traffic steering. Therefore,
both approaches should be seen as complementary components of the overall 3GPP multi-
connectivity framework.

21.2 Research on Multi-Connectivity Strategies

Recent academic works focused on multi-connectivity strategies highlighting the strategic
importance to combine various access technologies in next-generation mobile networks [5],
[7] to improve reliability, throughput, and resilience (especially in mission-critical domains). In
this framework, a research line in the literature investigates on how 3GPP ATSSS can act as
the core enabler for seamless multi-access integration by coordinating traffic flows over
parallel connections such as 5G NR, Wi-Fi, and satellite links. Research mainly addresses on
policy-driven steering mechanisms, where different paths are selected according to real-time
QoS parameters, service requirements, or predicted link conditions. Another active research
line explores multipath transport protocols (e.g. MP-QUIC [8], MPTCP extensions [9]) as
complementary tools for implementing ATSSS at the device and network edge, enabling fine-
grained traffic splitting and rapid failover. Machine-learning-based approaches are increasingly
studied to improve path selection, link-quality forecasting, and adaptive thresholding for
switching events. Experimental works commonly rely on software-defined testbeds or network
digital twins to evaluate performance in scenarios with high mobility or abrupt channel
variability. Overall, academic literature converges on the idea that multi-connectivity,
orchestrated by ATSSS logic, is central to achieving robust and deterministic communications
required by applications such as autonomous vehicles, and industrial automation.

2.2 O-RAN

2.2.1 O-RAN infrastructure

The Open RAN (O-RAN) framework decouples hardware and software components, enabling
comprehensive management, control, and orchestration functionalities through virtualized
RAN functions, new network intelligence and standardized open interfaces to ensure seamless
interoperability among equipment from different vendors [10]. The disaggregated approach
divides the gNB into three distinct logical units: the O-RAN Central Unit (O-CU), which could
be further divided into O-RAN Central Unit - Control Plane (O-CU-CP) and O-RAN Central
Unit - User Plane (O-CU-UP) for control plane and user plane functions, the O-RAN Distributed
Unit (O-DU), and the O-RAN Radio Unit (O-RU). Following the functional splits proposed by
NEXASPHERE | D4.1 JUNE-26
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3GPP (Figure 2) [11], the architecture adopts split option 2 between O-CU and O-DU, where
the O-CU implements higher-layer protocols Radio Resource Control (RRC), Packet Data
Convergence Protocol (PDCP), and Service Data Adaptation Protocol (SDAP), and split option
7.2x between O-DU and O-RU, where the O-DU handles lower-layer processing such as Radio
Link Control (RLC), Medium Access Control (MAC), and Higher Physical layer (High-PHY)
functions, while the O-RU manages the radio front-end operations and lower physical layer
processing, including Fast Fourier Transform operations, cyclic prefix addition and removal,
beam-forming, and radio frequency components. By virtualizing RAN functions and employing
software-defined control, O-RAN improves scalability and reduces deployment costs.
Adopting a functional split does not only determine the protocols managed by the Functional
Units (FUs), but it also adds new constraints on the interfaces linking two FUs in terms of
maximum tolerable latency and uplink (UL)/downlink (DL) bit rate [12]. Table 1 summarizes the
latency and transport capacity requirements associated with the different 3GPP functional split
options. As the split moves towards lower protocol layers, the requirements on the transport
network become significantly more stringent, particularly in terms of latency and fronthaul
bandwidth. These constraints play a key role in determining the feasibility of deploying O-RAN
functional units across terrestrial and non-terrestrial segments. Central Units (CUs) and
Distributed Units (DUs) can be virtualized on the O-Cloud, on commercial servers located at
the edge or in regional clouds, or through a combination of both, whereas Radio Units (RUs)
are typically implemented on FPGA or ASIC boards situated near the Radio Frequency (RF)
antennas [13]. The last innovation proposed by O-RAN is the introduction of two new
components, RAN Intelligent Controller (RIC) and Service Management and Orchestration
(SMO), together with the definition of standard open interface among the different components
of the RAN.

uropean
Commission

Table 1 Split Options Requirements

Split Option Latency requirement Bit rate requirement (UL-DL)
1 10ms 3-4 Gbps

2 1.5-10ms 3-4 Gbps

3 1.5-10ms 3-4 Gbps

4 100 ps 4.5-5.2 Gbps

5 100 ps 5.6—7.1 Gbps

6 250 us 5.6-7.1 Gbps

7.X 250 ys 9.8-60.4 Gbps

8 250 us 157.3 Gbps
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Figure 2. 3GPP Split Options

2.2.1.1 SMO/RIC

The RIC collects and aggregates measurement data, including the number of served UEs, load,
throughput, and actual resource utilization from the RAN. By leveraging Al and ML algorithms,
it processes this data and performs closed-loop operations within the RAN to enhance network
performance. It is divided into the near-real-time RIC (near-RT RIC) and the non-real-time RIC
(non-RT RIC) as illustrated in Figure 3, depending on the operational timescale. The near-RT
RIC, deployed at the edge of the RAN, interacts with all nodes under its control and executes
operations within a timescale ranging from 10 ms to 1 s, performing radio resource functions
such as scheduling, beamforming, handover management, and multi-connectivity to directly
improve the Quality of Service (QoS) experienced by UEs. Although the O-RAN Alliance does
not standardize these operations, it promotes a plug-and-play ecosystem of diverse and
specialized microservices known as xApps. Complementing the near-RT RIC, the non-RT RIC
operates within the SMO on a timescale greater than 1 s, influencing SMO operations,
managing the AI/ML models used by the near-RT RIC, and enforcing network policies
applicable to large numbers of UEs. Like the near-RT RIC, it supports third-party applications
known as rApps, providing a high-level management and orchestration interface for MNOs.
Together with xApps and rApps, distributed applications (dApps) extend this ecosystem by
enabling application logic to be deployed across multiple distributed nodes rather than being
confined to a single RIC entity, supporting more flexible and decentralized execution of
network control functions. In addition to hosting the non-RT RIC, the SMO manages messaging
interfaces between its internal functionalities, the non-RT RIC, and the O-RAN nodes; it
oversees virtualized nodes by interfacing with O-Cloud providers, maintains service and
resource inventories, topology data, and network configurations, and provides policy
management for orchestration services. Following a producer—-consumer model, the SMO
performs data management and exposure functions, storing and advertising reports and data
generated by itself or the non-RT RIC to other components, such as those required by an rApp,
while also managing AI/ML processes including data collection, training, validation,
deployment, and execution.
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Figure 3. O-RAN Architecture Overview

222 O-RAN interfaces

The paradigm shift introduced by O-RAN is driven by the introduction of a new set of interfaces
that enable services such as telemetry and data collection through well-defined procedures,
ensuring interoperability among heterogeneous components deployed within the RAN. In
addition to the interfaces already standardized for Disaggregated RAN (dRAN) by 3GPP, O-
RAN introduces the Open Fronthaul interface between the RU and the DU to decouple the
physical radio components from the virtualized deployment of the DU in the O-RAN Cloud (O-
Cloud), thereby promoting interoperability among RUs from different vendors. To support the
functionalities of the near-RT RIC, the E2 interface connects it to all RAN nodes, while the O1
interface connects the non-RT RIC to the same nodes. The two RICs communicate through
the A1 interface, and the SMO exchanges information with O-Cloud providers via the O2
interface.

2.2.3 O-RAN deployment in NTN

2.2.3.1 Deployment Architectures for Satellite Integration

When considering the extension of TNs in space to support the RAN for global coverage or to
exploit multi-connectivity strategies enhancing the QoS provided to UEs, Mobile Network
Operators (MNOs) have several architectural deployment options available. To this end, 3GPP
presents in TR 38.821 [14] different solutions for integrating satellite connectivity within
terrestrial 5G deployments.

The first option involves deploying transparent satellites that act as relays between ground UEs
and terrestrial gNBs. Selecting this option introduces additional delay in all User Plane (UP)
and Control Plane (CP) interactions due to signal transmission through the space segment, as
all processing is performed exclusively at the terrestrial gNB. According to 3GPP, the maximum
latency introduced by this so-called “bent-pipe transmission” for a satellite positioned at an
altitude of 600 km is approximately 25.77 ms, or 41.77 ms at 1200 km. Transparent satellites
are relatively simple to implement, particularly in remote areas where deploying new
infrastructure is challenging, and they require neither additional protocols nor significant
modifications for their utilization.
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3GPP also proposes deploying full gNBs in space, leveraging the capability of a single satellite
to cover large portions of the Earth while hosting the entire RAN protocol stack onboard. This
approach satisfies the stringent fronthaul timing requirements between the DU and RU and
encompasses all UP and CP interactions in a single location, thereby enabling seamless
handover and mobility management. However, this solution entails increased energy
consumption and computational requirements that may not be met by small low-LEO satellites
but are feasible for medium-class LEO or MEO satellites [15].

Commission

The last option presented in TR 38.821 complements existing 5G and beyond terrestrial Radio
Access Network (RAN) deployments by extending them into the space segment. In the
proposed architecture, split option 2 is adopted, with the CU located on the ground while the
DU and RU are placed in space, with no further mention of split option 7.2x, which specifies
the split between the DU and RU. This solution reduces the capability requirements for
satellites and facilitates intra-CU handover without 5G Core Network (5GC) involvement,
though it necessitates maintaining at least two available links to the on-ground gateway
because the F1 interface requires a stable and continuous connection.

2.2.3.2 Functional Split and CU/DU Placement Trade-offs

In the context of extending mobile RAN in the space to achieve global coverage, O-RAN has
emerged as a viable approach, enabling MNOs to establish partnerships with Satellite Network
Operators (SNOs) and lease computational resources from existing satellite constellations to
deploy their O-RAN architecture in the space exploiting general purpose satellites. This
strategy aims to exploit the flexibility offered by O-RAN, allowing virtualized Functional Units
(FUs) to be dynamically deployed based on the needs of active UEs and terrestrial network
capabilities, while supporting adaptation to future generations of mobile network technologies.

Deploying O-RAN FUs across space and aerial segments requires careful consideration of
control loop and protocol timing constraints, propagation delays, and feeder link
characteristics. With latency values ranging from 5 up to 20 ms and visibility periods of 4-15
minutes [15], LEOs satellites are regarded as the most suitable compromise for the long-term
evolution of next-generation mobile networks. In addition, UAVs and HAPSs are more
appropriate for temporary or geographically limited deployments [16] to replace RAN in case
of a disruption of service or acting as relay toward the space segment to enhance connectivity.
O-RAN Alliance white paper [17] explores different architectural options for FUs deployment
in NTN.

In Option 1 (Figure 4), RUs are placed on satellites, while DUs and CUs remain on the ground.
This configuration offers the advantage of keeping the CU and DU fixed on the ground;
however, it requires a large bandwidth, exceeding 100 Gbps, between the DU and the RU.
Meeting strict latency requirements may be challenging over the feeder link, particularly when
the satellite RU does not have direct visibility of the terrestrial gateway, and one or more Inter-
Satellite Links (ISLs) are involved.
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Figure 4. Option 1: O-DU collocated with the Earth station GW [17]

Option 2 (Figure 5) deploys both RUs and DUs on each satellite, while the CU remains on the
ground. In this case, handover management is needed for DUs across different CUs as the
LEO satellites move between coverage areas. Nevertheless, the feeder link carries midhaul F1
interface signals, which require up to 95% less bandwidth.
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Figure 5. Option 2: O-DUs embedded onboard of the satellite [17]

Option 3 (Figure 6) considers deploying FUs on HAPS, with one RU per vehicle and one DU
located on the HAPS nearest to the ground gateway. The remaining HAPSs utilize Inter-HAP
Links (IHLs) to connect to the CU. This option is well-suited for limited area coverage, requiring
only one DU to transport F1 interface signals, and the additional latency introduced by IHLs is
considered negligible.
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Figure 6. Option 3: Stationary HAPS with an onboard O-DU with F1/midhaul interface connection over the feeder
and fronthaul interface over the inter HAPS links [17]
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2233 TN-NTN Integration and RIC-based Coordination

Current NTN designs typically assume a single Satellite Network Operator (SNO), whereas
most Mobile Network Operators (MNOs) primarily depend on terrestrial networks with
extensive and dedicated ground infrastructures. To enable stronger integration between both
systems, an open and evolved network architecture is required in which NTN complements
TN. In such an architecture, the SNO and MNO would each manage their respective RANs
through separate Near-RT and/or Non-RT RICs. Traditional proprietary control and
management functions would be replaced by standardized NTN and TN SMO/RIC
components, which may remain independent or be combined, depending on deployment
requirements [16].

To support this architecture, the following changes must be considered [18]:

e The NTN SMO/RIC and the TN SMO/RIC will require the introduction of new interfaces
or the extension of existing O-RAN interfaces.

¢ New interfaces will be introduced or existing E2 and O1 interfaces will need to be
extended to support seamless standards-based interoperability between NTN
SMO/RIC and NTN entities.

o The interworking between NTN SMO/RIC and ground base station equipment will
require the introduction of new interfaces or the extension of existing O-RAN interfaces

e The TN SMO/RIC and ground base stations will require an extension of the existing O-
RAN interface

The O-RAN Alliance has not yet defined an architecture for deploying SMO or Near-
RT RIC components within the space segment. However, it encourages research
groups and industry contributors to explore potential approaches for placing Near-RT
RIC functions on satellites, building upon the proposed architecture for integrating
transparent NR-NTN systems with O-RAN-based MNO infrastructures, as shown on
Figure 7.

Future solutions for space-based NTN RIC design should address three key aspects:

Coordination between NTN and TN: Integration of satellite and terrestrial networks requires
new mechanisms for traffic steering, multi-connectivity, mobility optimization, and dynamic
spectrum sharing to ensure continuous service delivery.

Coordination between radio and transport layers: Given the lower reliability of satellite links
compared to terrestrial optical fiber, the Near-RT RIC could support dynamic routing and
gateway switching based on satellite positions to minimize delay and packet loss.

Energy efficiency: Satellite systems operate under strict power constraints; therefore,
onboard network functions must adapt through techniques such as dynamic reconfiguration
or task offloading to ground infrastructure, depending on available energy or battery status.
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Figure 7. Proposed example of integrating Transparent NR-NTN based with ORAN MNO infrastructure [17]

2.24 Research on O-RAN-based Architectures

Focusing on O-RAN deployments, [15] analyzes how they can be exclusively tailored for NTN
scenarios, considering DU and RU Onboard and Full gNB Onboard. Considering the 3GPP
split option 2, the work investigates how the DU and RU can be deployed within the space
segment, while the CU remains on the ground. This scenario facilitates intra-satellite handover
as the CU is fixed on the ground, while UEs need to switch among different RUs and DUs
associated with the LEO satellites they reside on, without involving the 5GC. This architectural
choice aims to reduce time-sensitive fronthaul interactions and to enable edge computing
functions that remain on the ground, since relocating them to the space segment would be
challenging due to limited on-board computational capabilities. In this configuration, two
options have been considered. In the first, the "distributed DU and RU”, they are placed on
different satellites and the fronthaul between them is provided by ISLs. The major challenge in
this configuration is the Round-Trip Time (RTT) of ISLs, as the main terrestrial fronthaul
interface is enhanced Common Public Radio Interface (eCPRI), which supports a maximum of
500 s one-way propagation delay. This requirement is unfeasible in NTN scenarios, as in most
cases ISLs exceed this limit, reaching up to 10 ms of RTT [14]. To avoid this limitation, the
second option is the "monolithic DU-RU” deployment on each satellite, which, however,
increases the overall computational load on the satellite network, which is already constrained.
The Full gNB Onboard option corresponds to a gNB deployed in space, implementing the
N2/N3 interfaces over the feeder link to connect to the 5GC, and can be envisioned as a first
step toward the full deployment of a mobile network in space. This configuration eliminates the
issues discussed for the DU and RU Onboard option, as all RAN activities are performed on-
board, and it reduces the coupling with ground deployments. To guarantee service continuity
and to avoid frequent handovers with the ground 5GC, 3GPP in TS 38.401 [19] introduces
NG-Flex, which allows a gNB to connect to all Access and Mobility Management Functions
(AMFs) within an AMF region and switch among them, thus compensating for frequent gateway
handovers. However, this option increases satellite power consumption and computational
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requirements, which can be difficult for small LEO satellite deployments. Moreover, the lack of
User Plane Function (UPF) deployment in space increases the load on the feeder link and
introduces additional latency, as all user-plane traffic must be transported between the satellite
segment and the ground-based core network for processing before reaching its destination.
To alleviate these resource constraints, another approach is to distribute RAN FUs across
multiple satellites. A first option is to consider a group of RUs that manage physical-layer
transmission, while radio resource management and load balancing are performed on another
DU+CU satellite. As discussed for the fronthaul split, the main limitation remains the excessive
added latency and jitter. To further relax latency constraints, an alternative solution is to deploy
a DU on each satellite hosting an RU, all managed by a single CU. In this configuration, the F1
interface traffic is conveyed through ISLs, assuming a maximum separation of 2-3 ISLs
between the CU and each DU, as the O-CU-CP can tolerate up to 10 ms of one-way
propagation delay. This is compatible with typical ISL propagation delays, which range
between 1.8 and 3.6 ms. Considering a single CU managing a pool of DU+RU satellites
enhances UE mobility and handover management, improving control-plane and bearer
management at the cost of having to guarantee a stable F1 interface despite the relative motion
of satellites and the session management challenges caused by their movement.

Commission

In the multi-connectivity scenario, placing the CU on the ground or in space can impact dRAN
performance. If a single ground CU manages both terrestrial and space DUs, terrestrial DUs
benefit from reliable fiber links, but the space-ground DU link remains a concern. Conversely,
placing the CU in space poses challenges for terrestrial DUs that must connect via ground-
space links. As the satellite moves, direct links may not always be available, often requiring
multi-hop connections that increase latency and operational complexity. Considering a CU
placed on the ground and a DU always deployed in a LEO satellite, [12] proved theoretical
latency and availability for the fronthaul when the RU is placed on a lower LEO satellite, on-
board with the DU, deployed on a HAPS, or integrated on a vehicle UE. Subsequently, it
evaluates the availability and latency performances of the X-haul from the RU to the 5GC
considering a TN-NTN scenario under different CU placements. Among the evaluated
scenarios, a single CU deployed in space achieves the worst performance, as terrestrial
network traffic is conveyed to the ground DU and then transmitted to the space CU. The best
results are obtained by placing the CU on the ground and considering RU-DU deployments on
both the ground and in space and for the space segment. Additionally, deploying two separate
CUs, one for the TN segment and one for the NTN segment, could enhance performance while
a Multi-Connectivity (MC) scenario.

[20] proposes and evaluates two O-RAN TN-NTN multi-connectivity architectures
distinguished by the number of PDCP instances at the CU: Single-PDCP (S-PDCP), where a
single CU manages multiple heterogeneous TN and NTN distributed units simultaneously, and
Multi-PDCP (M-PDCP), where a master node CU offloads part of the traffic to a secondary
node via the Xn interface. This classification enables a systematic mapping between PDCP
design choices and the three fundamental multi-connectivity strategies (packet duplication,
traffic splitting, and link switching) each presenting different trade-offs in latency, reliability, and
throughput in space—terrestrial scenarios. Theoretical worst-case latency analysis shows that
the disparity between TN and NTN paths reaches up to 20 ms for S-PDCP and 30 ms for M-
PDCP configurations, directly impacting the effectiveness of splitting and duplication policies.
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Despite this, all proposed configurations satisfy 5Ql Packet Delay Budget requirements for
GBR and non-GBR services, while delay-critical flows remain partially achievable depending
on satellite altitude and ISL configuration, supporting link switching as the preferred strategy
in latency-constrained scenarios.

European
Commission

A critical challenge for multi-connectivity communication strategies in TN-NTN scenarios is
the uplink imbalance inherent to direct satellite access. While vehicle-mounted terminals in
aviation, automotive, and railway contexts (such as VSATs and roof-mounted antennas) can
sustain higher transmit power than handheld devices, [21] demonstrates through 3GPP-
compliant link budget analysis that the path-loss gap between satellite and short-range access
remains around 50-60 dB, imposing stringent power, capacity, and energy constraints. To
address this within the dRAN framework, a Downlink-Uplink Decoupling (DUDe) strategy is
proposed, in which the uplink is anchored on short-range infrastructure (TN, UAV, or HAPS)
while satellite connectivity is maintained for downlink wide-area coverage. By centralizing
PDCP and RRC at a ground CU that jointly manages both uplink and downlink distributed units,
inter-BS HARQ coordination over long-latency NTN paths is eliminated, in compliance with the
3GPP Release 18 multi-connectivity framework. Results [21] show that anchoring the uplink on
short-range nodes achieves over 90% energy savings compared to satellite-only uplink
operation, and bundled HARQ strategies provide an additional 20-50% power reduction while
maintaining reliability.

The practical implications of these communication strategies and dRAN architectural choices
are further validated for the aviation vertical in [22], a key NexaSphere use case. Four
disaggregated RAN deployment scenarios for gate-to-gate in-flight connectivity are analyzed,
spanning transparent and regenerative payload configurations across LEO, MEO, and GEO
constellations. The results directly demonstrate how CU and DU placement determine the
feasibility of the multi-connectivity strategy. With all RAN functions on the ground, HARQ
process starvation renders satellite-based constellations unreliable, with GEO remaining
infeasible without disabling HARQ entirely. Deploying the vDU onboard the aircraft or on a
regenerative LEO satellite resolves this constraint, achieving an order-of-magnitude BLER
improvement.

2.3 Prediction-Based Models for Multi-Connectivity

This section will provide an overview of existing Al/ML models that enable intelligent multi-
connectivity management across TN and NTN networks. The aim is to analyze how prediction
mechanisms are used for mobility management, link reliability estimation, and dynamic
resource allocation. Both 3GPP standardization activities and academic research will be
reviewed to identify achievements and gaps that motivate NexaSphere's sustainable,
prediction-based approach.

2.3.1 3GPP Activities

This subsection will summarize recent 3GPP efforts in integrating Al/ML functionalities for
network prediction, mobility management, and connectivity optimization in multi-access
environments. It will outline relevant standardization work, focusing on mechanisms that enable
intelligent link selection and handover in TN-NTN networks. The identified challenges and
limitations will serve as reference points for defining and shaping NexaSphere's solution.
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Table 2 below describes all the work and study items related to AI/ML done in 3GPP [23]. As
the 3GPP systems are quite complex, their operation using Al/ML for any given use case is
bound to specific principles, guidelines and design criteria to guarantee safe operation of the
system. This requires common definitions to align Al/ML LCM (life cycle management) across
3GPP working groups and to identify and communicate inconsistencies. Thus, 3GPP first
committed to AlI/ML model development through comprehensive work on how different
implementations could be used to improve performance and solve problems, while at the same
time allowing operators and infrastructure vendors to control and monitor the models. The
AlI/ML models themselves are not the primary focus of 3GPP work; instead, 3GPP introduces
essential information and standardized ways to collect, distribute, and process data through
specialized network functions and interfaces [24], [25].

Network Data Analytics Function (NWDAF) was initially introduced in Release 15 3GPP
standards to provide analytics services in the mobile networks. The 3GPP originally proposed
NWDAF and integrated it with several other functions. The objective of the NWDAF is to
centralize the data collection from the other functions and provide analytics services by
evaluating the data collected. The 5G core network functions for which the NWDAF was
designed involves network functions (NFs), Application functions (AFs) and Operations,
Administration and Maintenance (OAM) systems. In Release 15, 3GPP work was done only
with the single use case in focus. With the narrow scope work focused primarily on slice load
analytics [26].

Core network functions for which NWDAF was designed for includes e.g. Access & Mobility
Management function (AMF) to forecast together with NWDAF mobility event forecasts,
Session Management Function (SMF) to session routing and load balancing to use traffic
forecasts of the NWDAF to steer flows in specific User Plane Functions (UPFs), UPFs to pre-
process telemetry data for NWDAF and Policy Control Function (PCF) to receive analytics from
NWDAF and to configure AMF and SMFE

In addition to these standardized analytics capabilities, the 5G Core Network provides
complementary mechanisms that can be leveraged by ML-based control functions. In
particular, NWDAF outputs can be exposed via standardized APIs to the PCF, enabling dynamic
policy generation such as ATSSS-based traffic steering across 3GPP and non-3GPP accesses.
Furthermore, UPF functionalities such as Session Reporting Rules (SRRs) allow QoS
monitoring and event-triggered reporting, while the Performance Measurement Functionality
(PMF), supported by both UE and UPF, enables the measurement of key parameters such as
Round Trip Time (RTT) and Packet Loss Rate (PLR). These mechanisms provide continuous
feedback on access performance and link availability, forming the data basis required for
Al/ML-driven decision-making in multi-access environments.

While initially envisioned for basic monitoring, the later Releases of NWDAF expanded its scope
to include more use cases such as mobility, communication patterns and network performance
and finally in the later releases Al and ML for closed-loop automation was introduced. In
general, in 3GPP the Al/ML work started in Release 18. In addition to the comprehensive work
explained above, in Release 18 and 19, most working groups in 3GPP SA, CT and RAN have
already performed Sls or Wis relating to the AlI/ML topic for 5G. These activities address a
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range of usage scenarios and are associated to the specific use cases. Al/ML is exploited for
the operation of 3GPP System including radio interface operations, NG-RAN operations, 5GC
operations and network management & orchestrations, media services and application
enablement aspects [23].

uropean
Commission

As an example, the work in RAN working groups were looking at performance, complexity and
potential specification impacts and the focus of the use cases were on beam management and
positioning accuracy enhancements. Also channel state information feedback (CSI) feedback
enhancements were considered [23].

In NG-RAN operations, the usage focused firstly on the network energy saving by traffic
offloading, coverage modification and cell deactivation, secondly on the load balancing by
finding ways to distribute load effectively in the multi-frequency or Multi Radio Access
Technology deployments and by looking on the improved network performance which is based
on load predictions, and finally on the mobility optimization by finding optimal mobility targets
to select based on the predictions of how UEs may be served [23], [24].

For 5GC operations Al/ML is exploited for assistance with QoS and policy control, prevention
and mitigation of signaling storms [23].

NTN topics of the 3GPP standardization were covered in topic level already in [D2.1]. In 3GPP,
multi-connectivity management is not widely considered across TN and NTN networks. The
first mobility working items for example are only considering traditional intra-cell and inter-cell
handovers. Even with the legacy 5G TN and NTN networks, there are only couple of WIs
considering mobility between TN and NTN networks so the multi-connectivity management
with existing AlI/ML models are even more narrowly studied or standardized in 3GPP.

The first 3GPP 6G standardization studies are ongoing and targeting in Release 20 study item
reports. The actual standardization part with working items will start more broadly in Release
21 time frame. First 6G normative work item is just approved and will be focusing on the service
requirements. It is agreed to accelerate the path towards identification of Al traffic
characteristics, which is beneficial both for RAN and system level impacts. And as for the NTN
related studies, e.g. NTN standardization topics in RAN working groups have only one meeting
behind. It takes still time in 3GPP meetings to focus on the 6G NTN topics and even longer to
get to the details of NTN-TN interoperability. There is a risk that the first 6G releases and studies
are not concentrating at all on the NTN or e.g. NTN-TN related multi-connectivity issues due
to lack of time.

Challenges in the 5G Al/ML standardization work have been the built-on solutions in already
existing 3GPP system. For example, to add or standardize a new metric to measure for the UE
for mobility enhancements, requires weeks of work in RAN level working groups. Thus, First
Al/ML based mobility topics standardized in RAN level focus only on the network level mobility
enhancements and the measurements and data that that UEs report to the gNb and Network
already due to specification requirements.

To make 3GPP system work safely and appropriately, there are strict tolerances and
measurement accuracy requirements for each UE based measurement in RAN working group
4 specifications. To add such a new measurement to report and collect data for the purpose
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of AI/ML solution, it is first required to specify the performance requirements for such a new
measure in RAN WG4 then each standardized measurement would need a new test case to
be specified in RAN WG5. It is expected that the AI/ML solutions get the real start in 6G
standardization phase as all the working groups can take AI/ML into account from the
beginning.
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Tab/e 2 List of Rel-18 work items and Rel-19 studies and work items for AI/ML activities in 3GPP

Eurepean
Commission

working groups

Release Title [Acronym Release Title Acromym Release Title Acronym
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2.3.2 Research on Al/ML-based Multi-Connectivity Models

This subsection will review academic research on prediction-based models for multi-
connectivity management. Focus areas will include, but are not limited to, works addressing
TN-NTN integration, edge-cloud environments, and high-mobility scenarios. The review of
academic work serves as a starting point towards identifying gaps and limitations of current
state-of-the-art approaches which are aimed to be addressed within NexaSphere scope.

2.3.2.1 Prediction models for multi-connectivity

Recent research on prediction-based models for multi-connectivity demonstrates significant
advances in applying machine learning to mobility management and resource allocation
across heterogeneous terrestrial and non-terrestrial networks [27], [28]. For example, Long
Short-Term Memory (LSTM) models are a specialized type of recurrent networks designed to
recognize patterns in sequences of data [29]. They are being widely applied for trajectory
forecasting, mobility prediction and handover management [30], [31]. For instance, Zhang et
al. [30] proposed LSTM architectures for LEO satellite channel prediction to address severe
Doppler shifts and propagation delays. Similarly, Lee et al. [32] developed handover protocols
based on Deep Reinforcement Learning (DRL) that achieved notable improvements in access
delay, collision rate, and handover success rate in LEO constellations. In terrestrial-satellite
integration, Fan et al. [31] proposed a framework that combines LSTM-based traffic prediction
with attention-enhanced Deep Q-Networks for joint satellite switching optimization and load
balancing. High-mobility scenarios have further driven the development of specialized
architectures. For instance, Li et al. [33] proposed an Al scheme for beam-level mobility
management in high-speed railway communications, achieving 83.76% beam prediction
accuracy at speeds of 500 km/h while introducing minimal system overhead. Furthermore, O-
RAN-compliant frameworks are being developed to leverage the programmable near-real-time
RAN Intelligent Controllers for improved mobility management [34].

23.22 Distributed Al/ML approaches

Recognizing the limitations of centralized Al, substantial research now addresses distributed
deployment strategies across the computing continuum [33], [34]. Several distributed
paradigms have emerged to enable AlI/ML deployment across the computing continuum.
Federated Learning (FL) allows multiple edge devices to collaboratively train a shared model
without exchanging raw data, preserving privacy while leveraging distributed computational
resources [37], [38]. Furthermore, Split Learning (SL) offers an alternative by partitioning a
neural network across client and server, enabling resource-constrained devices to offload
computationally intensive workloads to more powerful nodes, such as cloud centers [39], [40],
[41]. Recently, hybrid approaches, such as SplitFed [42], combine elements of multiple
paradigms to optimize different system performance trade-offs. Advanced orchestration
frameworks like HiveMind [43] further extend these concepts by supporting multi-split
inference and training across heterogeneous environments comprising User Equipment, MEC
nodes, etc.

2.3.2.3 Sustainable multi-connectivity approaches

Regarding sustainability, energy-aware prediction models remain limited in scope and often
impose significant computational overhead on resource-constrained devices [44], [45]. For
instance, algorithms such as Spatio-Temporal Attention-based PPO enable joint task offloading
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and resource allocation in LEO networks [46]. However, such and similar approaches may
impose computational demands that challenge the operational budgets of satellite nodes. More
specifically, existing high-accuracy prediction architectures typically rely on deep LSTM
networks with attention mechanisms, which often demand substantial computational
resources [30]. These footprints represent designs intended for GPU-accelerated
environments, which are fundamentally incompatible with edge or satellite devices constrained
by battery and memory capacities [47]. Recent research highlights energy harvesting
integration with Al handover prediction as a promising direction for sustainable multi-
connectivity [47]. Energy harvesting enables dynamic TN-NTN switching based on solar
energy and link forecasts, however, existing solutions suffer from prediction accuracy
degradation when faced with high mobility and limited device reliability [48].

2.4 Gaps and limitations

241 Multi-Connectivity Strategies

Current multi-connectivity strategies across terrestrial and non-terrestrial networks face
several interconnected challenges that limit their effectiveness. The ATSSS support remains
confined to 5G-capable UEs, effectively excluding Non-5G-Capable devices from advanced
multi-access capabilities despite their prevalence in deployed networks. Similarly, still not
many public 5G core network support the mechanisms of ATSSS and non-3GPP access. A
further limitation in the practical and experimental fields is the low presence and low
performance of 5G-NTN operators, which limits the applicability of this scenario.

Beyond these limitations, current approaches do not sufficiently address multi-connectivity
under disaggregated RAN (dRAN) conditions, particularly with respect to the placement of
RAN functional units (CU/DU). In TN-NTN environments, the placement of these units, whether
on ground infrastructure, edge nodes, or potentially in space, has a direct impact on latency,
reliability, and coordination between multiple links. However, existing strategies largely assume
fixed or terrestrial-centric deployments and do not consider dynamic or optimized placement
strategies adapted to 3D network topologies. This results in suboptimal exploitation of multi-
connectivity, especially when combining heterogeneous links with different characteristics
(e.g., terrestrial vs. satellite).

In addition, current solutions do not adequately address the requirements for handover under
multi-connectivity conditions. While multi-connectivity is expected to enable smoother
transitions and increased robustness, existing handover mechanisms are still largely reactive
and designed for single-link scenarios. They do not fully exploit the potential of maintaining
simultaneous connections across multiple access technologies to ensure seamless service
continuity. In highly dynamic TN-NTN environments, this leads to performance degradation,
including increased latency, packet loss, or service interruption during mobility events.

242 Prediction-Based Models for Multi-Connectivity

Current prediction-based models for multi-connectivity in heterogeneous TN-NTN networks
predominantly rely on monolithic, centralized architectures that exhibit fundamental limitations
when deployed across edge-cloud-space continuum. Single-model approaches face critical
generalization failures across highly heterogeneous environments. For example, models

NEXASPHERE | D4.1 JUNE-26

&= This project has received funding from the Horizon Europe research and innovation program under grant
agreement No. 101192912

Page3 5



BESNS
trained on specific network segments or environmental conditions fail to am when
confronted with diverse device populations and varying mobility regimes. Empirical evidence
demonstrates severe performance degradation, with prediction accuracy declining in high-
mobility environments. This limited generalization stems from prohibitive search space
complexity. Single models can't simultaneously capture characteristics of ultra-dense urban
vehicular networks, sparse high-altitude aircraft connectivity, and predictable track-side

railway infrastructure while adapting to ever changing environment conditions.

Beyond generalization constraints, resource limitations prevent deploying state-of-the-art
models on resource constrained devices. High-accuracy architectures, such as LSTM
networks with attention mechanisms, require computation that is fundamentally incompatible
with resource-constrained devices such as satellites. This essentially forces a binary choice.
Either deploy lightweight models with degraded accuracy on edge infrastructure or maintain
complex centralized models introducing bandwidth consumption and latency overhead.
Monolithic architectures further lack modularity and runtime adaptability. When device
populations shift or mobility patterns evolve, current approaches necessitate complete
retraining rather than targeted module updates. Finally, this rigidity extends to absent holistic
coordination between application-level resource prediction (compute, memory, bandwidth
demand forecasting) and network-level connectivity prediction (link quality, handover timing,
satellite availability), resulting in optimization uncapable of leveraging synergies between
interdependent prediction tasks.

Section 3: Requirements and Design Principles

3.1 Inputs from WP2 (system requirements)

The system-level requirements for multi-connectivity in NexaSphere are defined in D2.2 [2],
which establishes the technical and performance constraints that guide the architectural
strategies developed in WP4. This section summarizes the key system requirements from D2.2
Section 2.5 that are directly relevant to the multi-connectivity communication strategies
presented in this deliverable.

PDCP timer and buffer management (REQ-SYS-MC-003): The NexaSphere system shall
support PDCP timer management and buffer handling for both 3GPP TN and NTN accesses
when operating under multi-connectivity. This requirement guides the PDCP architectural
designs in Section 4.1.2, which account for latency disparity between TN and NTN paths.

Handover interrupt time (REQ-SYS-MC-004): The NexaSphere system shall ensure short
handover interruption time during mobility across terrestrial and non-terrestrial networks under
multi-connectivity. This performance requirement addressed through handover solution
proposed for TN-NTN segments in Section 4.4.1.

3GPP and non-3GPP access (REQ-SYS-MC-005). The core network must be accessible via
at least one 3GPP connection and one non-3GPP connection. This requirement applies to use
cases with 5G multi-access capability and establishes the foundation for the heterogeneous
access strategies evaluated in Section 4, including the integration of ATSSS-compliant
mechanisms and transport-level multipath protocols.
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N3IWF for non-3GPP access (REQ-SYS-MC-006). The N3IWF component shall be
integrated with the core network to enable access via a non-3GPP connection. This system
requirement ensures that non-3GPP access paths, such as satellite connectivity managed
independently by SNOs, can be integrated with the 5G core through standardized interfaces,
supporting the multi-connectivity architectures discussed throughout Section 4.

UE interfaces (REQ-SYS-MC-007): The UE shall support dual connectivity with at least one
3GPP access interface. This requirement applies to all use cases involving user equipment
and enables 3GPP and non-3GPP multi-connectivity, where UEs maintain simultaneous
connections to both terrestrial and non-terrestrial access points.

CPE interfaces (REQ-SYS-MC-008): The Customer Premises Equipment (CPE) shall have at
least two interfaces to enable multipath operation. This requirement applies to use cases
involving CPE, such as aviation IFC systems and railway onboard connectivity platforms, and
aligns with the vehicular terminal configurations assumed in the multi-connectivity strategies
discussed in Section 4..

UE compatibility with multipath protocols (REQ-SYS-MC-009): The UE using a multipath
protocol must be compatible with MPTCP and MPQUIC. This requirement applies across all
use cases and establishes the 3GPP release baseline for the transport-level multipath
protocols evaluated in Section 4.3, ensuring compatibility with standardized multi-connectivity
mechanisms.

The requirements presented above are operationalized through the use case-specific
mappings in Section 3.2 and the performance criteria defined in Section 3.3, ensuring that
WP4's multi-connectivity strategies are directly traceable to WP2's system-level specifications.

3.2 Reference scenarios (aviation, automotive, railway)

Figure 8 illustrates the integration of ATSSS functionality at the UE, supporting both Multipath
TCP (MPTCP) and non-MPTCP flows. The New Radio Dual Connectivity (NR-DC) protocol
stack manages dual 3GPP accesses. On the network side, multiple Distributed Units (DUs)
connect to the Central Unit — Control Plane (CU-CP) and Central Unit — User Plane (CU-UP)
via the F1-Control (F1-C) and F1-User (F1-U) interfaces, enabling support for both Terrestrial
Networks (TN) and Non-Terrestrial Networks (NTN). Non-3GPP accesses (e.g., Wi-Fi, LiFi,
NTN) are integrated through the Non-3GPP Interworking Function (N3IWF) and connected to
the 5G Core via the N2 and N3 interfaces. A multipath proxy module within the User Plane
Function (UPF) coordinates traffic distribution across ATSSS-enabled links, enabling seamless
TN-NTN link diversity and multi-path transport.
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Figure 8. Multi-connectivity Architecture Combining 3GPP TN-NTN and Non-3GPP

Following sections present key use cases across aviation, automotive, and railway domains,
emphasizing the role of multi-connectivity in improving system performance. Tables 3 and 4
synthesize the use cases that require multi-connectivity mechanisms and the associated KPIs.
These insights are derived from contributions by industrial partners and reflect real-world,
application-driven requirements. "Yes" indicates that the multi-connectivity mechanism or
performance objective is relevant to the use case. "No" indicates that it was evaluated but is
not expected to provide a significant benefit. Empty cells indicate that the mechanism or
objective is outside the scope or requirements of the use case.

Table 3. Use-case mapping to MC solutions

Multi-connectivity \UE-passenger| UE- ATSSS-LL |ATSSS-HL gNB/dRAN-
@ vehicle PDCP

IAVT-UCO1 (Passengers In-

IFlight Connectivity)

IAVT-UCO2 (offboard Yes Yes Yes

lconnectivity)

IAVT-UCO3 (in-flight Yes Yes Yes

lentertainment)

IAVT-UC04 (gate data transfer) Yes Yes Yes

IAVT-UCO5 (optimized in-cabin

lcomm)

IATM-UCO1 (V2X: Automated No Yes No No Yes (TN-3gpp to

Cars in Urban) NTN-3gpp)

IATM-UCO2 (hazardous location No Yes No No Yes (TN-3gpp to

warning) NTN-3gpp)

IATM-UCO03 (sw updates) No Yes No No Yes (TN-3gpp to
NTN-3gpp)

IATM-UCO04 (see-through) No Yes No No Yes (TN-3gpp to
NTN-3gpp)

IATM-UCOS5 (in vehicle No Yes No No Yes (TN-3gpp to

lentertainement) NTN-3gpp)

IATM-UCO06 (cooperative driving) No Yes No No Yes (TN-3gpp to
NTN-3gpp)

NEXASPHERE | D4.1 JUNE-26

This project has received funding from the Horizon Europe research and innovation program under grant NEXAEPHE%
agreement No. 101192912 2

Page38



BG6SNS

Multi-connectivity |UE-passenger| UE- ATSSS-LL|ATSSS-HL gNB/dRAN-

@ vehicle PDCP
IRLW-UCO1 (joint TN-NTN) Yes Yes
IRLW-UCO2 (optimized mobility) Yes Yes
IRLW-UCO03 (ubiquitous IoT)
IRLW-UCO04 (on-board Yes Yes Yes
lentertainement)

Table 4. Use-case mapping to the KPIs expected from MC

Multi-connectivity to | Increase bitrate [Decrease latency| Increase availability
IAVT-UCO1 (Passengers In-Flight
Connectivity)
IAVT-UCO2 (offboard connectivity) Yes Yes
IAVT-UCO3 (in-flight entertainment) Yes Yes
IAVT-UC04 (gate data transfer) Yes Yes Yes
IAVT-UCO5 (optimized in-cabin
lcomm)
IATM-UCO1 (V2X: Automated Cars Yes
in Urban)
IATM-UCO2 (hazardous location Yes
warning)
IATM-UCO03 (sw updates) Yes
IATM-UCO04 (see-through) Yes
IATM-UCO0S5 (in vehicle Yes
lentertainement)
IATM-UCO06 (cooperative driving) Yes
IRLW-UCO1 (joint TN-NTN) Yes Yes Yes
IRLW-UCO2 (optimized mobility) Yes Yes Yes
IRLW-UCO03 (ubiquitous IoT)
IRLW-UC04 (on-board Yes Yes
lentertainement)

3.2.1 Aviation Use Cases Mapping to Multi-connectivity

The Aviation Proof of Concept (PoC) extensively adopts the multi-connectivity framework
developed in WP4, which serves as a foundational capability across several avionic use cases.
As summarized in Table 4, multi-connectivity plays a central role in three key Aviation use
cases, AVT UCO02, UC03, and UCO04, which highlights the importance for ensuring robust,
flexible, and high-performance connectivity in avionic environments.

UCO02 (Figure 9), Integration of 3GPP and non-3GPP Technologies for Offboard Connectivity,
focuses on leveraging multi-connectivity algorithms to integrate a non-3GPP satellite
communication link (e.g., DVB/S) alongside NR-NTN. The primary motivation for this
integration is to ensure service continuity during long-haul flights, where visibility to 3GPP-
compatible satellites may be intermittently unavailable due to orbital geometry or coverage
limitations. In such scenarios, the traditional non-3GPP satcom link remains accessible and
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can act as a reliable fallback, maintaining the aircraft’s connection to the core network until
NR-NTN visibility is restored. Furthermore, when both the 3GPP and non-3GPP links are
simultaneously available, multi-connectivity can potentially enable their combined use,
allowing for increased end-to-end throughput, improved resilience, and more efficient
utilization of available spectrum resources.

& Non 3GPP

&g‘ 3GPP NR-NTN

Figure 9: UC02 — 3GPP / non-3GPP Integration for Offboard Connectivity

UCO03 (Figure 10), Joint Connectivity for User Access to In-Flight Entertainment, shifts the focus
to the passenger domain, where multi-connectivity enhances user access to the Local Data
Network (LDN) on-board the aircraft through personal electronic devices. In the highly dense
cabin environment typical of commercial aviation, the ability to aggregate multiple access
technologies is particularly beneficial. Both non-3GPP Wi-Fi and 3GPP 5G links can be used
simultaneously to connect passenger devices to the on-board edge UPF and, ultimately, to
LDN services. Additionally, LiFi can be incorporated as a supplementary non-3GPP link for
devices equipped to support optical wireless communication, such as seat-back screens or
future integrated cabin systems. This multi-technology environment improves overall network
capacity, reduces congestion, and ensures more consistent Quality of Service (QoS) for
passengers.
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Figure 10: UCO03, Joint Connectivity for User Access to In-Flight Entertainment

UCO04 (Figure 11), Joint Connectivity for Gate Data Transfer, addresses operational efficiency
on the ground, particularly in the context of content and data loading processes. Today, these
procedures are largely manual and time-consuming, typically performed by crew or ground
personnel. In this use case, multi-connectivity enables the aircraft to begin high-speed content
transfer via the airport’s private 5G network immediately upon landing, even before docking is
fully completed. Once positioned at the gate, the connection is augmented with high-
bandwidth LiFi links, maximizing data throughput and ensuring high link availability. This
combined connectivity approach has the potential to significantly reduce aircraft turnaround
times, improve operational reliability, and support more automated and scalable ground-to-
aircraft data handling procedures.

Start of content loadingusing
only 5G access

Contentloading usingboth5G
accessandLiFiat the gate

UPF,LDN

Figure 11: UC04, Joint Connectivity for Gate Data Transfer, addresses operational efficiency on the ground

3.2.2 Automotive Use Cases Mapping to Multi-connectivity

In the NexaSphere automotive domain, multi-connectivity across Terrestrial Networks (TN) and
Non-Terrestrial Networks (NTN) is a key enabler to ensure service continuity, resilience, and
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performance consistency across heterogeneous road environments. Automotive use cases
span dense urban areas, highways, suburban zones, and rural or remote regions, each
characterized by different coverage conditions, traffic density, and mobility dynamics. By jointly
exploiting TN and NTN resources, NexaSphere allows vehicles to maintain connectivity and
meet application-specific KPIs even when terrestrial coverage is fragmented, congested, or

unavailable.

For safety-critical and cooperative driving use cases, including Connected Automated
Passenger Cars In Urban Scenario, Hazardous Location Warning, See-Through for Passing,
and Coordinated Cooperative Driving Maneuvers (ATM-UCO01, UC02, UC04, and UCO06),
multi-connectivity primarily supports reliability, latency control, and seamless mobility. In urban
environments, TN provides the low-latency and high-capacity connectivity required for
real-time V2X interactions and cooperative perception. NTN complements this by ensuring
continuity at coverage boundaries, on rural roads, or during transient TN degradation.
Make-before-break handovers and redundant connectivity paths reduce the risk of service
interruption during critical driving phases, while allowing safety-related traffic to remain
anchored to the most suitable link at any time.

For data-intensive but less latency-constrained services, such as Autonomous-Urgent
Software Updates and In-Vehicle Entertainment (ATM-UC03 and ATM-UCO05),
multi-connectivity enables flexible ftraffic steering and efficient resource utilization.
High-throughput TN links are preferentially used where available, while NTN ensures
continuous service delivery in underserved areas and allows non-critical traffic to be offloaded
from congested terrestrial networks. This separation of traffic types also prevents
bandwidth-hungry services from impacting safety-critical V2X communications, preserving
overall system stability.

Overall, multi-connectivity in NexaSphere allows TN and NTN to operate as complementary
components of a single, resilient connectivity fabric. By dynamically selecting, aggregating, or
switching between access technologies based on coverage conditions and service
requirements, the system ensures that all automotive use cases can meet their performance
and availability targets across the full range of mobility and deployment scenarios.

3.2.3 Railway Use Cases Mapping to Multi-connectivity

The Railway Proof of Concept (PoC) leverages the multi-connectivity framework established
in WP4 to address critical operational requirements across diverse railway deployment
scenarios. Three primary railway use cases: RLW-UCO01, UC02, and UC04 demonstrate the
multi-connectivity capabilities essential for reliable, high-performance connectivity in railway
environments where trains operate at speeds exceeding 500 km/h across heterogeneous
geographical conditions.

RLW-UCO01: Hybrid Bearer Integration for Continuous Train Connectivity

RLW-UCO01 examines the dynamic coordination of terrestrial bearers with satellite NTN

pathways to maintain uninterrupted service availability. Railway operations frequently

encounter unavoidable coverage gaps when terrestrial base station visibility is interrupted.

Rather than accept service loss during these intervals, NTN bearers provide a complementary

transmission path that maintains core network connectivity even when terrestrial access is
NEXASPHERE | D4.1 JUNE-26
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temporarily degraded. When both terrestrial and NTN resources are available concurrently,
multi-connectivity mechanisms activate to exploit both pathways simultaneously, yielding
increased spectral efficiency, enhanced fault tolerance, and optimized link utilisation. This use
case is critical for maintaining mission-critical train control communications with high reliability
and low latency across the entire rail network.

European
Commission

Multi-connectivity mechanisms employed in RLW-UCO01 include link-layer steering for rapid
bearer switching and higher-layer aggregation for simultaneous multi-path utilisation. The
architecture supports dual connectivity for terrestrial bearers while integrating satellite NTN
links through standardized interface protocols, ensuring seamless transitions between network
types.

RLW-UCO02: Predictive Network Resource Allocation for High-Speed Mobile Operations

RLW-UCO02 concentrates on deploying machine-learning-driven resource anticipation to
proactively manage network allocations across heterogeneous bearer domains. Rather than
reactively responding to coverage changes as the train moves, this use case implements TN-
NTN intelligence to forecast coverage transitions and pre-stage network resources ahead of
imminent handover events. The prediction engine assimilates real-time train kinematics
(velocity, acceleration, trajectory), track infrastructure data, and historical connectivity profiles
to construct probabilistic coverage forecasts.

When bearers must transition, whether shifting from terrestrial to NTN links, or redistributing
traffic across multi-orbit satellite constellations, the system pre-establishes secondary
transmission pathways via multi-path protocols, permitting traffic handoff without session
disruption or user-perceptible QoE degradation. This proactive approach ensures that both
performance traffic and critical control data experience seamless transitions, avoiding the
service interruptions typical of reactive handover mechanisms in high-speed environments.

RLW-UCO04: On-Board Entertainment with Multi-Link Aggregation

RLW-UCO04 addresses passenger connectivity and on-board entertainment services, where
multi-connectivity enhances the user experience through aggregated bandwidth and seamless
link diversity. Within the train cabin, passenger devices connect to on-board wireless networks
(including WiFi and optical wireless communication), which are bridged to the cellular
connectivity (TN or NTN) via the on-board edge gateway.

Multi-connectivity aggregation enables the simultaneous utilization of multiple access
technologies. The framework supports seamless transitions between available links to prevent
service interruption, utilizing multi-link aggregation to maximize aggregated throughput. This
ensures consistent streaming quality and passenger satisfaction despite link diversity and
geographical coverage variation, while logically isolating passenger traffic from mission-critical
operations.
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33 Performance criteria: QoS, QoE, energy efficiency

The integration of terrestrial TN and NTN within a unified 6G framework sets stringent
performance expectations for mobility applications in aviation, automotive and railway sectors,
such as those envisioned in NexaSphere. These environments demand always-on connectivity
across heterogeneous coverage conditions, multi-orbit satellite constellations, multi-RAT
environments, and highly dynamic mobility profiles. In this context:

European
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¢ Quality of Service (QoS) ensures predictable network behavior through measurable
parameters (such as latency, throughput, availability and handover performance) and
normalized KPlIs.

¢ Quality of Experience (QoE) reflects the user/application-level perception driven by
QoS (e.g., smooth streaming, responsiveness, continuity for operational systems),

¢ Energy Efficiency is critical for cost control and sustainability, particularly for power-
constrained on-board systems and energy-intensive NTN components.

This section consolidates performance criteria and KPIs/targets for QoS, QoE and energy
efficiency, forming the basis for NexaSphere’s unified TN-NTN architecture. Derived from D2.1
[1] use cases and KPIs, these criteria provide a traceable basis for system design (WP2),
validation (WP3-WP5) and proof-of-concept demonstrations (WP6) across the heterogeneous
mobility environments to be supported by the NexaSphere’s TN-NTN architecture.

3.3.1 QoS Framework for TN-NTN Integrated Services

QoS parameters define the measurable behavior required to support the diverse and stringent
requirements of the NexaSphere use cases (AVT-UC01-04, ATM-UCO01-06, RLW-UC01-05).
Across all verticals, QoS must enable seamless TN-NTN integration, stable multi-connectivity,
high-speed mobility support and predictable performance under variable link and load
conditions.

3.3.1.1 Key QoS Metrics and Definitions for TN-NTN Integration

o Latency: End-to-end application-perceived and radio access latency. Targets range
from <10-20 ms for direct V2V safety to <100 ms for control and general data.

e Throughput (DL/UL): Sustained and peak data rates per UE or platform (vehicle, train
or aircraft); evaluated at MAC/RLC and application layers.

¢ Reliability and Availability: Probability of successful delivery and service uptime; targets
from >99% (business traffic) to >99.999% for railway safety-critical services.

e Mobility & Handover Continuity: Seamless service across TN-NTN, multi-orbit and
multi-RAT transitions. Targets <1-1.5 s intersystem handover without session drop

e Packet Loss, Jitter: Low jitter and minimal loss for real time/high burst stable
applications (e.g., see through video: 15 Mbps, <50 ms latency).

Considering that the NexaSphere architecture exploits multi-orbit NTN, multi-RAT TN and
multi-link aggregation (e.g., LiFi/WiFi/5G) to achieve highly resilient connectivity, QoS depends
on advanced orchestration mechanisms capable of:

e selecting optimal links in real time
e aggregating TN and NTN capacity
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o adapting to dynamic channel conditions, Doppler effects and fast-changing coverage
footprints
e ensuring mobility continuity across hybrid vertical applications.

uropean
Commission

3.3.1.2 QoS across the NexaSphere verticals

Each vertical (aviation, automotive, railway) introduces its own constraints related to mobility
patterns, operational environments, coverage expectations, service types and safety
requirements. Therefore, QoS performance targets vary significantly across use cases, but at
the same time, they must coexist over the same integrated TN-NTN Nexasphere fabric.

Aviation represents the most demanding combination of high-throughput, global coverage
and seamless multi-link orchestration, due to large passenger populations (up to 450 users),
simultaneous access to Inflight Entertainment (IFE) platforms, multi-stream content delivery,
gate data transfers and SW updates. The QoS profile must support passenger-facing services,
operational data transfers and multi-link cabin network management, while ensuring continuity
through all phases of flight (gate, taxi, take-off, cruise, approach and landing), despite aircraft
mobility, Doppler effects, highly variable link geometry and multi-orbit transitions.

The automotive domain features the broadest diversity of QoS requirements, ranging from
ultra-reliable low-latency communication (URLLC) for safety-critical actions to high-bandwidth
infotainment in passenger vehicles. Unlike aviation, automotive applications occur in highly
populated, rapidly changing environments (fringe coverage, rural road operations, tunnel
entries, satellite-assisted fallback, high-speed movement) with high node densities and strong
interference dynamics.

Railway communication presents its own QoS profile, shaped by FRMCS constraints, the need
for safety-critical train control and the challenge of maintaining connectivity along remote or
tunnel-heavy routes. Compared to aviation or automotive, the railway vertical focuses strongly
on determinism, predictability and robustness under high-speed mobility.

Despite the diversity in service types, several common QoS requirements can be identified
across verticals, rendering QoS a central integrating mechanism across all system
components defined in WP2 by driving:

e High availability and reliability: Continuity of service across aviation, automotive safety
V2X and railway control services.

e Seamless TN-NTN handovers: All domains rely on multi-link and multi-orbit transitions
without service interruption.

¢ Mobility robustness: Each vertical imposes unique but significant mobility constraints,
including aircraft (900 km/h cruise), trains (up to 500 km/h), vehicles (variable with
dense stop-and-go scenarios).

e Support for both low-latency and high-throughput services (concurrently): safety-
critical low latency and massive data transfers (IFE/IVE, gate uploads, HD perception
sharing).

e Consistency and predictability: Sudden performance fluctuations degrade QoS more
than high steady delay or reduced throughput.

e Multi-layer TN-NTN orchestration.
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All the KPlIs/targets for each NexaSphere vertical are consolidated below (Table 5: QoS metrics

per NexaSphere vertical):

BG6SNS

Table 5: QoS metrics per NexaSphere vertical

o Energy efficiency that scales with mobility and multi-orbit networks (as elaborated in
3.3.2).

QoS Metric Aviation Automotive Railway
10-20 ms (V2V safety); Deterministic low latency
<1 s interruption during TN- <50 ms (see-through e2e): and & bounded jitter for
Latency NTN handovers; = 9 ’ Train Control systems
<100 ms (general data) <100 ms (hazard (ETCS, ATO) & FRMCS
notifications) guidelines
16-80 Mbps DL/UL per
>850 Mbps DL / >85 Mbps vehicle '(coo.peratlve
UL per aircraft; perception); Moderate, service-class
Throughput >2 8 Gbos aqareqated DL for 15 Mbps per see-through dependent (critical/
(DL/UL) IFE’ via LFi)Fi /V?lﬁ:l /59G' stream; performance/ business per
210 Gbos DL/UL at date HD/8K/VR =100 Mbps to FRMCS URS)
P 9 >1 Gbps for multi-stream
IVE
>98-99% service availability | >95% (dense urban >99.999% for
(cabin connectivity); perception); safety-critical services;
Reliability uninterrupted multi-link/orbit | >99% (hazard warnings); High determinism and
(TN-NTN, GEO-MEO-LEO, >99.9% (cooperative continuity (control
3GPP-non-3GPP) maneuvers) messages and telemetry)
Fast TN-NTN switching at
250-500 km/h;
Seamless multi-link/orbit HO Stable beam tracking
(TN-NTN, GEO-MEO-LEO, Seamless multi-RAT and TN- | under rapid Doppler;
’ ransitions Uninterrupted connectivity
<1 s target including across rural
areas, cuttings and tunnels,
low-SNR segments
; ; Rural/tunnel segments;
High altitude & Doppler Fast link scheduling; 9
. variation . . Long routes;
Mobility . Dynamic resource allocation; .
Large passenger populations inter iati High speed <500 km/h;
. nterference mitigation
(=450 UEs); g FRMCS service tiering
Multi-Tier FRMCS services:
1. Critical: emergency
voice, ETCS, ATO.
. Orchestration mechanisms . 2. Performance: TCMS,
Other (vertical | (o "\\ i ik /TN-NTN Hybrid | | o-siness to congestion predictive maintenance,
specific) Operation strategies (12,000 vehicles/km?) infrastructure monitoring.
3. Business Services:
passenger WiFi/
entertainment (high
throughput, best-effort)
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3.3.2 Energy Efficiency for TN/NTN Integrated Systems

Energy efficiency becomes a critical constraint when multiple links (TN, NTN, non-3GPP,
optical, RF) are active simultaneously and given that mobility platforms (aircraft cabins,
vehicles, train onboard systems) operate under strict power budgets, and NTN components
are energy-intensive, particularly satellite payloads and gateways. In this context, energy
efficiency is defined as the ratio of successfully delivered data (data volume) to the total
communication energy consumed and is typically measured in bit/Joule. This applies at
subsystem and end-to-end levels:

o Network level: RAN, satellite payloads, gateways, routing, resource management.
e End-to-end service level: combined TN-NTN data delivery.

In the context of NexaSphere, energy efficiency includes the minimisation of unnecessary link
activation, optimal use of multi-orbit satellite constellations and avoidance of redundant
interface use during high-mobility conditions.

Energy-efficient operation contributes directly to sustainability and improves service continuity
by reducing power-driven throttling, preventing degraded performance, and ensuring stable
QoS/QoE over long operational periods.

The above approaches align with ongoing 3GPP energy-efficiency work [49] [50] [51], [52]:
Release-18 introduced Network Energy Saving (NES) and broader Energy Efficiency (EE)
topics (e.g., BS power models and sleep states), while Release-19 continues NES
enhancements and deepens NTN integration. For NTNs, Rel-19 advances regenerative
payloads (gNB on the satellite), enabling in-orbit coordination of functions, including
energy-saving tools, alongside terrestrial controls.

3.3.3 QoE Framework for TN-NTN Integrated Services

While QoS parameters define technical performance thresholds, QoE metrics (Table 6) reflect
how these parameters translate into actual service perception by the end users. The end users
may be humans (e.g. passengers, drivers) or machines (e.g. a vehicle/aircraft system, a train
subsystem, a mission-critical automation function). The human end users perceive QoE as
smoothness, responsiveness, content quality, session stability/continuity, etc., while the
machines experience QoE through accuracy, timeliness and uninterrupted data flows.

QoE is affected by multiple factors. QoE must remain consistent across all mobility conditions,
without noticeable service drops under unfavorable conditions (e.g., when crossing rural or
mountainous regions, or entering tunnels or fringe coverage areas, or transitioning between
macro and satellite networks). Users and machines should perceive transitions as seamless,
without noticing changes, such as: RAT shifts (e.g., LiFi - WiFi - 5G), orbit transitions (LEO -
MEO - GEO), access changes (TN - NTN - non-3GPP satellite). Even brief interruptions can
disrupt video streaming or degrade real-time services like gaming or mission-critical
operations. In highly dynamic mobility scenarios, such as those investigated in NexaSphere,
QOE is critical to ensure seamless and reliable connectivity perception, despite the complexity
of multi-technology and multi-access orchestration. Maintaining QoE under challenging
conditions requires intelligent orchestration and adaptive strategies to mitigate factors such
as, passenger movement in aircraft cabins affecting LiFi line-of-sight, or high-speed automotive
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or railway travel changing TN-NTN link geometry, or Doppler effects in satellite beams
impacting link stability.

QoE is determined not only by peak capacity but also by how reliably multi-link aggregation
delivers superior performance compared to single-link fallback. For example, in aviation (AVT-
UCO03), QoE improves significantly when LiFi is available as a high-speed channel, (enabling
>2.8 Gbps aggregated DL), compared to fallback on WiFi alone. This consistency ensures
uninterrupted high-quality streaming and rapid content delivery.

QoE is impacted by the energy efficiency which emerges as a combination of service
performance and system sustainability. In mobility scenarios with multi-orbit networks, energy-
aware design is essential to maintain QoE without compromising operational longevity. Key
aspects of energy-related QoE include sustained performance over long periods without
degradation, no power-driven throttling that could impair connectivity or media quality, as well
as efficient transceiver operations to enable continuous service under dynamic conditions. By
integrating energy-aware orchestration with multi-link strategies, QoE can scale effectively with
mobility and multi-orbit complexity.

The QoE landscape in NexaSphere spans passenger-centric services, operational
connectivity, safety-critical vehicular interactions and large-scale mobility environments across
the three verticals (aviation, automotive, railway). The QoE indicators emerge directly from QoS
guarantees; indicatively:

Table 6: Mapping QoE with QoS metrics

QoS guarantees QoE indicators
High throughput Smooth multimedia experience, reduced buffering, fast SW update times
Low latency Reliable cooperative driving/operations; responsive interactive services

Uninterrupted passenger connectivity; continuous operational

High availability functionality

Seamless handover Imperceptible TN-NTN and multi-RAT switching
Stable jitter/low loss Consistent video/real-time feeds; no safety-critical perception drops
3.3.3.1 QoOE Metrics for Passenger Connectivity (Aviation, Automotive, Railway)

The Table 7 below consolidates the main passenger-centric QoE metrics per vertical,
considering also the vertical specific requirements.

Table 7: Passenger-centric QOE metrics per vertical

QoE Metric Aviation Automotive Railway
Uc':;:::::::s:ted <1 s interruption during TN- Seamless transitions across z(:]r:]irll:ortfa\ll\h? Sd:iz'te
CUVILY | NTN or orbit handovers TN-NTN and RATs INNe's, rural gaps
(Stability) high-speed transitions

“Always-connected”
experience across
urban/rural and TN-NTN

No noticeable service
drops in tunnels or rural

Uninterrupted | >99% (IFE) and >98%
connectivity (connectivity) throughout all

(Coverage) flight phases transitions segments
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Eur
Cor

Media =3 Mbps DL /0.3 Mbps UL | >100 Mbps (IVE); Moderate for passenger
streaming per UE; >1 Gbps (multiple 8K or VR C P 9
- . Wi-Fi; Best-effort for
quality >30 Mbps per UE (via streams) with ~40 Mbps UL ,
A, i . L entertainment
(Throughput) | LiFi/WiFi/5G aggregation) for interactivity
Low latency for IFE content
Perceived : .y s <20-150 ms depending on Stable latency fpr
! sourcing via multi-link ) L ) passenger services
responsiveness | I interactivity (VR/gaming vs. .
ggregation; during route topology
(Latency) . . VoD)
low jitter during playback changes
Perceived s th st .
responsiveness | . Low buffering for HD/VR O™ streaming
. Minimal buffering streams under mobilit without noticeable
(Jitter & y service drops
Buffering)
Maintain continuity/ Maintain continuity/ Maintain continuity/
Mobility Robustness during Doppler Robustness in tunnels, rural Robustness in tunnels,
Resilience shifts, altitude changes and areas and TN-NTN fallback rural segments and TN-
TN-NTN fallback scenarios scenarios NTN fallback scenarios
3.3.3.2 QoOE Metrics for Operational and Mission-Critical Vertical Systems

The Table 8 consolidates the main system-centric QoE metrics (including energy-related QoE)

per vertical, considering also the vertical specific requirements.

Table 8: System-centric QoE metrics per vertical

Responsiveness

operational data transfers
during gate turnaround

Mbps, <50 ms latency;

cooperative maneuvers
>99.9% reliability

QoE Metric Aviation Automotive Railway
Hazard alerts <100 ms;
Real-Time Fast SW updates and see-through video at 15 ETCS/ATO control

messaging with strict
latency and jitter
bounds

Data Integrity &
Completeness

Error-free SW
updates/content transfers;

Timely cockpit data loads

for digital twin

Complete HD map updates;
Timely object/trajectory data

Continuous ETCS/ATO
data delivery;

No jitter-induced
control fluctuations;
Stable link selection in
challenging
environments

Service Stability

Consistent performance
during TN-NTN transitions
and multi-orbit handovers

Consistent performance in
urban congestion (12,000
vehicles/km?)

Consistent
performance for
safety-critical services,
in tunnels and rural
segments

Mobility
Resilience

Session continuity/

shifts and altitude changes
and TN-NTN fallback
scenarios

Robustness during Doppler

Session continuity/

areas and TN-NTN fallback
scenarios

Robustness in tunnels, rural

Session continuity/
Robustness in high
mobility (250-500
km/h) in tunnels, rural
segments and TN-
NTN fallback
scenarios
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QoE Metric

Aviation

Automotive

Railway

Energy-Related
QoE

Stable performance of in

cabin systems throughout

long-haul flights without
throttling or overheating

Energy-efficient V2X
modules avoiding radio
shutdowns or degraded
sensing due to power
limitations

Energy-efficient
communications
reducing the likelihood
of downgrades during
long rural routs or
harsh environmental
conditions

To conclude, Subsection 3.3 has outlined QoS, QoE and energy efficiency as the key
performance criteria for NexaSphere’s integrated TN-NTN architecture. By aligning technical
targets with user- and system-centric experience metrics, a set of guidelines has been derived,
focused on high availability, low latency, multi-link orchestration and energy-aware design.
These principles ensure that connectivity remains predictable, seamless and sustainable
across aviation, automotive and railway domains, even within a dynamic, multi-technology
environment characterized by stringent mobility requirements. At the same time, this
framework enables the delivery of superior service quality under diverse and challenging
operational conditions.
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Section 4: Multi-Connectivity Strategies

This section presents the multi-connectivity strategies investigated within T4.1 for the
NexaSphere TN-NTN 3D network architecture, combining 3GPP and non-3GPP technologies.
Specifically, main architectural and protocol-level mechanisms enabling resilient, scalable, and
efficient communication across heterogeneous terrestrial and non-terrestrial links are
evaluated. Accordingly, the possible ATSSS-compliant approaches, transport-layer multipath
solutions, and mobility-related mechanisms, are presented with the objective of supporting
seamless service continuity under dynamic network and mobility conditions. The following
analysis incluses also the trade-offs and design choices relevant to the placement of RAN
functional entities, handover management, and traffic adaptation across multiple access paths.

The most suitable multi-connectivity strategy depends on several factors. The taxonomy
shown in Figure 12 allows us to consider the possible multipath technologies applicable to a
real use case. Starting from the root node and moving downwards, choosing a possible
configuration for each level, this diagram leads to a possible practical application in line with
the design requirements (UCs):

e Multi-path Stategy Level. 3GPP Specs compliance vs generic network/application
approach, i.e ATSSS for a 3GPP-compliant solution (access side) or Multi-path Proxies
(transport) for a custom solution outside the 3GPP domain and working at the network
or above level. In general, the discriminant relays the placement of the multi-
connectivity solution across the end-to-end network. In the MP-Proxy configuration, the
5G link can represent one of the available transport technologies used to connect an
access network to the central site (i.e. backhauling).

o Network Type Level. It establishes the types of links available or planned to use:
3GPP+non3GPP (the only supported configuration for ATSSS), two 3GPP (operated by
different mobile operators), two non-3GPP (i.e. a hybrid transport layer to connect 5G
RAN and CN)

o Configuration Level. This specifies the type of the combined network to implement
the multi-connectivity architecture: terrestrial (5G, LTE, WiFi, LiFi, etc.) and NTN (5G
NTN and legacy satellite).

o Technology Level. The last level indicates the specific network technology, according
to the previously defined requirements and giving

Based on the above factor, a possible taxonomy is presented in the Figure 12 below.
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Figure 12. Multi-path taxonomy for multi-connectivity strategies

Below, we provide a brief analysis of the possible multi-connectivity setups resulting from the
taxonomy. Referring to the left branch of the taxonomy, which considers ATSSS, the following
options can be identified:

e 5G+WiFi: This is the most mature and widely deployed ATSSS configuration. It
combines 3GPP 5G New Radio (NR) access with non-3GPP Wi-Fi (typically Wi-Fi
6/6E/7). ATSSS rules dynamically apply on traffic: i.e. latency-sensitive flows may
remain on 5G, while bandwidth-heavy traffic offloads to Wi-Fi. Alternatively, both links
can be aggregated using Multi-Path TCP (MPTCP) or, in newer releases, MPQUIC for
UDP-based applications.

e 5G + LiFi: A cutting-edge configuration endorsed in Nexasphere integrates 5G and
LiFi, a non-3GPP visible light communication technology. LiFi provides ultra-high-
speed, secure indoor connectivity using modulated light, immune to radio-frequency
interference. In this scenario, ATSSS may switch traffic based on context: while
available LiFi represents a high-bandwidth access, while 5G guarantees the
connectivity service. 5G Terrestrial Network (TN) + Non-Terrestrial Network (NTN)
non-3GPP: This configuration aims to complement the 5G terrestrial coverage
exploiting legacy satellite systems such as Digital Video Broadcasting (DVB-S2X),
which provide a global coverage and potential large capacity in downlink then, the
satellite link mainly can act as a backup access, managed via ATSSS rules in the 5G
Core. In alternative, when both links are available, a traffic steering policy can be
configured to prioritize terrestrial 5G for low-latency, high-capacity needs, while satellite
provides coverage extension, redundancy, or broadcast/multicast services. ATSSS can
split traffic so that critical control signals use 5G TN, while bulk data or content delivery
leverages satellite broadcast. This is valuable for rural connectivity, maritime, aviation,
and emergency services where terrestrial infrastructure is sparse.

o 5G Non-Terrestrial Network (NTN) + NTN non-3GPP: In this advanced scenario, both
accesses are based on NTN: one 3GPP-compliant (e.g., LEO satellite implementing
5G NR as per Release 17/18/19), and the other one leveraging a legacy non-3GPP
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interface (i.e. DVB). The 5G NTN provides native 5G signaling and user plane, while the
DVB link offers high-throughput broadcast downstream and an IP-based return link.
ATSSS is in charge to coordinate the traffic forwarding between the two satellite layers,
enabling resilient connectivity steering in an efficient way different flow types, such as
IoT, global asset tracking, or disaster recovery. A possible use case envisages
bidirectional low-latency traffic over 5G NTN, while unidirectional high-volume data
(e.g., software updates, media) flow over DVB. This dual-NTN approach maximizes
spectral efficiency and resilience, though it requires sophisticated UE capabilities and
UPF support for multi-satellite path management. It represents a forward-looking
architecture for truly global 5G coverage beyond terrestrial limits.

Commission

Switching to the right branch of the taxonomy diagram, the following multi-connectivity
configurations are supported:

5G Terrestrial Network (TN) + NTN (non-3GPP): This configuration integrates a 5G
terrestrial link with a non-3GPP satellite system, such as DVB-S2X or a proprietary
broadband constellation. Different from the similar configuration with ATSSS, this
configuration manages a hybrid transport between an access network (i.e. 5G RAN)
and the corresponding Core Network. The 5G TN provides low-latency, high-capacity
connectivity for interactive traffic, while the non-3GPP NTN serves as a capacity
bonding extension to trasnport delay tolerant traffic.

5G Non-Terrestrial Network (NTN) + NTN (non-3GPP): Here, a native 3GPP 5G
satellite link (e.g., LEO satellites running 5G NR) is combined with a legacy non-3GPP
satellite system. The 5G NTN handles bidirectional control signaling and latency-
sensitive uplink traffic, leveraging standard 5G QoS mechanisms. Simultaneously, the
non-3GPP NTN delivers massive downlink capacity for content distribution, software
updates, or multicast services. The multipath proxy orchestrates this asymmetry,
directing specific traffic flows to the optimal link without requiring a mapping with the
UE traffic flows. This hybrid model maximizes spectral efficiency and cost-effectiveness
for global IoT and remote connectivity, allowing operators to leverage existing satellite
infrastructure alongside emerging 5G NTN constellations.

NTN (non-3GPP) + NTN (non-3GPP): This purely non-3GPP configuration bonds two
independent satellite systems, such as a LEO broadband constellation paired with a
GEO broadcast satellite, or two diverse LEO networks. Without reliance on 3GPP
standards, the multipath proxy becomes the sole intelligence for session management,
traffic steering, and failover. This setup offers unparalleled resilience for mission-critical
applications (e.g., emergency response, offshore energy), as it mitigates risks
associated with single-orbit occlusion, rain fade, or operator-specific outages. This
configuration also uses a custom approach that consists of combining the available
links with a proxy applied upstream and one downstream of them.

5G Terrestrial Network (TN) + 5G Non-Terrestrial Network (NTN): This configuration
unites terrestrial 5G NR with spaceborne 5G NR (via satellite payloads). Both
connections comply with the 3GPP specifications, which is the reason why it is not
possible to use the ATSSS solution (which requires one 3GPP connection and one non-
3GPP connection). For this reason, it will be necessary to use an upstream proxy
(before access) and a downstream proxy (at the exit of the respective core networks)
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to combine the advantages of these links based on the same technology at the
core but with different access modes and coverage.

e 5G Non-Terrestrial Network (NTN) + 5G Non-Terrestrial Network (NTN): This
scenario, like the previous one, uses two 3GPP (5G) links, this time both with
satellite access (NTN). By connecting two independent 5G satellite paths, the
solution guarantees continuous connectivity even in the event of congestion,
orbital gaps, or technical anomalies in one of the two constellations. Multipath
proxies (applied before access and at the exit from the core network) manage
the complexity of aggregating flows with different latencies and propagation
characteristics. Again, it would not be possible to proceed with ATSSS by having
two 3GPP links.

For the sake of completeness, regarding the last two cases, it should be noted that
3GPP Release 19 has initiated a specific study item (TR 23.700-54) and defined
requirements (TS 22.261) to enable multi-connectivity across two 3GPP accesses
under the new 'DualSteer' framework. However, this capability is not yet part of the
deployed baseline, as it is not included in the current architecture specification (TS
23.501 v19.7.0).

Mapping of the multi-connectivity options in the NexaSphere use-cases

Whenever multi-connectivity is envisaged in the access domain leveraging a 5G RAN,
ATSSS configurations are applications. This is the case for the avionic use-cases,
summarized in Figure 12. In particular, AVT-UC2, a 5G CPE breaks out the traffic locally
generated in the cabin and forwards it via the 5G Non-Terrestrial Network (NTN) + NTN
non-3GPP configuration. In the cabin, a private 5G network or an alternative access network
is considered to provide connectivity to the passengers. On the other hand, the double satellite
link guarantees an extended capacity. The AVT-UC3 requires multi-connectivity in the cabin
for the passenger UEs, with the assumption that WiFi/LiFi interfaces are available, added to the
5G NR. Either 5G-WiFi or 5G-LiFi connectivity can be applied. Finally, AVT-UC4 leverages the
5G Terrestrial Network (TN) + Non-Terrestrial Network (NTN) non-3GPP to efficiently
transmit data during takeoff and landing phased via a CPE. From a functional point of view,
the above use-cases collapse in the generic architecture illustrated in the green box of Figure
13, where the default access is provided by a gNB (TN or NTN) and the N3IWF component
intermediate the non-3gpp connections reproducing N2/N3 interfaces towards the 5G CN.

In the railway scenario, the RLW-UCO04 envisages the combined use of WiFi and LiFi in the train
wagons. Being both non-3gpp accesses, A MP-Proxy transport is suitable for the
implementation of the multi-connectivity. In this case, two paired proxies distribute incoming
user traffic across the various available paths (retransforming the traffic from multi-path to
single path at the other proxy). This operation is transparent, and both UE and network
interface to the public networks leverage a single connection. Figure 14 shows the resulting
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archltecture introducing also an evolution of the previous case, which considers two NTN non-
3GPP links to connect trains to the remote networks.

o
% Aviation Use Cases " e
AVT-UC2 o
b nd

AVT-UC3

ATSSS
Module

Figure 13. Multi-connectivity towards 5GC via ATSSS
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Figure 14. Dual non-3GPP Multi-path architecture through Multi-Path Proxies

Another interesting use case, derived from the previous ones involves the use of two 5G links,
managed by different mobile network operators, as shown in Figure 15.
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Figure 15 Dual 3GPP multi-path architecture through Multi-Path Proxies

Finally, the automotive use-cases present severe service requirements that do not allow the
applicability of none of the presented multi-connectivity configurations. In general, only
multiple TN gNB can guarantee the target performance, and the only optimizations are related
to possible improvement in the 5G handover procedures. However, in case of enhancement of
the automotive service with additional delay-tolerant services, all the multi-connectivity
configuration can be applicable in principle.

4.1 Architectural Insights from NTN-dRAN Deployments

This section analyses architectural insights derived from non-terrestrial disaggregated RAN
(NTN-dRAN) deployments, focusing on how RAN functional splits, onboard processing
capabilities, and intra-RAN haul link capacities contribute to achievable flexibility and
performance. It emphasizes the architectural enablers that facilitate multi-connectivity,
interoperability, and seamless integration with terrestrial O-RAN systems within a unified 3D
network [53].

411 CU Placement

Beyond the typical 3GPP approach, the CU can be deployed on the ground or in space, but
the best placement of the CU depends on midhaul link reliability, availability, and latency.
Notably, multi-connectivity is a key factor when evaluating CU placement, as a single CU
managing both terrestrial and non-terrestrial DUs can significantly impact dRAN performance.
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RU and DU separation is considered to investigate future NTN-dRAN, despite current
deployments typically co-locating both functions on the satellite.
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Figure 16. Different CU placements in non-terrestrial dRAN networks [53]

Single CU on the ground: a CU can manage both terrestrial and non-terrestrial RUs from the
ground (Scenario A in Figure 16), using fiber for terrestrial fronthaul/midhaul and hybrid
RF/FSO links for DU-GS connections. The main challenge is ensuring reliable midhaul in the
non-terrestrial dRAN. Also, interactions between local users or servers require multiple space-
ground transmissions, increasing delay, bandwidth use, and energy consumption. Based on
the midhaul link's reliability and latency, an appropriate functional split between the DU and
CU can be selected.

Single CU on the ground + HAPs assisted: similar to the previous case, we add HAPs as
relay points for long user links and between the onboard DU and the GS (Scenario B in Figure
16). Hence, using HAPs and hybrid RF/FSO links maximizes link reliability and availability
under atmospheric turbulence.

Single CU in space + HAPs assisted: the single CU can be deployed in space to manage
both non-terrestrial and TNs, with the non-terrestrial connection serving as the primary
network (Scenario C in Figure 16). Both fronthaul and midhaul links can leverage high-capacity
FSO links in space, with minimal impact from atmospheric conditions. However, when
terrestrial DUs connect to the CU in space and then to the core network on the ground,
reliability may be compromised by the two ground-space links. In this scenario, HAPs can be
used to support ground-space links. Depending on the delay of ISLs between dRAN units in
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the NTN (which is constellation-based) and the ground-space link in terrestrial dRAN, the
appropriate functional split can be adjusted accordingly.

CUs on the ground and in space + HAPs assisted: different CUs independently manage the
DUs of the terrestrial and NTNs (Scenario D in Figure 16). The CU for the non-terrestrial dARAN
is placed in space to minimize the unreliability of X-haul links due to atmospheric turbulences.
Similarly, the CU for the terrestrial dRAN independently manages the RUs on the ground, but
both CUs are under the supervision of the 5G Core network. Consequently, the risk of
unreliability in the midhaul link between the ground DU and space CU, is managed. However,
the core network has in this case to handle traffic for the UE across both connections.

In this section, we provide lower and upper bounds for the CU placement scenarios presented
below. These estimates, based on realistic parameters from existing systems, aim to offer
insights into viable NTN-dRAN configurations. As dRAN is considered one of the key enablers
for 5G/6G, these results serve as a foundation for future experimental validation and system-
level investigations.

In all scenarios, the RU and DU are separate and placed on different satellites, with one DU
potentially managing several RUs. FSO links can be exploited between RU and DU units in
space, which avoids the need for RF backup links, as atmospheric turbulence does not pose a
significant barrier. This arrangement alleviates the computational load on the satellites. While
reliability between the RU and DU is generally maintained, the greater concern in this setup is
the increased latency caused by front-haul distance. In this configuration, RU satellites may
orbit at a lower altitude closer to the UE than DU satellites (e.g., Starlink, which reduces its
Direct-to-Cell satellites’ altitude to 340 km), thereby enhancing energy efficiency and user link
stability. However, the extended distance between the RU and DU could result in latency
issues, which are critical in lower-layer functional split options.

4.1.1.1 CU Placement and Multi-Connectivity Performance

Our evaluation is based on 3GPP specifications and the state of the art, with selected
parameters chosen to reflect realistic communication settings and to ensure alignment with
current standardization. We assume satellite altitudes between 300 and 1500 km, with
elevation angles from 10° to 90°. Inspired by the Starlink system, ISL distances range from 659
km to 5400 km, the latter representing intercontinental distances between US and Europe.
HAPs are set at 20 km altitude, and the distance between the GS and the 5G Core is assumed
to be under 200 km. For TNs, the RU-DU distance is less than 20 km, and the DU-CU distance
ranges from 20 to 40 km. The CU and GS are assumed to be colocated when the CU is ground-
based.

Table 9 shows the efficiency of X-haul links from the RU to the 5G Core concerning different
CU placement strategies. For latency and availability calculations, we consider a minimum of
one hop and a maximum of two hops over ISLs. The minimum number stems from the fact
that there is always an ISL between the RU and DU, with the length of this link set at 659 km.
In this scenario, the DU, in a bent-pipe configuration, connects to the GS via the space-ground
link. Alternatively, the DU can connect to another DU or CU in space and then reach the GS.
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Table 9. X-haul performance for CU placement scenarios

X-haul link X-haul link bit X-haul link latency (ms)
availability (%) rate (Gbps) y
Scenario
NTN | TN MC | NTN | TN | MC NTN TN MC
A: Single CU on 85- | 99.7- | 99.95- <
the ground 9916 | 99.97 | 99.999 | <200 | oo | <600 | 53-26.19 | 0.11-27 | 0.11-27
B: Single CU on 85 90.7. | 99.95 -
the groung + 9957 | 9997 | 99.999 | <290 | gop | <600 | 53-26.19 | 0.11-27 | 0.11-27
HAPs assisted
C: Single CU in
s aceg+ HAPs g5- | 7% | o6t <200 | = | <600 | 53-2619 | 2201 | 2-29.1
P _ 99.57 99.998 | = 600 | = : . : '
assisted 99.54
D: CUs on the 85 90.7 99.95 -
ground &in 9957 | 99.97 | 99.999 | =200 | gop | <600 | 53-26.19 | 0.11-27 | 0.11-27
space

In all scenarios, the link between the ground and space operates on hybrid FSO/RF links to
maximize availability. However, HAPs are also introduced in scenarios B, C, and D to further
improve link availability. It is worth mentioning that other techniques such as GS site diversity
and onboard store-and-forward are also used to improve availability and compensate the
single link unreliability. However, these techniques introduce higher deployment costs and
traffic delays, respectively.

Scenario A deploys a single CU on the ground managing both terrestrial and non-terrestrial
DUs. Scenario C represents the worst case in terms of link availability and latency, as the TN-
dRAN traffic must pass through the ground-based DU to reach the CU in space, and then be
transmitted to a GS using the same link type. Scenarios B and D are the most efficient,
exhibiting similar performance. However, in scenario D, we assign distinct CUs to the space
and ground dRAN networks, and consequently, multi-connectivity control and handover
management between RUs/DUs, or between TN-NTN, is delegated to the 5G Core network. In
Scenario D, where the non-terrestrial dRAN utilizes reliable and high-capacity FSO links for
the midhaul, lower-layer split options 3, 4, and 5 are implemented between the DU and CU,
with HARQ processing maintained within the DU. To shift more baseband processing load onto
the CU by 20%, split option 6 can also be employed, which positions HARQ at the CU, better
suiting non-ideal applications due to increased distance.

Finally, multi-connectivity improves X-haul link availability by using both TN and NTN. The
scheduler may route traffic based on link availability, send the same traffic over both to ensure
reliability, or split traffic to maximize data rate. In this analysis, we assume the first option, with
the bit rate limited to the upper bound of TN.
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4.1.2 PDCP-Layer Multi-Connectivity Architectures

In terrestrial O-RAN deployments, a single CU and DU typically manage multiple RUs within a
UE’s serving area [54], with additional DUs largely unexplored. In space—terrestrial MR-DC, the
CU forwards traffic to the available DUs, which handle transmission over their respective
segments. Considering CU/DU placement, two O-RAN NTN-TN topologies distinguished by
the number of PDCP in stances serving the UE have been proposed [20]: Single PDCP (S-
PDCP) and Multiple PDCP (M-PDCP). In S-PDCP, a single CU oversees multiple TN-NTN DUs;
in M-PDCP, the Master Node (MN) CU forwards part of the UE’s traffic to the Secondary Node
(SN) via the Xn interface, optimizing network resource usage. Both MN and SN can
independently adopt S-PDCP architectures while remaining transparent to each other.

4.1.2.1 Single PDCP architectures

In TR 38.821, 3GPP’s proposes "NTN-based NG-RAN (gNB-DU) and cellular NG-RAN”
architecture, in which the CU and a primary DU are on the ground, while a secondary DU is
deployed in space, as shown in Figure 17 In this architecture, the space segment supports the
TN, as all traffic undergoes a double ground-space transmission. This results in a significant
difference in propagation delay when compared to the TN, potentially causing retransmissions
when a splitting policy is applied, since the terrestrial segment is faster than the space one. In
scenarios where the TN becomes congested or unavailable, UEs can choose to switch to space
connectivity at the cost of increased latency or can exploit packet duplication in cases of
terrestrial link unreliability.

@
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Figure 17. S-PDCP architectural designs: S-PDCP Base
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An alternative approach relocates the CU in the space to reduce latency asymmetry between
the DUs. In this configuration, the terrestrial DU transmits midhaul traffic through the feeder
link, while the space-based DU manages the NR-Uu interface between the UE and the RU, as
illustrated in Figure 18.

NEXASPHERE | D4.1 JUNE-26

i NEXASPHERE

== This project has received funding from the Horizon Europe research and innovation program under grant
agreement No. 101192912

Page60



Q
K

e Ogo R Ogo ﬁ%
S T

Figure 18. S-PDCP architectural designs: S-PDCP alternative Base

Considering a deployment with both CU and DUs in the space, the FUs could be placed either
within the same orbital plane or across different planes (Figure 19). A typical configuration in
LEO satellite constellations is the +Grid topology, where each satellite connects to its four
nearest neighbors: two within the same orbital plane and two in adjacent planes [55]. By
leveraging orbital motion, the UE maintains continuous connectivity with two LEOs, as the
satellite currently passing over the UE sustains the connection until handover to the next
satellite occurs. Deploying the CU within the same orbital plane enhances mobility
management by enabling proactive orchestration based on fixed relative positions and
uninterrupted connectivity. The CU can decide to replace a DU link by another one in different
plane to extend coverage or modify the characteristics of the satellite serving the UE. This
approach, however, requires careful coordination, as this DU experiences relative motion with
respect to both the UE and the CU, and visibility between the CU and the inter-DU is limited.
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Figure 19. S-PDCP architectural designs: S-PDCP Full NTN

The main challenge in developing new infrastructure is the implementation of X-haul fiber links
[16], which are technically complex and costly to deploy. In this context, Figure 20 shows how
DUs can be deployed within the serving area, with fiber X-haul connections replaced by
satellite links and electrical power supplied by the area’s existing infrastructure. As traffic
demand in remote regions is typically low and the DUs remain stationary, the NTN CU can
effectively manage these nodes, while the terrestrial non-RT RIC can proactively coordinate
CU handovers.
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In contrast to the previous configuration, Figure 21 presents a scenario that involves deploying
two DUs in space while offloading the midhaul traffic toward a terrestrial CU. This approach
leverages the ubiquitous coverage of LEO satellites and enables dynamic selection of the
serving CU based on parameters such as available processing resources, proximity to the
dedicated edge server, or the UPF anchor.
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Figure 21. S-PDCP architectural designs: S-PDCP NTN DUs
4.1.2.2 Multi PDCP architectures

Considering a mobility scenario, where the UE is moving fast and frequently changing its
location, combining two separate networks, one terrestrial and one in the space, can manage
it. In the architecture presented in Figure 22 UE can be served through both TN and NTN, or
through one of them while using the other as a backup. To this end, the master node should
be selected based on the best QoS available at a given time for a specific UE.
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Figure 22. M-PDCP architectural designs: M-PDCP Base
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Aligned with 3GPP specifications of TR 38.821, Figure 23 presents Full NTN, in which each CU
fully exploits the +Grid topology by establishing inter-orbit connections with adjacent CUs. The
master node CU benefits from cooperation with its orbital DU, while enhancing throughput and
availability through coordination with neighboring satellites on different orbital planes. This
configuration is not limited to intra-constellation deployments but can be extended to multi-
constellation integration managed by the same satellite operator, enabling the joint use of
complementary constellation characteristics. In both implementations, additional latency
stems from the ISL between CUs, which, unlike intra-DU ISL, is time-varying due to differing
satellite trajectories. Moreover, the master node must manage connectivity both toward the UE
and across inter-CU links, increasing computational complexity and processing demand.
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Figure 23. M-PDCP architectural designs: M-PDCP Full NTN

To support the connectivity in remote areas, Figure 24 illustrates how two S-PDCP
architectures, with terrestrial and non-terrestrial DUs, are combined to enhance connectivity
in Remote Places. The NTN secondary node operates as an enhanced transparent satellite for
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the terrestrial master node, enabling access to the DUs without deploying X-haul fiber
connections and avoiding handling the connection at a satellite-based CU, as in the S-PDCP
configuration. To further extend connectivity options, the master node may directly manage
one or more space-deployed DUs.
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Figure 24. M-PDCP architectural designs: Remote Places

In terrestrial contexts where only monolithic gNBs are deployed, integrating them with NTN
poses significant challenges and high costs, as each gNB would require a dedicated satellite
gateway. Therefore, an alternative configuration for Urban Support is illustrated in Figure 25.
Leveraging an existing full-gNB as the master node, while deploying a regional CU that
functions as both the secondary node and the satellite gateway for all gNBs within its serving
region. In this configuration, the regional CU manages satellite connectivity, and local gNBs
can request NTN support by forwarding their traffic to the regional CU. This architecture
reduces deployment costs for network operators and facilitates NTN integration, introducing
only a marginal latency increase due to the fiber connection between the master node and the
secondary node. As its primary role is to support master nodes, the regional CU does not
directly serve any UE, but it can become the serving gNB in emergency situations or during
RAN disruptions.
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Figure 25. M-PDCP architectural designs: M-PDCP Urban Support
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In a scenario where two distinct RANs or network slices, are operating in the same
geographical area, illustrates how two independent S-PDCP can be combined to maximize the
network utilization, while enhancing the QoS offered to UE (Figure 26). Under high traffic
conditions, one network slice can temporarily access resources from a neighbor to satisfy
demand and improve overall utilization. This approach enables the network operator to lower
operational costs while enhancing UE experience. Traffic redirected to the secondary node
can be served with lower priority since its main task remains serving its own UEs.
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Figure 26. M-PDCP architectural designs: M-PDCP Double S-PDCP

4.1.2.3 S-PDCP and M-PDCP architectural latency results

In [20], the proposed S-PDCP and M-PDCP architectures were evaluated under theoretical
worst-case conditions to validate their performance for space—terrestrial multi-connectivity. In
their study, the latency disparity among different DUs, as experienced by the CU managing the
connection, reaches up to 20 ms for S-PDCP and 30 ms for M-PDCP architectures. These
support configurations account for propagation delays between the space DU and the ground
CU compared with a fully terrestrial deployment. The reported values comply with the default
PDCP timer parameters, meaning that operators only need to optimize strategies for managing
space-terrestrial interactions.

A crucial aspect in validating these architectures is the Packet Delay Budget (PDB), since each
5G QoS Identifier (5Ql) specifies flow requirements such as scheduling priority, packet error
rate, and PDB. As defined by 3GPP in TS 23.501 [5], the PDB represents the maximum time
for a packet to be transmitted from the UE to the UPF’s N6 termination. The 5Qls are classified
into GBR, non-GBR, and delay-critical GBR categories, corresponding to guaranteed-
throughput, best-effort with QoS constraints, and ultra-low-latency services. For GBR and non-
GBR traffic, the PDB ranges from 50 ms to 1 s, which is satisfied by all S-PDCP and M-PDCP
configurations. For delay-critical GBR flows 5Ql PDB ranges from 5 to 30ms, with 20-30 ms
PDBs are achievable on some deployment and scenario, resulting in NTN capable of
supporting some latency bounded applications. These results demonstrate that the PDCP can
integrate NTN into terrestrial networks while leveraging multi-connectivity strategies, without
requiring modifications to standard PDCP configurations.
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42 ATSSS-compliant mechanisms

The ATSSS functions in the UE are in charge to manage the uplink traffic (from UE to DN), while
the ATSSS functions in the UPF are in charge to manage the downlink traffic, enabling a
combination of either MPTCP or MPQUIC (Since Rel.19) and/or lower layer multi-link technology,
called in general ATSSS-LL (Link Layer). The rules for ATSSS are:

o Selection of the multi-link technology (MPTCP, MPQUIC, ATSSS-LL) for each matching
Service Data Flow (SDF);
e The indication of a multi-link strategy, selected from:
o Access Splitting: possibility to use multiple paths (e.g., 3GPP and Non-3GPP
Untrusted/Trusted Accesses) at the same time for transmissions;

» Load balancing: X% of traffic is sent on 3GPP access, the remaining (100-X)%
on Non-3GPP;

= Redundant: each packet is duplicated and sent on both accesses;

o Access Steering: possibility to select the best available path to use for transmissions
on the basis of a policy (e.g., based on RTT, Packet Loss, etc.);

»  Priority-based: traffic is sent of the high priority link (e.g. 3GPP) until it is
detected to be congested, then traffic is sent on the low priority link (e.g. Non-
3GPP);

= Active/Backup: traffic is sent on the active link when it is available, and on the
backup link when the active is unavailable;

= Smallest Delay: traffic is sent on the link with the lowest RTT;

o Access Switching: possibility to change link seamlessly when a specific event occurs
(e.g., handover, failover)

While MPTCP implementation is well known and available and 3GPP specification is referring to
the MPTCP proxy implementation which must be based on TCP-Convert RFCs, the ATSSS-LL
implementation is left open to the implementer. As far as MP-QUIC is concerned, the following
draft-ietf-quic-multipath-17 (Managing multiple paths for a QUIC connection) can be used as main
reference.

4.3 Transport-level multipath protocols

This section provides details on MP-TCP and MP-QUIC, their configuration in the ATSSS
service.

The section "5.32.6 Support of Steering Functionalities" of 3GPP TS 23.501 [5] defines how an
ATSSS-capable User Equipment can steer, switch, and split MA PDU Session traffic across
both 3GPP access and non-3GPP access ("steering functionality").

An ATSSS-capable UE may support several different types of steering functionalities. These
are classified into two main categories: high-layer and low-layer mechanisms.

The High-Layer Steering Functionalities operate above the IP layer (Figure 27). Two specific
types are defined in this release of the specification. The first is the MPTCP Functionality, which
applies specifically to TCP traffic. When MPTCP is used, the User Plane Function (UPF) may
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incorporate an MPTCP Proxy functionality to communicate with the MPTCP functionality within
the UE utilizing the MPTCP protocol (IETF RFC 8684). The second mechanism is the MPQUIC
Functionality, intended for UDP traffic. If MPQUIC is employed as the steering functionality, the
associated Transport Mode information must also be provided. Also in this case, the MPQUIC
functionality in the UE may communicate with an MPQUIC Proxy functionality in the UPF, by
using the QUIC protocol (and its multipath extensions) over the 3GPP and/or the non-3GPP
user plane.

Commission

The Low-Layer Steering Functionality operates below the IP layer, embodied primarily by the
ATSSS-LL Functionality. The ATSSS-LL mechanism in the UE functions strictly as a data
switching element and does not rely on a specific application protocol. This function
autonomously decides how to steer, switch, and split uplink traffic between the available 3GPP
and non-3GPP accesses, making these decisions based on network-provided ATSSS rules
and prevailing local network conditions, such as signal loss. The ATSSS-LL capability is
versatile and is applicable to all traffic types, including TCP, UDP, and Ethernet traffic. Notably,
supporting the ATSSS-LL functionality is mandatory for MA PDU Sessions configured as type
Ethernet. A key restriction is that the ATSSS-LL functionality cannot be combined with the
Redundant steering mode.

The UE signals its capabilities for ATSSS and associated steering modes to the network
through the UE ATSSS Capability. The options are:

1. ATSSS Low-Layer (ATSSS-LL) with any compatible steering mode: UE controls all MA
PDU Session traffic using ATSSS-LL, permitting any steering mode allowed by ATSSS-
LL (see clause 5.32.8).

2. MPTCP with any steering mode plus ATSSS-LL limited to Active-Standby: UE supports
full steering for MPTCP traffic, while all other traffic (hon-MPTCP) uses ATSSS-LL
restricted to Active-Standby.

3. MPTCP with any steering mode plus ATSSS-LL with any mode: UE supports full
steering for MPTCP traffic and any steering mode for other traffic via ATSSS-LL.

4. MPQUIC with any steering mode plus ATSSS-LL limited to Active-Standby: UE
supports full steering of MPQUIC traffic and restricts other traffic handling via ATSSS-
LL Active-Standby mode.

5. MPQUIC with any steering mode plus ATSSS-LL with any mode: UE fully supports both
MPQUIC traffic and other traffic with any steering mode.

6. MPTCP and MPQUIC, both with any mode, plus ATSSS-LL limited to Active-Standby:
UE supports high-layer control for MPTCP and MPQUIC with any mode, and ATSSS-
LL Active-Standby for remaining traffic.

7. MPTCP and MPQUIC with any mode plus ATSSS-LL with any mode: UE fully supports
all traffic types with their respective functionalities using any steering mode.

When multiple steering functionalities are supported, the UE follows ATSSS rules from the
network to apply the appropriate functionality per packet flow. ATSSS-LL is mandatory for MA
PDU Sessions configured as Ethernet.
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Figure 27. Steering functionalities in an example UE model — source figure Figure 5.32.6.1-1 of 3GPP TS 23.501
V18.7.0 [5]

The UE can indicate support for various combinations of these functions. For instance, a UE
might support the high-layer MPTCP or MPQUIC capabilities for their respective traffic types,
while simultaneously leveraging the ATSSS-LL functionality in Active-Standby mode to
manage all remaining non-MPTCP or non-MPQUIC traffic. Conversely, an UE might rely solely
on the ATSSS-LL functionality, supporting any compatible steering mode defined in the ATSSS
rules, if mode is not redundant.

The User Plane Function in the network is also responsible for supporting the ATSSS Steering
functionality for directing downlink MA PDU Session traffic. The MA PDU Session types
supported for steering include IPv4, IPv6, IPv4v6, and Ethernet, while the Unstructured type is
currently not supported. The UE communicates its capabilities regarding supported steering
functionalities and their corresponding steering modes to the network via the UE ATSSS
Capability.
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Figure 28. Non-roaming and Roaming with Local Breakout architecture for ATSSS support of 3GPP TS 23.501
V18.7.0 [5]

Multipath TCP (MPTCP), defined in IETF RFC 8684, extends traditional TCP by enabling a
single transport connection to use multiple network paths simultaneously. Each path is
represented as a “subflow,” allowing MPTCP to aggregate bandwidth, improve resilience, and
seamlessly handle path failures without disrupting the application session. In 3GPP ATSSS
deployments, MPTCP enables the UE to transmit and receive TCP traffic concurrently over
3GPP and non-3GPP accesses (e.g., 5G NR and Wi-Fi), with end-to-end reliability preserved
by TCP semantics across all subflows. When the network deploys an MPTCP Proxy in the UPF,
the proxy terminates the multipath connection on the network side and communicates with the
UE’s MPTCP stack, ensuring compatibility even with remote servers that do not support
MPTCP natively (Figure 28). MPTCP supports different path management and scheduler
strategies (such as lowest-RTT, redundancy, or aggregation) that allow 3GPP ATSSS rules to
dynamically steer traffic according to operator policies and real-time path conditions. This
high-layer steering mechanism is particularly effective for throughput-sensitive or reliability-
critical applications that benefit from seamless path switching or multi-access bonding.

The MPQUIC (Multipath QUIC) protocol and its deployment in 3GPP environments define the
following primary transmission modes:

Stream Mode (Reliable Transmission). Stream mode is the primary transmission mode in QUIC
(RFC 9000) where data is transmitted with guaranteed in-order delivery and reliability. In
MPQUIC contexts, streams maintain these reliability semantics across multiple paths. This
mode is used when guaranteed delivery is required and application-level data integrity is
critical. The multipath extension allows these reliable streams to be distributed across multiple
network paths (e.g., 5G NR and Wi-Fi simultaneously in ATSSS deployments).

Datagram Mode (Unreliable Transmission). Datagram mode is defined by RFC 9221, "An
Unreliable Datagram Extension to QUIC" (March 2022), which enables sending and receiving
unreliable datagrams over a QUIC connection. This mode provides congestion control and
other QUIC benefits but without retransmission semantics or in-order delivery guarantees. In
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MPQUIC contexts for 3GPP ATSSS, datagram mode enables low-latency applications by
avoiding head-of-line blocking and retransmission overhead. Applications prioritizing
immediate delivery over guaranteed receipt (e.g., live streaming, real-time media, gaming)
benefit significantly from this mode.

4.4 Mobility Management, Scheduling, and Resource Allocation

Integrated TN and NTN architecture requires a smooth handover mechanism and adaptive
traffic scheduling for diverse and highly mobile satellite communications. In this subsection,
we present the handover mechanism for TN and NTN networks, specifically for 3GPP-based
multi-connectivity. Following this, traffic scheduling and resource allocation are detailed for
3GPP and non-3GPP multi-connectivity under mobility conditions.

441 Handover mechanism

In traditional mobile networks, handovers are managed through a series of signaling message
exchanges. The process is typically initiated by the UE via measurement reports, followed by
handover decisions made by the RAN and the core network. Mobility management was
originally designed as a fundamental mechanism to ensure service continuity in cellular
networks, rather than to support the dynamic exploitation of multiple simultaneous connectivity
opportunities offered by emerging multi-connectivity architectures.

In an integrated TN and NTN architecture, three types of handovers may occur: between two
TN base stations, between two NTN satellites, and between a TN base station and an NTN
satellite. The first type, TN-TN handover, is the most established and well-supported by current
mobility management protocols. The second, NTN-NTN handover, has gained attention due to
the emergence of LEO satellite constellations. Since satellite ephemeris data and movement
patterns are predictable, this type of handover can be scheduled with relatively high accuracy.
The third, TN-NTN handover, is the most recent and the most challenging due to the lack of
robust mechanisms ensuring seamless service continuity across heterogeneous domains.

We adopt the regenerative architecture as the reference model in this work, as it offers a more
promising and future-compliant solution aligned with the architectural evolution envisioned for
6G systems. However, even in regenerative TN-NTN systems, replicating standard handover
procedures remains highly challenging and cannot ensure reliable performance in all
scenarios due to three main issues.

Core-involved handover signaling in TN-NTN integration: In the envisioned regenerative
TN-NTN architecture, as the handover is perfomered between two gNBs, in one point (step 7),
the target gNB have to inform the core network that the handover is perfomed between RANs
and UPF should switch the downlink traffic to the target gNB.

Signaling overhead in TN-NTN mobility: In TN-NTN, mobility management introduces
significant signaling overhead due to frequent handovers, multi-connectivity coordination, and
the dynamic nature of non-terrestrial links. Unlike purely terrestrial networks, NTN platforms,
particularly LEO satellites, exhibit inherent mobility relative to ground users, causing periodic
changes in coverage footprints, serving nodes, and routing paths even for stationary users.
This results in increased control-plane signaling for tasks such as measurement reporting,
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handover preparation and execution, beam management, path updates, and context transfer
across terrestrial and non-terrestrial domains. When multi-connectivity is enabled, additional
signaling is required to maintain synchronization, traffic steering, and reliability across parallel
links. Excessive signaling overhead can consume scarce control-plane resources, increase
latency, and negatively impact scalability, making it a critical challenge in TN-NTN mobility.

European
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Stale measurement reports in TN-NTN handover: In TN-NTN mobility scenarios, the validity
of measurement reports at the time of handover is strongly affected by the long propagation
delays inherent to space links. Measurement reports generated by the UE must traverse the
satellite access link and, in many cases, additional inter-satellite and feeder links before
reaching the network control entities responsible for mobility decisions. These long round-trip
delays significantly increase the time gap between measurement acquisition and handover
execution. During this interval, the radio conditions may evolve rapidly due to satellite motion,
beam footprint shifts, and user mobility, causing the reported measurements to no longer
accurately reflect the instantaneous link state. Consequently, handover decisions based on
stale measurement information may select suboptimal or unavailable target cells or beams,
leading to increased handover failures and degraded mobility performance.

To achieve optimal handover performance for high-speed user equipments (UEs) in TN-NTN
environments, we propose shifting the handover decision authority from the network to the UE.
In an ideal condition, a UE experiencing rapid channel variations should be able to
autonomously decide whether to switch to a new link, maintain dual connectivity, or revert to
a previous connection, based on its instantaneous and predicted link quality. However, in
current architectures, handover decisions are centrally controlled by the gNB with full
observability of the system state and core network entities, which introduces additional latency
and limits responsiveness, particularly in scenarios involving long space links and fast-moving
satellites. Since the UE is the first entity to experience link degradation and service quality
fluctuations, enabling it to make handover decisions can significantly reduce decision latency
and improve responsiveness compared to network-driven procedures that rely on signaling
exchanges and centralized processing.

The proposed solution enables UE-driven handover by pre-configuring both terrestrial and
non-terrestrial gNBs in advance. This includes pre-established authentication contexts and
RRC configurations for a set of candidate target DUs, allowing the UE to rapidly activate a new
connection without initiating a full handover signaling procedure. By eliminating the need to
request handover approval from the centralized CU located on the ground, the UE can
immediately execute a handover whenever local conditions require it, significantly reducing
handover execution time and improving robustness in high-mobility scenarios.

This design introduces two key challenges that must be addressed. First, if conventional
handover signaling is removed or minimized, the CU must still be informed of the handover
timing in order to correctly perform the downlink path switch toward the newly selected DU.
Second, the network must determine how upcoming Dus, both in TN and NTN domains, can
be efficiently pre-configured for handover without incurring excessive signaling overhead or
resource waste. To resolve these issues, the proposed framework relies on mobility-aware DU
pre-configuration and lightweight UE-to-CU notification mechanisms, ensuring that the CU
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remains synchronized with UE mobility decisions while preserving the low-latency benefits of
UE-centric handover control.
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Joint Handover and Data Scheduling with Data-Driven Path Switch: The proposed
mechanism performs handover jointly with data scheduling, while executing the path switch in
a seamless and signaling-efficient manner. Instead of relying on explicit control-plane signaling
to notify the core network of a handover event, the path switch is implicitly inferred through
data-plane traffic behavior. This design is particularly well suited to TN-NTN environments,
where control-plane signaling suffers from long delays and may arrive too late to reflect the
actual mobility state of the UE.

The procedure begins with the UE initiating uplink traffic duplication over both the source and
target links. This uplink duplication serves two purposes: it preserves uplink reliability during
the transition phase and implicitly signals the CU that the UE is actively using multiple links.
Upon detecting duplicated uplink traffic, the CU responds by enabling downlink duplication
toward both DUs. At this stage, joint data scheduling is performed across the two links, allowing
the network to maintain uninterrupted downlink delivery while monitoring the quality evolution
of each path.

This dual uplink—downlink duplication phase continues as long as both links provide acceptable
channel quality. During this period, the UE continuously observes link performance, enabling
a smooth comparison between the candidate paths without triggering an explicit handover
command. Once one of the links degrades below a predefined quality threshold, the UE
autonomously performs the handover decision and switches to single uplink transmission on
the selected link. The cessation of uplink traffic on the former link implicitly informs the CU of
the handover completion, prompting the CU to finalize the downlink path switch and disable
duplication.

By embedding handover signaling into the data plane, this mechanism eliminates the need for
explicit handover control messages during execution, significantly reducing latency and
signaling overhead. At the same time, joint handover and data scheduling ensure service
continuity and reliability throughout the transition. This approach effectively aligns mobility
management with real-time traffic dynamics, making it robust against long space-link delays
and highly suitable for fast-moving TN-NTN scenarios.

Pre-Configuration of Upcoming DUs for Handover: Upcoming DUs can be pre-configured
by exploiting predictability in both NTN and TN domains. In the NTN case, satellite ephemeris
data provide deterministic knowledge of satellite positions and beam footprints, allowing the
network to accurately predict future serving gNBs and pre-configure the corresponding DUs
in advance. For the TN domain, upcoming gNBs can be identified using mobility prediction
techniques, such as machine-learning models that infer the UE’s planned route from GNSS
data, or through explicit route information provided by onboard gNBs or relays in controlled
mobility scenarios (e.g., trains). These mechanisms enable timely DU pre-configuration,
reducing handover latency and signaling overhead while supporting UE-centric mobility
decisions.
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4.4.2 Mobility-Based Scheduling and Resource Allocation
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In mobility context, the ATSSS mechanisms enable dynamic control over how user plane traffic
is distributed across multiple access networks, such as 5G NR, Wi-Fi, and others. The ATSSS
framework introduces three core functionalities: splitting, switching, and steering, each serving
distinct operational purposes depending on application requirements, network conditions, and
user mobility patterns.

Splitting is most effective when applications demand high throughput and resilience, such as
video conferencing, allowing simultaneous use of multiple interfaces to aggregate bandwidth
and mitigate packet loss. Switching becomes optimal in scenarios where one access network
experiences degradation or cost inefficiency, enabling seamless handover without service
interruption. Steering, on the other hand, is suited for policy-driven traffic routing, such as
prioritizing low-latency paths for real-time applications or directing traffic to cost-effective
networks during peak hours. The decision to activate any of these mechanisms must consider
real-time metrics including signal quality, latency, jitter, and user mobility velocity. Furthermore,
resource allocation must be tightly coupled with scheduling algorithms that respect QoS
constraints while minimizing energy consumption and operational overhead. In urban mobility
contexts, for instance, switching may dominate during vehicular transitions between terrestrial
and non-terrestrial gNB, while splitting may be preferred in stationary high-demand
environments.
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Section 5: Prediction-Based Models

In order to achieve seamless and sustainable connectivity in heterogeneous TN-NTN 3D
networks, WP4 leverages prediction-based approaches that allow multi-connectivity decisions
to be taken before service degradation, demand peaks, or to preserve energy requirements.
Seamless connectivity depends on predicting network evolution, including mobility patterns
and handover timing. Sustainable connectivity depends on predicting application resource
utilization, content needs and traffic load, so that multi-connectivity resources are activated
only when their expected QoS/QoE benefit justifies their communication, compute and energy
costs.

In this context, prediction models transform present observations into forecast signals that
support proactive multi-connectivity actions. These include actions such as, preparing
handovers, activating or deactivating links, steering or duplicating traffic, switching paths,
caching or preloading content, reserving capacity and deferring non-critical transfers. The
purpose of prediction is therefore to enable network to act selectively and efficiently under
uncertainty.

Because required predictions span different domains, no single monolithic model is sufficient
to capture the complexity of network decisions. NexaSphere requires specialized models for
network-level predictions, such as mobility and handover, and application-level predictions,
such as compute/storage resource utilization, content caching and traffic demand. Additionally,
prediction-based models can introduce resource and energy overhead that needs to be
managed and reduced in the 3D networks. To this end, we introduce the Compound Al
approach as the coordination architecture that combines these specialized models with
supporting software components and mechanisms into a system that solves complex
prediction tasks and controls the energy overhead NexaSphere system requires.

5.1 Prediction-driven multi-connectivity

Multi-connectivity decisions in TN-NTN 3D networks are most effective when they are future-
facing. When the system actives an NTN link, prepares a handover, reserves capacity or
preloads content, it is acting on an expectation about what will happen next. If the prediction
is correct, the action improves service continuity or energy efficiency. If the prediction is wrong
or unnecessary, the same action may waste communication resources, compute capacity or
energy. For this reason, prediction-based models are introduced as the bridge between
present network observations and near-future multi-connectivity decisions.

The role of prediction pipeline is to transform heterogeneous input data into forecast signals
that are directly useful for multi-connectivity control. Figure 29 illustrates the pipeline, showing
how present data sources feed specialized prediction models, how these models produce
connectivity and demands forecast signals, and how these signals support concrete multi-
connectivity actions. The input data includes mobility state, route and coverage context,
satellite/NTN context, link-quality measurements, traffic state, service/application context,
compute and storage state and historical or scheduled patterns. Each prediction model
focuses on a specific question. Mobility and handover prediction asks where connectivity
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should move next. Satellite link-quality prediction asks whether an NTN link is likely to degrade.
Compute and storage prediction asks whether resource utilization will increase. Content

caching prediction asks which content will be needed. Traffic prediction asks how much
network demand is expected.

The outputs of these models can be grouped into two categories. Connectivity forecast signals
describe the expected evolution of the network, such as future position, handover timing, link-
quality windows, and coverage gaps. These signals primarily support seamless connectivity
by enabling proactive handover preparation, link switching, steering, and fallback activation.
Demand forecast signals describe expected application and service demand, such as future
traffic load, upload/download demand, likely content requests, and expected compute/storage
utilization. These signals primarily support sustainable connectivity by avoiding unnecessary

link activation, reducing satellite/backhaul fetches, reserving capacity only when needed, and
deferring non-critical transfers.

The prediction pipeline therefore does not directly replace multi-connectivity control. Instead,
it provides future-oriented evidence that the controller can use to select the appropriate action.
For example, a predicted satellite link degradation can trigger traffic steering away from NTN
before the link becomes unstable. A predicted increase in passenger entertainment demand
can trigger content preloading during a favorable connectivity window. A predicted handover
window can trigger pre-configuration of the target gNB or DU, reducing interruption and
avoiding prolonged ftraffic duplication. In this way, prediction-driven multi-connectivity
becomes proactive, selective, and energy-aware, moving beyond the reactive and
undifferentiated behavior of measurement-only approaches.
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Figure 29. Prediction pipeline for seamless and sustainable multi-connectivity. Present observations are processed

by network-level and application-level prediction models to produce connectivity and demand forecast signals.
These signals support multi-connectivity.
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5.2 NexaSphere Compound Al Architecture

The prediction-driven multi-connectivity pipeline described in Section 5.1 requires
coordination across multiple prediction tasks, data sources, and control objectives. As
described in Section 2.3, a single monolithic Al model cannot adequately address the full range
of prediction tasks the NexaSphere system requires. The operating conditions of TN-NTN 3D
networks vary significantly across aviation, railway, and automotive scenarios, and the
prediction tasks differ in their required inputs, time horizons, accuracy requirements, and
computational cost. Even if a monolithic model could accommodate this diversity, it would
impose substantial computational overhead, increase energy consumption, and risk violating
system KPIs. For example, satellite link-quality prediction depends on orbital and radio-link
conditions, mobility prediction depends on route and position information, while traffic and
content-demand prediction depend on service behavior and historical usage patterns.

To address this heterogeneity, NexaSphere adopts a Compound Al approach [57], [60].
Compound Al refers to a coordinated system of specialized Al/ML models and software
components that operate together as a unified workflow. The architecture decomposes the
intelligence layer into smaller, task-specific components that can be selected, combined, and
adapted according to the use case, infrastructure state, and required QoS/QoE objectives.

Within WP4, the NexaSphere Compound Al architecture acts as the prediction coordination
layer for sustainable multi-connectivity. It organizes network-level prediction models,
application-level prediction models, telemetry sources, historical data, orchestration interfaces,
and model-selection mechanisms into a unified workflow. Its role is to transform
heterogeneous observations into forecast signals that can support multi-connectivity actions,
while accounting for the cost of running the prediction workflow itself. This is essential because
Al inference introduces its own computational, energy, and latency overheads. More accurate
prediction models may improve connectivity decisions, but they also increase resource
consumption, creating a trade-off between prediction quality and the operational cost of the
prediction pipeline itself.

The architecture therefore supports two complementary goals. First, it enables seamless
connectivity by coordinating network-level predictions that anticipate handover needs, mobility
changes, and satellite link degradation. Second, it enables sustainable connectivity by
coordinating application-level predictions that anticipate resource utilization, content demand,
and traffic load, allowing the system to avoid unnecessary link activation, redundant
transmissions, and energy-inefficient data transfers. The following subsections describe the
Compound Al reference architecture, its NexaSphere-specific workflow, and the coordination
between network-level and application-level prediction branches.

5.21 Compound Al

Compound Al is a distributed intelligence approach that represents a unified system
orchestrating specialized AI/ML models with engineered software components into Al
workflows [57], [60]. Each Al model within the system focuses on a specific Al task or domain,
and the Compound Al system orchestrates them through specialized algorithms to make
collaborative decisions that would be difficult or impossible for any single model to achieve
efficiently. This enables a novel approach to building Al systems for heterogeneous
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environments, such as edge-cloud continuum and 3D networks. In NexaSphere, this approach
is used to coordinate prediction models that support seamless and sustainable multi-

connectivity.

Compound Al offers practical advantages for reliability, scalability, and efficiency in Al systems
for heterogeneous computing environments. By coordinating specialized components into a
unified system, it promises the following key capabilities:

o Control Over Model Outputs and Aggregation: The system maintains explicit control
over inference through orchestration logic, enabling the control, refinement, and
coordination of outputs. This allows for the development of specialized fusion
algorithms where multiple outputs are combined, functioning as a coordination layer
that governs data flow and decisions.

e Specialized Al Model Utilization: Explicit control over model outputs enables
Compound Al approach to utilize multiple smaller models, each optimized for specific
prediction tasks or operational conditions (e.g. limited computational resources). This
leads to a lower resource and energy footprint while satisfying specific functional
requirements.

o Utilization of Engineered Software Components: Alongside specialized Al models,
Compound Al systems can integrate engineered software elements, such as
databases, message queues, load balancers, specialized algorithms, third party APlIs,
etc. This integration provides essential infrastructure for state management, data
caching, and error handling, extending systems reliability and scalability beyond model
inference alone.

o Dynamic Adaptation: Since the system comprises a pool of specialized models, this
creates a capability of the system to reconfigure itself in response to environmental
changes, driving intelligent model selection and placement strategies. This capability
enables the system to adjust the control logic based on real-time constraints, ensuring
that resource consumption aligns dynamically with current system state and availability.

Adopting Compound Al approach requires careful consideration of additional system
overhead. Orchestration logic on the critical inference path can introduce additional latency at
every control step. However, utilization of smaller, specialized Al models offers potential to
mitigate this due to lower individual inference times. Additionally, the configuration space, i.e.
the space of all potential design decisions grows with the number of model variants, placement
options on the heterogeneous infrastructure, and coordination parameters, motivating the
development of automated optimization algorithms. Finally, monitoring and observability
become more demanding, as the system must track performance across multiple distributed
components rather than a single model.

5.21.1 Reference Architecture

Realizing the capabilities of Compound Al in highly heterogeneous environments, such as 3D
networks, requires unified design principles and mechanisms to guide the creation of efficient
Al solutions [60]. Thus, we introduce a reference architecture that organizes components into
three distinct categories. Figure 30 illustrates an example Compound Al workflow, in which
specialized units are composed into a directed graph whose execution produces a coordinated
prediction output.
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Figure 30. Example Compound Al Workflow [60]

To enable Specialized Al Model Utilization, the architecture defines Compound Functional
Units (CFUs) as the primary building blocks. CFUs encapsulate specialized Al models, such as
those predicting handover timing or application resource utilization, within standardized
interfaces and I/O adapters. Encapsulation allows the system to treat individual prediction tasks
as modular components that can be dynamically selected and optimized without disrupting the
broader system logic. Furthermore, this provides decoupling of workflow logic from underlying
implementation allowing model portability — capability of the system to dynamically select
which model is used for the task.

Next, to support the Utilization of Engineered Software Components, the architecture
incorporates System Units (SUs) alongside CFUs. These units provide deterministic
capabilities, such as data management and external services, extending the system's ability to
handle tasks that Al models cannot solve efficiently. By composing these CFUs with system
units through well-defined interfaces into directed graphs, the architecture enables the
creation of efficient, scalable, and reliable Al workflows.

Finally, to ensure Control Over Model Outputs and Aggregation, the architecture proposes
Workflow Coordination Units (WCUs), which govern the data flow and execution paths through
the system. Through components such as Delegators and Aggregators, the architecture
explicitly manages interactions between units. For example, Delegator routes inputs to specific
branches based on system state, while the Aggregator synthesizes outputs from multiple
CFUs.
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Figure 31. Compound Al Architecture across multiple planes [58].

Figure 31 illustrates the reference architecture across three planes. The development plane
defines the workflow specification, where CFUs, SUs, and WCUs are composed into directed
graphs that represent the Al workflow, alongside the system configuration that maps candidate
models and infrastructure resources. The control plane hosts the Workflow Orchestrator,
Model Selection mechanism, Al Model Registry, and Metrics collection, enabling runtime
coordination and adaptation of the workflow. The data plane executes the workflow itself,
where CFUs process inputs sequentially, each binding to Al models deployed on
heterogeneous infrastructure such as LEO satellites, edge nodes, and cloud nodes. Workflow
metrics collected during execution feed back to the control plane, closing the loop between
observed performance and future model selection decisions.

5.2.1.2 Model Selection as a Core Compound Al Mechanism

The reference architecture described in Section 5.2.1.1 provides the structural foundation for
model selection. Because CFUs encapsulate specialized Al models behind standardized
interfaces, the system can substitute one model variant for another within a CFU without
modifying the workflow logic. This decoupling between workflow structure and model binding
is what makes runtime model selection possible. As shown in Figure 31, model selection
operates in the control plane, where it queries the Al Model Registry for candidate model
profiles, evaluates them against current system conditions and task requirements, and
communicates selection decisions to the Workflow Orchestrator, which dispatches execution
across the data plane.

It is necessary to ensure that Al capabilities do not impose significant overhead on the 3D
network. However, there are inherent trade-offs between model capability and operational
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efficiency. A central mechanism enabled by the Compound Al architecture to address these
trade-offs is model selection. Since each prediction task can be supported by multiple
candidate models, the system must decide which model or workflow configuration should be
executed under the current operating conditions. For example, traffic prediction may be
performed by a lightweight baseline model during stable conditions, while a more expressive
spatio-temporal model may be justified during congestion, mobility transitions, or high-demand
periods.
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This selection problem is necessary because prediction accuracy, latency, compute cost, and
energy consumption are interdependent. More accurate models can improve multi-
connectivity decisions by reducing handover failures, unnecessary link activation, or inefficient
traffic steering. However, these models may also consume more compute resources and
increase inference latency.

Within NexaSphere, model selection is therefore treated as part of sustainable multi-
connectivity. The goal is not to always maximize prediction accuracy, but to select the model
or workflow whose expected benefit justifies its execution cost. Under stable conditions, such
as predictable aircraft cruise or railway operation along known routes, lightweight models may
provide sufficient accuracy. Under volatile conditions, such as TN-NTN handover windows,
satellite link degradation, or sudden traffic growth, more accurate models may be worth the
additional compute cost. In each case, model selection considers the performance profile of
each candidate, including accuracy, computational footprint, and energy consumption, against
the immediate task requirements, current system conditions, and device state, ensuring that
the prediction pipeline does not exceed the energy and latency budgets of the underlying
infrastructure.

Model selection also enables adaptation across heterogeneous infrastructure. Prediction
workflows may execute across edge, cloud, onboard, or non-terrestrial resources that differ in
compute capacity, latency, and energy constraints. The Compound Al architecture provides
the modularity required to switch between model variants and workflow configurations without
redesigning the whole system. In Section 5.4, COMPASS is introduced as a concrete
workflow-level mechanism for discovering feasible configurations and switching between them
at runtime under SLO and resource constraints.
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Figure 32. NexaSphere Compound Al Architecture for Efficient Multi-Connectivity

____________________

The NexaSphere Compound Al workflow instantiates the reference architecture for the
specific needs of seamless and sustainable multi-connectivity in TN-NTN 3D networks. Its
purpose is to connect use-case requirements, infrastructure telemetry, prediction models, and
multi-connectivity control actions within one coordinated workflow. Instead of treating
prediction models as isolated functions, the workflow organizes them as cooperating
components whose outputs jointly inform connectivity decisions.

Figure 32 presents the NexaSphere Compound Al workflow, showing how use-case
requirements, MANO and 5G Core data, telemetry, and historical information are coordinated
with network-level and application-level prediction branches to produce forecast signals for
multi-connectivity control.

The workflow begins with heterogeneous input data sources. These include use-case
descriptions and performance requirements, such as latency, availability, throughput, reliability,
QoE, and energy-efficiency targets. They also include operational data from the network and
infrastructure, such as 5G Core state, MANO telemetry, link-quality measurements, mobility
state, satellite/NTN context, service/application context, compute and storage state, traffic
state, and historical or scheduled patterns. These data sources provide the present
observations from which the system derives future-oriented forecast signals.

The ingestion and coordination layer receives these inputs and prepares them for downstream
prediction. It handles data alignment, feature extraction, and routing, ensuring that each
prediction branch receives the inputs relevant to its task. This layer also interfaces with model
selection and scheduling, which serves as the central adaptation mechanism of the workflow.
Under current system conditions and SLO constraints, model selection and scheduling
determines which specialized models to activate, where to place them across the available
infrastructure, and how to configure them for the required efficiency and accuracy targets. If
environmental conditions change, such as a reduction in available edge compute capacity, this
mechanism can reconfigure the active workflow by switching to a more efficient model variant
or relocating execution to a more suitable node. These functionalities can be realized as rApps,
xApps, or dApps within the O-RAN control plane, with the choice of role following the control-
loop timescale each prediction must satisfy. As these roles require a physical host to run, the
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placement decision also determines where on the continuum the prediction model executes.
A near-real-time function favours a smaller and a faster model closer to the gNB, which needs
to be realized as an xApp on the Near-RT RIC, while a non-real-time function can use a larger
and more accurate model at the SMO, realized as an rApp on the Non-RT RIC.
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The Compound Al workflow then routes inputs into two main prediction branches. The
network-level prediction branch focuses on the evolution of connectivity conditions. It includes
mobility and handover prediction, which estimates future position and handover timing, satellite
connectivity prediction, which estimates link degradation or stability windows, and TN/NTN
handover prediction, which anticipates transitions between terrestrial and non-terrestrial links.
These predictions primarily support seamless connectivity by enabling proactive handover
preparation, link switching, steering, and fallback activation.

The application-level prediction branch focuses on future service and demand evolution. It
includes compute and storage resource utilization prediction, content caching prediction, and
traffic prediction. These predictions primarily support sustainable connectivity by estimating
future resource utilization, likely content requests, and expected uplink/downlink traffic
demand. Their outputs help determine whether additional links should be activated, whether
traffic should be split, whether content should be cached, whether capacity should be
reserved, or whether non-critical transfers should be deferred.

The Al workflow coordination layer combines outputs from both branches into forecast signals
that are suitable for multi-connectivity control. This coordination is use-case specific, reflecting
the fact that aviation, railway, and automotive scenarios differ in their prediction priorities,
timing requirements, and infrastructure constraints. Connectivity forecast signals describe
expected network evolution, such as future position, handover timing, link-quality windows,
and coverage gaps. Demand forecast signals describe expected application and service
behavior, such as future traffic load, expected uplink/downlink demand, likely content requests,
and expected compute/storage utilization. These signals do not directly replace the multi-
connectivity controller. They provide the future-oriented evidence required to select actions in
a proactive and energy-aware manner.

5.2.21 Coordination between Network-Level and Application-Level Predictions

Network-level and application-level predictions should not be treated as independent outputs.
In a multi-connectivity system, connectivity conditions and application demand influence each
other. The role of the Compound Al workflow is therefore not only to execute separate
prediction models, but to coordinate their outputs into a consistent view of the near future.

Figure 33 illustrates the coordination between the two prediction branches within the Al
Workflow Coordination layer, showing how network-level forecasts guide application-level
placement and caching decisions, while application-level demand forecasts inform
connectivity preparation. The combined outputs feed into the multi-connectivity scheduling
layer.
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Figure 33. Coordination between Application-Level and Network-Level Predictions

In the network-to-application direction, connectivity forecasts guide demand-side decisions.
For example, if satellite link-quality prediction indicates that an NTN link will degrade during an
upcoming time window, the system may preload content earlier, defer non-critical transfers, or
avoid scheduling bulk data over that link. A predicted TN-NTN handover window can indicate
that critical traffic should be prioritized, while non-critical content synchronization should be
postponed. This prevents application-level behavior from increasing load exactly when
connectivity is expected to become unstable.

In the application-to-network direction, demand forecasts guide connectivity preparation. For
example, if traffic prediction indicates that passenger entertainment demand will increase after
takeoff, the system can prepare additional access capacity, activate a secondary link, or decide
whether traffic splitting is justified. If compute and storage prediction indicates that buffered
data will soon need synchronization, the multi-connectivity controller can decide whether to
reserve capacity, wait for a favorable terrestrial window, or avoid using expensive satellite
resources. If content caching prediction identifies likely future requests, the system can reduce
later backhaul demand by preloading content when connectivity is cheaper or more stable.

This bidirectional coordination is essential for sustainability. Without coordination, the system
may optimize locally while behaving inefficiently globally. A network controller may activate
multiple links because it sees rising traffic, even though content caching could reduce the
upcoming demand. An application-side caching function may trigger large transfers during a
period when the satellite link is predicted to degrade. By combining forecasts across both
branches, the Compound Al workflow helps ensure that multi-connectivity actions are not only
technically feasible, but also justified by expected demand, connectivity evolution, QoS/QoE
requirements, and energy cost.

The resulting decision principle is that multi-connectivity actions should be selective.
Additional links, traffic duplication, traffic splitting, or capacity reservation should be used when
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forecast signals indicate that they are needed to preserve QoS/QoE or avoid larger
downstream cost. When the forecast indicates stable connectivity and low demand, the system
should prefer lower-cost operation, such as keeping backup links inactive, avoiding redundant
transmissions, or deferring non-critical traffic. This coordination logic is the foundation for the
sustainable connectivity mechanisms described in later subsections.
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5.3 Prediction Models for Multi-Connectivity

The NexaSphere Compound Al architecture relies on specialized prediction models that
transform heterogeneous observations into forecast signals for multi-connectivity control.
These models are organized according to the type of future condition they estimate. Network-
level prediction models estimate the evolution of connectivity conditions and primarily support
seamless connectivity. Application-level prediction models estimate future demand and
resource utilization and primarily support sustainable connectivity.

The prediction models described in this section should be interpreted as candidate model
families rather than fixed implementation choices. Different use cases, deployment
environments, data availability conditions, and SLO constraints may require different model
choices. For this reason, the candidate models intentionally include lightweight models suitable
for constrained infrastructure, temporal models suitable for sequential behavior, graph models
suitable for network-topology-aware prediction, and transformer-based models suitable for
richer multi-context forecasting. The final choice of model for a given prediction task is
governed by the model selection mechanism described in Section 5.2.1.2, which balances
prediction accuracy against execution cost under current operating conditions and SLO
constraints.

The following subsections describe the main prediction tasks considered in the NexaSphere
Compound Al workflow: mobility and handover prediction, satellite link-quality prediction,
compute and storage resource utilization prediction, content caching prediction, and traffic
prediction. For each task, the objective is to clarify what is predicted, which input data are
relevant, which candidate model families are suitable, and how the resulting forecast supports
multi-connectivity actions and energy efficiency.

5.31 Network-Level Prediction Models

Network-level prediction models estimate how connectivity conditions will evolve in the near
future. Their primary role is to support seamless connectivity by allowing the system to
prepare, steer, switch, or activate links before the current connection degrades. In TN-NTN 3D
networks, this is especially important because mobility is high, satellite visibility changes over
time, and space links introduce propagation delays that can make reactive decisions too late.

The two main network-level prediction tasks considered in NexaSphere are mobility/handover
prediction and satellite link-quality prediction. Mobility and handover prediction estimates
where the user equipment or mobility platform will move next and when a connectivity
transition should be prepared. Satellite link-quality prediction estimates whether an NTN link
is expected to remain stable or degrade, based on satellite geometry, mobility context, and
radio-link measurements.
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The outputs of these models form connectivity forecast signals. These signals include future
position, handover timing, candidate gNB/DU/beam information, link-quality windows, and
expected coverage gaps. They support multi-connectivity actions such as handover pre-
configuration, link activation or deactivation, traffic steering, traffic switching, traffic splitting,

and temporary traffic duplication for critical services.

Network-level prediction models contribute directly to seamless connectivity. By anticipating
connectivity changes before they occur, the system can reduce handover interruption, avoid
failed transitions, reduce packet loss, and shorten the time during which multiple links must be
active simultaneously. They also contribute indirectly to sustainability, because accurate
connectivity forecasts avoid unnecessary fallback activation, prolonged duplication, and
retransmissions over degrading links.

5.3.1.1 Al/ML for mobility management

We present a handover mechanism designed for TN-NTN multi-connectivity, enabling a UE to
dynamically and seamlessly hand over between terrestrial and non-terrestrial RANs. The
proposed solution relies on an Al-based algorithm that predicts the physical displacement
direction of each UE based on its current GNSS-derived location, allowing estimation of its
future position. Using this prediction, the system identifies the geolocation of relevant gNBs
along the UE’s expected trajectory and pre-configures them in advance, ensuring that
handovers are executed smoothly as the UE approaches the next gNB.

5.3.2 Application-Level Prediction Models

Application-level prediction models estimate future service demand and resource utilization
before these demands translate into network load. Their primary role is to support sustainable
connectivity by helping the multi-connectivity controller decide when additional
communication resources are needed. In contrast to network-level predictions, which mainly
address mobility and link continuity, application-level predictions focus on the demand side:
what services will require, when they will require it, and whether the expected demand justifies
using additional TN/NTN resources.

In NexaSphere, three application-level prediction tasks are considered: compute and storage
resource utilization prediction, content caching prediction, and traffic prediction. Compute and
storage prediction estimates future resource utilization associated with services and
onboard/edge systems. Content caching prediction estimates which content or data objects
are likely to be needed and should therefore be preloaded or cached. Traffic prediction
estimates future uplink and downlink demand across services, platforms, or network segments.

The outputs of these models form the demand forecast signals described in Section 5.1,
supporting multi-connectivity actions such as link activation or deactivation, traffic steering,
traffic splitting, capacity reservation, caching and preloading, and deferring non-critical
transfers.

Application-level prediction models contribute to sustainability by reducing unnecessary
communication and avoiding reactive decisions. If future traffic demand is expected to be low,
the system can keep costly backup links inactive. If content demand is predictable, the system
can preload content during favorable connectivity windows instead of fetching it repeatedly
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over satellite or backhaul links. If resource utilization indicates upcoming data synchronization
or service activity, the controller can prepare the appropriate link or defer non-critical transfers
until a more efficient connectivity window is available. Application-level predictions help ensure
that multi-connectivity is used selectively and not continuously. The following subsections
describe each prediction task, including the relevant input data, candidate model families, and
connection to multi-connectivity control.

European
Comimiss

5.3.2.1 Compute and Storage Resource Utilization Prediction

Compute and storage resource utilization prediction estimates how the resource usage of
services and onboard/edge systems will evolve over a future time window. The model forecasts
quantities such as compute utilization, memory utilization, storage utilization, read/write activity,
buffer occupancy, and cache-state evolution. In the NexaSphere context, this prediction task
provides an early indication of future service activity and potential communication demand.

Relevant input data include current and historical compute utilization, memory utilization,
storage utilization, read/write rates, buffer occupancy, cache state, service/application type,
number of active users or sessions, scheduled operations, and historical usage patterns.
These inputs allow the model to identify whether resource demand is expected to remain
stable, increase gradually, or trigger a future synchronization or transfer event.

This prediction supports multi-connectivity by helping the controller anticipate when
communication resources may soon be needed. For example, increasing storage buffers may
indicate that accumulated sensor or monitoring data will need to be uploaded once suitable
connectivity is available. Increasing cache or storage read activity may indicate upcoming
content delivery demand. Increasing compute utilization may indicate service activity that will
soon generate additional traffic. These signals can guide link preparation, capacity reservation,
traffic steering, or deferral of non-critical transfers, helping the system avoid unnecessary early
link activation and select more efficient connectivity windows.

Candidate model families for this prediction task are summarized in Table 10. These models
represent different points in the accuracy-cost trade-off and can therefore be selected
according to infrastructure constraints and SLO requirements through the model selection
mechanism described in Section 5.2.1.2.

Table 10 - Candidate models for compute and storage utilization prediction

Model Family Example Strengths Limitations Suitable When
Lightweight XGBoost Fast inference, low | Cannot capture @ Stable
tabular compute footprint, | temporal conditions,
interpretable feature | dependencies constrained
importance across edge
sequences infrastructure,
real-time
latency
requirements
Temporal Stacked C- | Captures temporal | Higher Resource
sequence LSTM dependencies inference cost, | utilization shows
across compute, | requires gradual trends
B
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or periodic

phase, user count,
schedule)

input features

memory, and storage | sequential input
signals windows patterns
Transformer Temporal Supports multi-step | Highest Volatile
Fusion forecasting with | computational conditions,
Transformer | many contextual | footprint, multiple
(TFT) variables  (service | requires richer | interacting

demand drivers,
cloud or well-

provisioned

edge
Validation of this prediction task can draw on public cluster traces such as Google Cluster
Trace v3 and Azure VM traces for general workload behavior, and on NexaSphere-specific 5G
Core metrics for domain-relevant evaluation.

5.3.2.2 Content Caching Prediction

Content caching prediction estimates which content or data objects are likely to be requested
in the near future. Its purpose is to support proactive caching and preloading decisions so that
frequently requested or time-critical content can be made available close to users before it is
needed. In NexaSphere, this is particularly relevant for passenger-facing services such as in-
flight entertainment and railway onboard entertainment, as well as software or content update
scenarios.

Relevant input data include historical content request patterns, content catalogue metadata,
content size, current cache state, user or passenger count, active sessions, service phase,
route or flight segment, time of day, and scheduled update events. These signals allow the
system to estimate which content is likely to be requested and when a favorable connectivity
window is available for preloading.

The resulting demand forecast signals include likely content requests, expected content
popularity, expected cache-miss rate, and recommended preloading windows. These
forecasts support multi-connectivity actions such as cache and preload, defer transfer, traffic
steering, and link activation during favorable conditions. For example, if the system predicts
that certain entertainment content will be requested during cruise, it can preload that content
while the aircraft is still at the gate or while a train has strong terrestrial connectivity. Every
cache hit avoids a later remote fetch that may otherwise traverse satellite, backhaul, or
congested TN/NTN links, making content caching prediction one of the most direct
mechanisms for reducing communication energy.

Candidate model families for this prediction task are summarized in Table 11. These models
represent different points in the accuracy-cost trade-off and can therefore be selected
according to infrastructure constraints and SLO requirements through the model selection
mechanism described in Section 5.2.1.2.

Table 11 - Candidate models for content caching prediction

Model Family | Example Strengths Limitations Suitable When
Lightweight Temporal Fast inference, | Limited long- | Stable request
temporal Convolutional | captures short-term | range context, | patterns,
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Network popularity  trends | less  effective | constrained
(TCN) from recent request | when demand | onboard or
sequences depends on | edge
external infrastructure
variables
Sequential GRU Models sequential | Weaker on long- | Moderate
recurrent request  behavior | range request history
with lower | dependencies, | available, mid-

complexity than | limited multi- | range compute
LSTM, good for | variate context | budget
moderate-length

sequences
Transformer Temporal Supports richer | Highest Content
Fusion context including | computational demand
Transformer | route phase, user | footprint, depends on
(TFT) group, time, and | requires diverse multiple
content metadata input features contextual
variables, cloud
or well-
provisioned
edge

Once content popularity is predicted, cache placement decisions can be formulated through
deterministic optimization strategies such as greedy selection, knapsack formulations, or
dynamic programming, which rank and select content based on predicted popularity, content
size, and available cache capacity.

Validation of this prediction task can draw on public datasets such as MovieLens 25M for
content popularity and recommendation behavior, and CRAWDAD traces for mobility and
wireless access patterns relevant to networked content delivery. If available, consortium-
specific entertainment or content-access traces would provide the strongest domain-relevant
validation source.

5.3.2.3 Traffic Prediction

Traffic prediction estimates future uplink and downlink demand across services, platforms,
access links, or network segments. Its purpose is to provide early visibility into whether the
current connectivity configuration will be sufficient or whether additional multi-connectivity
actions will be required. Because UEs in NexaSphere scenarios move through sequences of
cells, beams, and access points, traffic prediction must estimate demand not only at the current
serving node but also at upcoming nodes along the expected trajectory. This forward-looking
view enables the system to prepare connectivity resources at future serving points before the
UE arrives.

Relevant input data include current uplink/downlink traffic volume, service-specific traffic,
active flows or sessions, queued data, congestion indicators, user or passenger count,
application type, QoS class, route or flight phase, scheduled events, historical traffic patterns,
and compute/storage signals that may indicate upcoming communication demand. Some
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traffic patterns may be learned from history, while others are deterministic or event-driven,
such as scheduled gate data transfer or planned software updates.

uropean
Commission

The resulting demand forecast signals include expected traffic load, expected uplink/downlink
demand, expected traffic mix, and future congestion risk. These forecasts support multi-
connectivity actions such as link activation or deactivation, traffic steering, traffic splitting,
capacity reservation, traffic switching, and deferral of non-critical transfers. For example, if
traffic demand is predicted to remain low, the system may keep a costly backup link inactive.
If demand is predicted to exceed the capacity of the current path, the system may activate an
additional link or split traffic across available accesses.

Candidate model families for this prediction task are summarized in Table 12. The choice of
model depends on the structure of the available data and the spatial scope of the prediction.
Because the primary goal is to forecast traffic at upcoming nodes along the UE's trajectory,
graph-based architectures are particularly relevant. They model traffic as evolving over a
topology of connected cells, beams, gateways, route segments, or links, enabling the system
to anticipate conditions at nodes the UE has not yet reached.

Table 12 - Candidate models for traffic prediction

Model Family Example Strengths Limitations Suitable When
Graph-Temporal | DCRNN Models how traffic | Requires well- | Traffic evolves
Diffusion propagates across | defined graph | across
network topology | structure, higher | connected cells,
over time through | training cost beams, or route
diffusion segments  with
convolutions clear topology
Attention-based | Spatio- Learns which | Highest Dynamic
graph Temporal neighboring nodes, | complexity conditions
GAT beams, or links are | among graph | where the
most relevant under | models, relevance of
dynamic conditions | requires neighboring
through attention sufficient nodes changes
training data over time
Temporal LSTM, Simple, low compute | Cannot capture | Only aggregate
baseline GRU, or | footprint, no graph | spatial platform-level
lightweight | construction needed | propagation traffic is
models across topology | available, or as a
fallback
baseline

Validation of this prediction task can draw on CRAWDAD cellular or mobility traces for mobility-
aware traffic modeling, and consortium-provided monitoring data where available. Simulated
data from T4.3 may also be useful for evaluating traffic prediction under controlled TN-NTN
mobility and multi-connectivity scenarios.
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5.3.3
Table 13 summarizes how the prediction tasks considered in the NexaSphere Compound Al
workflow relate to input data sources, candidate model families, forecast signals, multi-
connectivity actions, and expected energy or QoS/QoE benefits. The table is intended to clarify
the role of each prediction task in the overall architecture. It also highlights that the models are

not isolated forecasting exercises; each model is useful only insofar as its output can support
a concrete multi-connectivity decision.

Model and Data Source Mapping

Table 13 - Prediction tasks, models, and supported multi-connectivity actions

Prediction Main Input | Candida | Forecast Supported Main Benefit
Task Data te Signal MC Actions
Models
Mobility/Hand | GNSS/locati | LSTM, Predicted Proactive Reduced
over on, speed, | GRU, future serving | handover handover
Prediction heading, Kalman cell/lbeam/sate | preparation, failures, lower
route, Filter lite, time-to- | secondary link | interruption
coverage handover, link | setup, CHO | time,
maps, availability trigger, make- | improved
serving window before-break service
gNB/beam, MC activation, | continuity
satellite path pre- | and reliability
ephemeris selection
Compute and | Compute, XGBoost, | Expected Prepare link, | Avoid
Storage memory, Stacked | compute/stora | reserve reactive
Resource storage C-LSTM, | ge utilization, | capacity, defer | transfers and
Utilization usage, Temporal | synchronizatio | transfer, steer | unnecessary
Prediction read/write Fusion n demand, | traffic link activation
rates, buffer | Transfor | future service
occupancy, | mer activity
cache state,
service
context,
historical
usage
Content Content TCN, Likely content | Cache/preload | Reduced
caching request GRU, requests, , defer transfer, | satellite/back
prediction history, Temporal | expected steer traffic haul fetches,
catalogue Fusion cache-miss improved
metadata, Transfor | rate, QoE
content mer preloading
size, cache window
state,
user/passen
ger count,
route/flight
phase,
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scheduled
updates

Traffic UL/DL DCRNN, | Expected Activate/deacti | Demand-
Prediction traffic Spatio- traffic load, | vate link, steer, | aware multi-
volume, per- | Temporal | UL/DL split, reserve | connectivity
service GAT, demand, capacity, and lower
traffic, Temporal | congestion switch energy waste
active flows, | Baselines | risk
queued
data,
congestion
indicators,
user count,
QoS class,
historical
traffic

The candidate models listed in this table represent a preliminary exploration of model families
that could be suitable for training across the NexaSphere prediction tasks. Concrete model
selection, training, and validation for each prediction task are deferred to Deliverable 4.2. Once
selected models are trained, they can be combined with WP5 activities to generate a registry
of available model variants. These activities include model optimization techniques such as
quantization and pruning to reduce model size and inference cost, and graph compilation
techniques such as operator fusion and platform-specific compilation to optimize execution on
target edge hardware. Through these techniques, a single trained model can yield multiple
variants with different accuracy-cost-latency profiles, expanding the pool of candidate models
available to the model selection mechanism described in Section 5.2.1.2. This enables finer-
grained adaptation to heterogeneous infrastructure and runtime conditions across the
NexaSphere computing continuum.

5.4 Compound Al Mechanisms for Sustainable Prediction
Model Management

The prediction models described in Section 5.3 provide the forecast signals required for
proactive and sustainable multi-connectivity, but prediction itself introduces computational,
energy, and latency overheads that must be managed. This creates a multi-objective
optimization problem: the system must balance prediction accuracy, SLO compliance, latency,
compute cost, communication cost, and energy consumption.

This trade-off is especially important in TN-NTN environments, where infrastructure is
heterogeneous and often constrained. Prediction workflows may execute across cloud, edge,
onboard, ground, or satellite resources, each with different capacity and energy
characteristics. In such settings, it is not sufficient to define prediction models statically. The
system must also decide which model or workflow configuration should be used, when it
should be changed, and how selected models should be executed across available
infrastructure.
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The NexaSphere Compound Al architecture addresses this through two complementary
mechanisms: workflow-level model selection and model-level execution adaptation. Workflow-
level model selection determines which Compound Al configuration should be active under
the current workload, SLO, and infrastructure conditions. Model-level execution adaptation
determines how a selected model should be executed, including whether its computation

should be split across constrained and less-constrained nodes.

In this deliverable, Compass framework represents the workflow-level model selection
mechanism. It addresses the problem of choosing among multiple Compound Al
configurations under accuracy, latency, and SLO constraints. STLT represents the model-level
execution adaptation mechanism for NTN-oriented environments, where the system must
balance computation energy on constrained satellite or onboard nodes against communication
energy and downlink limitations. Together, these mechanisms ensure that prediction-driven
multi-connectivity remains sustainable not only at the communication layer, but also at the Al
execution layer.

5.4.1 Compass: Workflow-Level Model Selection for Dynamic Adaptation
0.
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Figure 34. Compass Framework Overview - Offline phase includes task optimization and deployment planning.
Online phase represents inference serving system architecture which includes proposed Elastico Controller for
dynamic adaptation [57].

Compass is a workflow-level framework for optimizing Compound Al systems under changing
workload conditions [57]. In Compound Al, each prediction workflow can have multiple
possible configurations: different model choices, hyperparameters, execution paths and
deployment options. These configurations typically differ in accuracy, latency, throughput,
compute cost, and energy footprint. As TN-NTN environments are highly heterogeneous in
available computation resources and have changing conditions, selecting one static
configuration is often insufficient.

The key idea behind Compass is to treat the space of available configurations as an opportunity
for adaptation. Compass identifies a set of feasible configurations that satisfy a required
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accuracy threshold 1 and expose different accuracy-latency-cost trade-offs. These
configurations can then be used at runtime to adapt the active Compound Al workflow to
current conditions. For example, a lightweight configuration may be sufficient during stable
cruise or low-demand periods, while a more accurate configuration may be selected during

handover windows, satellite degradation periods, or high-demand traffic phases.

Compass operates in two phases. In the offline phase, it searches the Compound Al
configuration space to identify all configurations whose evaluated accuracy exceeds 1. These
configurations are profiled on target hardware and organized along a Pareto front of accuracy
and latency. Switching policies are derived from an analytical queuing-theory based model
(AQM) that determines the maximum load under which each configuration can meet latency
SLO targets. In the online phase, a runtime controller monitors workload and system state,
such as queue depth, arrival rate, and SLO compliance, and switches between precomputed
configurations when conditions change.

The framework consists of three components. COMPASS-V is the offline search algorithm that
navigates the combinatorial configuration space using gradient-guided exploration with
progressive budgeting and statistical early stopping, discovering feasible configurations
efficiently without exhaustive enumeration. The Planner profiles discovered configurations on
target deployment hardware and constructs switching policies using the AQM. The Elastico
Controller operates at runtime, monitoring queue depth and applying the derived switching
thresholds to select the appropriate configuration from the Pareto front, reacting to load
increases and recovering accuracy when load subsides. Figure 34 presents the Compass
framework, showing the offline phase (COMPASS-V configuration search and Planner-based
switching policy construction) and the online phase (Elastico Controller for runtime adaptation
within the inference serving system).

This mechanism is relevant to NexaSphere because TN-NTN infrastructure is heterogeneous
and capacity-constrained. Edge nodes, onboard systems, and non-terrestrial platforms may
not support unlimited horizontal scaling. Running the most accurate model continuously may
violate latency, compute, or energy budgets, while always running the cheapest model may
reduce forecast quality and lead to worse multi-connectivity decisions. Compass provides a
concrete mechanism for managing this trade-off by selecting the prediction workflow whose
expected benefit justifies its execution cost.

Initial evaluation on two Compound Al workflows (a retrieval-augmented generation pipeline
and a multi-model object detection cascade) demonstrates that COMPASS-V achieves 100%
recall in discovering feasible configurations while reducing evaluations by 57.5% on average
compared to exhaustive search. At runtime, the Elastico Controller improves SLO compliance
by 71.6% over static high-accuracy baselines while simultaneously improving accuracy by 3-5
percentage points over static fast baselines, achieving 90-98% SLO compliance across varying
workload patterns.

In the context of D4.1, Compass should be understood as validation of a key Compound Al
model selection mechanism, not as direct validation of the TN-NTN communication stack. It
demonstrates that Compound Al workflows can adapt between configurations under SLO
constraints and constrained infrastructure assumptions. This supports the NexaSphere
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objective by showing how prediction-based orchestration can remain practical when the Al
layer itself must operate under latency and resource limits.

54.2 STLT: Model Execution Adaptation for TN-NTN Distributed Inference

While Compass addresses which Compound Al workflow configuration should be active, STLT
addresses how a selected model should be executed across TN-NTN infrastructure [61]. In
satellite-to-ground co-inference scenarios, a deep model is partitioned at a selected layer: the
first part executes on a non-terrestrial node such as a LEO satellite, and the intermediate
representation is transmitted to a terrestrial node such as a ground station for the remaining
computation. The optimal split point depends on the trade-off between computation energy
consumed on-board and communication energy consumed during downlink transmission [59].

European
Commission

This trade-off is especially challenging in TN-NTN settings because both sides of the split are
constrained in different ways. LEO satellites operate under strict energy budgets due to limited
battery capacity and intermittent solar charging, with short ground-station contact windows
and downlink bottlenecks limiting the volume of data that can be transmitted per orbital cycle.
Early split points reduce on-board computation but may require transmitting large intermediate
feature maps that exceed available contact window capacity. Later split points reduce
transmitted data but require more on-board computation energy, which may deplete the
satellite battery. The feasibility of a given split point therefore changes continuously across an
orbit as battery state, solar harvesting, and communication window availability evolve.

STLT addresses this through a two-stage design that separates offline analysis from online
adaptation. In the offline stage, ANODA (Offline DNN Analyzer) characterizes the target DNN
architecture by profiling cumulative computation cost and intermediate data size at each layer.
Using convex hull analysis, ANODA identifies a minimal set of candidates split points that
represent optimal trade-offs between computation and communication energy for any valid
energy coefficient pair, reducing the search space by 27.9% on average compared to state-of-
the-art baselines. In the online stage, ANELA (Energy-aware Lightweight Algorithm) runs on-
board the satellite before each inference task, querying real-time battery telemetry and
selecting the split point from the precomputed set that minimizes total energy consumption
while satisfying battery, data volume, and transmission feasibility constraints. ANELA operates
with negligible overhead of 0.003ms latency and 0.012mJ energy per decision, making it
suitable for execution on resource-constrained devices such as NVIDIA Jetson Orin Nano.

Figure 35 presents the STLT system overview, showing the offline stage (ANODA on the
ground computing device producing the optimal split point set) and the online stage (ANELA
on the LEO satellite performing adaptive split point selection, followed by on-board inference,
intermediate data transmission, and tail-end inference on the ground station).

This two-stage separation mirrors the offline/online structure of Compass but targets a different
level of the system. Compass operates at the workflow level, selecting among Compound Al
configurations. STLT operates at the model level, selecting how a single model is partitioned
across TN-NTN infrastructure. Together, they provide complementary adaptation: Compass
determines what to run, and STLT determines where to split the execution.
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Figure 35. STLT overview depicting distributed inference between LEQO satellite and ground station with ANODA,
ANELA, and DNN execution stages [61].

In the NexaSphere context, STLT is relevant because it directly targets the energy sustainability
of Al execution over TN-NTN infrastructure. Prediction models that support seamless and
sustainable multi-connectivity can only contribute to energy efficiency if running those models
does not itself introduce excessive computation or communication cost. Evaluation on real-
world BUPT-1 satellite telemetry across multiple DNN architectures and operating scenarios
demonstrates that STLT achieves up to 76.9% total energy reduction compared to baseline
approaches, while maintaining comparable task delivery rates. By balancing computation and
communication energy in TN-NTN settings, STLT helps keep the prediction layer aligned with
the energy-efficiency objectives of WP4.

5.4.3 Efficient and Sustainable Connectivity

The prediction-driven Compound Al approach presented in this section supports the WP4
objective by connecting seamless connectivity and sustainable connectivity within one
coordinated framework. The central principle is that multi-connectivity should be used
selectively. Activating an additional TN or NTN link, duplicating traffic, splitting flows, reserving
capacity, or fetching content over satellite can improve QoS/QoE, but each action also
introduces energy and resource cost. Prediction models make these costs manageable by
estimating whether the action will be needed and whether the expected benefit justifies its
execution.

At the application level, accurate predictions allow the system to provision resources and
position content before demand arises, reducing reactive data transfers and avoiding over-
provisioning. Compute and storage demand forecasting (Section 5.3.2.1) provisions
infrastructure at the appropriate tier of the computing continuum ahead of time. Without
forecasting, the system either allocates more resources than needed, leaving them idle, or
allocates fewer than needed, forcing reactive scaling through additional data transfers and
temporary resource duplication. Content caching prediction (Section 5.3.2.2) determines
which content to preload onto the on-board local data network before it is requested. Cached
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content is served locally without traversing satellite or terrestrial backhaul links. Preloading
during gate operations or at stations over high-bandwidth terrestrial links avoids transmitting
the same data over satellite links during operation. Traffic prediction (Section 5.3.2.3) helps
determine whether current capacity is sufficient or whether additional links, traffic splitting, or
capacity reservation are justified.

Commission

At the network level, handover prediction (Section 5.3.1.1) enables proactive link transitions
by pre-configuring target links and initiating transitions before degradation occurs, reducing
the time during which multiple links must be active simultaneously. Satellite connectivity
prediction (Section 5.3.1.2) applies a similar principle to NTN link management by forecasting
carrier-to-noise ratio degradation so that routing strategies can be adjusted before link quality
deteriorates.

However, these energy savings depend on prediction accuracy. An incorrectly predicted
handover may activate a target link before it is needed, wasting the energy spent on
preparation and dual-link operation. Incorrectly cached content consumes storage and loading
bandwidth without reducing the actual transmission demand. An overestimated traffic forecast
may trigger unnecessary link activation or capacity reservation. These errors reduce the
energy savings that the predictions were intended to provide, making prediction accuracy a
direct factor in the energy efficiency of the system.

To address this, the Compound Al architecture employs model selection (Section 5.2.1.2) to
match prediction models to current operating conditions based on their performance profiles,
including accuracy, computational cost, and energy consumption. More accurate models
produce better forecasts, yielding larger downstream energy savings, but they require more
compute energy to run. Less accurate models are cheaper to execute but generate prediction
errors that increase downstream energy waste. When conditions are predictable, such as
aircraft cruise or railway operation along known routes, lightweight models provide sufficient
accuracy at low compute cost. When conditions change rapidly, such as during TN-NTN
handover windows or satellite degradation periods, the system selects more capable models
where the improvement in prediction accuracy justifies the additional compute energy.
Compass (Section 5.4.1) provides the concrete mechanism for this selection through offline
discovery of Pareto-optimal configurations and runtime switching based on observed system
load. STLT (Section 5.4.2) complements this at the model execution level by balancing
computation energy and communication energy across satellite-ground execution paths,
ensuring that running prediction models over TN-NTN infrastructure does not itself introduce
excessive energy cost.

Sustainability therefore emerges from the interaction between prediction quality, selective
multi-connectivity, and efficient Al execution. Lower prediction error translates into fewer
unnecessary link activations, fewer wasted transfers, and less redundant traffic. Efficient model
selection and execution keep the cost of obtaining those predictions lower than the
communication and QoS/QoE losses they help avoid. This provides a foundation for future
validation in T4.3 and T4.4, where the impact of prediction accuracy, model-selection
decisions, and model-execution strategies can be evaluated against KPIs such as handover
interruption, throughput, latency, availability, QoE, and energy efficiency.
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Section 6: Conclusion and Next Steps

Deliverable D4.1 establishes the architectural and technological foundation of WP4 for
enabling advanced multi-connectivity in integrated TN-NTN 3D networks. It consolidates the
state of the art in 3GPP, O-RAN, and academic research, maps vertical requirements (aviation,
automotive, railway) to multi-connectivity strategies, and defines prediction-based and energy-
aware design directions aligned with NexaSphere objectives.

The analysis confirms that future 6G-ready TN-NTN systems must move beyond static dual-
connectivity mechanisms toward adaptive, Al-assisted, and cross-layer multi-connectivity
solutions capable of handling high mobility and heterogeneous link characteristics.
Furthermore, sustainability and energy efficiency emerge as first-class design constraints,
particularly in scenarios involving simultaneous multi-link activation across terrestrial, satellite,
and optical technologies.

Scientific dissemination and early research outcomes have already emerged from the work
presented in this deliverable. A comprehensive analysis of disaggregated RAN architectures
for NTN scenarios has been published, evaluating CU placement strategies, latency budgets,
and availability trade-offs across different satellite altitudes and X-haul configuration [53].
Building on this foundation, the O-RAN TN-NTN multi-connectivity architecture analysis has
been published, introducing Single-PDCP and Multi-PDCP designs and assessing their impact
on end-to-end latency and 5QI compliance [20]. The energy-efficient uplink-downlink
decoupling strategy under disaggregated RAN addresses the fundamental uplink imbalance
in TN-NTN scenarios through PDCP-layer separation and adaptive HARQ mechanisms [21].
Additionally, cloud-native dRAN deployment scenarios for the aviation vertical have been
published, validating HARQ adaptation strategies and dynamic DU instantiation across
transparent and regenerative payload configurations [22]. These early publications
demonstrate NexaSphere's contributions to the research landscape on multi-connected 3D
networks and provide a validated foundation for the implementation and experimental phases
ahead.

Additionally, early research outcomes on Compound Al systems, presented in Section 5.2,
have already emerged through several publications that validate key design principles and
mechanisms of the proposed architecture. Formal model that underpins the reference
architecture has been published, introducing design principles for Compound Al systems in
6G networks [62], [57], [60]. Extending this reference architecture to inference serving
scenarios, Compass framework addresses the challenges of dynamic model selection in
Compound Al systems, through offline configuration discovery and runtime model-switching
mechanisms [57]. Additionally, PLAIground extends the concept of model selection to the
Edge-Cloud-Space continuum scenarios [58]. Furthermore, distributed Compound Al
paradigm has been validated through an edge-cloud vehicle trajectory reconstruction system,
demonstrating how CFU-style task decomposition across heterogeneous computing
infrastructure enables 3x data throughput increase while maintaining coordination across
computing nodes [63]. Finally, ProbSelect [64] addresses client selection problem for GPU
accelerated devices in the 3D continuum. ProbSelect combines analytical modelling of
inference latency and probabilistic forecasting to improve SLO compliance, reducing
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cbfnputational waste by up to 72.5%. As such, it directly contributes to the energy-aware
objectives outlined in Section 5.2.

The next phase of WP4 will therefore shift from analytical consolidation to validation and
implementation. T4.3 will conduct large-scale simulations to evaluate scalability, robustness,
and energy performance under realistic mobility and constellation conditions. T4.4 will focus
on experimental validation and integration into standalone core and multi-access
environments, ensuring readiness for WP6 Proofs of Concept and measurable KPI
improvements.

The upcoming WP4 activities will focus on:

e Scalable validation of TN-NTN multi-connectivity through large-scale simulation
(T4.3).

¢ Integration of energy-aware decision mechanisms into ATSSS and RAN-level control
loops.

o Experimental validation and interoperability testing within T4.4 environments.

e Progressive alignment with WP6 PoCs to ensure measurable improvements in
throughput, latency, availability, QoE, and energy efficiency across all vertical
domains.

This structured progression ensures that WP4 evolves from architectural definition to validated,
scalable, and sustainable multi-connectivity solutions ready for real-world demonstration within
NexaSphere.
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