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Executive summary 

This deliverable, D5.1, reports the outcomes of the first reporting period of Work Package 5 

(WP5) of the NexaSphere project. WP5 is responsible for the realization of the edge-cloud 

continuum control plane for 6G Terrestrial and Non-Terrestrial Networks (TN/NTN), including 

orchestration mechanisms, interfaces with the 5G/6G core, and AI-based resource 

management techniques tailored to the heterogeneity and volatility of 3D networks spanning 

ground, aerial, and orbital domains. 

The deliverable consolidates contributions from all WP5 partners along four complementary 

lines of work. First, the ETSI Open-Source MANO (OSM) baseline has been extended toward 

Kubernetes-based VIMs with geolocation-aware placement, lifecycle, and migration primitives, 

direct User Plane Function (UPF) reprovisioning against the 5G core, and TN/NTN-aware 

orchestration hooks designed for highly distributed and volatile infrastructures. Second, an AI-

driven serverless orchestration framework has been introduced for compound AI workflows. 

The framework combines a declarative programming model with runtime adaptation 

mechanisms operating at the model, hardware-backend, and inference-partitioning 

granularities. Its execution substrate, based on WebAssembly, addresses cold-start, data-

transfer, and hardware-heterogeneity overheads on resource-constrained satellite and edge 

nodes. Third, system monitoring and autonomous reconfiguration mechanisms for 3D 

networks have been designed to combine predictive scaling with anomaly mitigation across 

containerized Radio Access Network (RAN) and core functions. Fourth, a data census of 

automotive telematics collections has framed the design space for task-aware data distillation 

and lightweight Machine Learning (ML), while a simulation framework integrating Simulation 

of Urban Mobility (SUMO), OMNeT++, and Vehicle-to-Everything (V2X) stacks has been set 

up to validate these strategies under realistic mobility and intermittent NTN connectivity. 

The results presented are intentionally framed as initial. Several components are at the proof-

of-concept stage, and integration and validation campaigns are ongoing. Nevertheless, the 

deliverable establishes the technical baseline against which subsequent WP5 results will be 

measured, identifies the open issues to be addressed in the remainder of the work package, 

and defines the roadmap toward the consolidated outcomes that will be reported in D5.2. 
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Section 1: Introduction 

The evolution toward sixth-generation (6G) mobile networks marks a fundamental rethinking 

of how communication, computation, and storage resources are organized. While 5G 

consolidated terrestrial broadband and ultra-reliable low-latency services, the 6G vision 

integrates Terrestrial and Non-Terrestrial Network (TN/NTN) infrastructures into an edge-

cloud-space continuum that spans ground, aerial, and orbital domains. In this perspective, Low 

Earth Orbit (LEO) satellites, High-Altitude Platform Stations (HAPS), and Unmanned Aerial 

Vehicles (UAVs) are no longer ancillary access technologies but distributed cloud resources, 

hosting native network functions, AI inference engines, and data services. The resulting edge-

cloud-space continuum extends the cloud-native paradigms that already underpin 5G into a 

heterogeneous, dynamic, and energy-constrained environment, whose operating conditions 

vary continuously with orbital mechanics, harvested-energy budgets, and intermittent 

connectivity windows. 

The NexaSphere project addresses this transition by co-designing 6G, Artificial Intelligence 

(AI), and TN/NTN as elements of a single system rather than integrating them as an 

afterthought. NexaSphere targets cloud-native NTN platforms, AI-driven orchestration loops, 

function disaggregation across orbits, and sustainability-aware service provisioning, with the 

objective of enabling resilient and globally available connectivity for vertical sectors such as 

automotive, aviation, maritime, and emergency response. Within this context, Work Package 5 

(WP5) is responsible for the realization of the edge-cloud continuum control plane, including 

orchestration mechanisms, interfaces with the 5G/6G core, and AI-based resource 

management techniques tailored to the heterogeneity and volatility of 3D networks. 

The present deliverable, D5.1, reports the outcomes of the first reporting period of WP5. It 

builds upon the architectural specification originally defined in D2.2 and translates it into 

concrete design choices, prototype components, and evaluation pipelines. The deliverable 

consolidates contributions from all WP5 partners and covers: (i) the extension of ETSI Open-

Source MANO (OSM) toward geolocation-aware placement, lifecycle management, direct UPF 

reprovisioning with the 5G core, and TN/NTN-aware orchestration hooks; (ii) AI-driven 

serverless orchestration frameworks for compound AI workflows spanning terrestrial, aerial, 

and orbital tiers; (iii) system monitoring and autonomous reconfiguration mechanisms for 3D 

networks; (iv) data distillation and lightweight machine learning techniques for bandwidth- and 

energy-constrained automotive workloads; and (v) a predictive orchestration framework that 

mitigates serverless cold-starts in vehicular edge computing through zero-shot time-series 

foundation models. 

A common design principle running through these contributions is that orchestration and 

resource management for the TN/NTN continuum cannot be obtained by incremental 

adaptation of terrestrial cloud techniques. Static placement rules and threshold-based auto-

scaling, which suffice in stable cloud environments, break down under orbital dynamics, 

intermittent satellite visibility, and harvested energy budgets. The work reported in this 

deliverable, therefore, foregrounds intelligent, predictive, and energy-aware mechanisms (from 

probabilistic device selection and dynamic model switching to predictive cold-start mitigation 
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and energy-aware inference partitioning) designed explicitly around the characteristics of the 

edge-cloud-space continuum. Sustainability is treated not as a downstream optimization but 

as a first-order constraint embedded in scheduling, placement, and adaptation loops. 

The results presented in this document are intentionally framed as initial. Several components 

are at the proof-of-concept stage; simulation and testbed validation campaigns are ongoing, 

and several design choices will be revisited considering the integration activities scheduled for 

the second WP5 reporting period.  

Structure of the Document. The remainder of this deliverable is organized as follows. Section 

2 provides an at-a-glance view of WP5 results. Section 3 reviews the background and state of 

the art across the four technical pillars of WP5 (predictive serverless orchestration for vehicular 

edge computing, AI-based resource management for 3D networks, serverless paradigms and 

intelligent orchestration approaches, and data distillation for the edge-cloud-space continuum) 

and closes with a forward-looking analysis of architectural trends beyond the current state of 

the art. Section 4 presents the initial design and implementation of the sustainable 6G TN/NTN 

edge-cloud continuum, detailing its architectural overview, energy and sustainability 

considerations, management and orchestration framework, and simulation and testbed 

validation plan. Section 5 describes the AI-based resource management mechanisms 

developed within WP5, covering system monitoring and autonomous reconfiguration for 3D 

networks, the AI-driven serverless orchestration framework for compound AI workflows, AI/ML 

data distillation and lightweight models for automotive workloads, and the predictive 

orchestration framework for vehicular edge computing. Finally, Section 6 concludes the 

deliverable and details the next steps planned for the remainder of WP5. 
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Section 2: Results Summary and Interim Status 
Section 2 consolidates the M18 results-at-a-glance view and the interim KPI status for WP5-

relevant register entries; the detailed technical treatment follows from Section 3 onward. 

2.1 WP5 initial results at M18 
This section summarizes initial WP5 outcomes at project month 18 (M18). D5.1 reports on 

progress, design choices, prototypes and simulation evidence, not final integrated PoC results. 

End-to-end Key Performance Indicators (KPI) demonstration against use-case targets is the 

responsibility of WP6 (D6.2, D6.3). Interim KPI definitions remain in D4.1, and the definitive list 

of KPI is evolving at the consortium KPI register (Task 2.3) and will be finalized at M24. 

 

Since this deliverable reports against KPIs, it is worth briefly clarifying how the project's KPI 

framework has evolved. The initial KPI set was defined in D2.1, with subsequent refinement 

planned as the technical work matured. As the consolidated update and the common cross-

WP methodology are being established through the consortium KPI register under Task 2.3 (to 

be finalized at M24), technical deliverables in the interim document new KPIs directly where 

the work requires them.  This was required as D2.3 preceeds the delivery month of the Interim 

results of the technical work packages (i.e. D3.1, D4.1, D5.1) in which the KPIs will formally be 

defined and updated. Accordingly, D4.1 introduced the energy-management KPIs alongside 

its technical content, ahead of the register's completion. These, together with the D2.1 set, are 

treated as interim KPIs until the register is in place. D5.1, itself a technical deliverable, follows 

the same interim framing and reports WP5 KPI progress in Section 2.2 below. 

Table 1 WP5 initial results at M18 (by task and partner)  

Task 

Lead / 

key 

partners 

M18 artefact / 

result 

Maturity at 

M18 
Feeds 

T5.1 

Sustainable 

TN/NTN 

edge-cloud 

continuum. 

CNIT, Eight 

Bells, TUW, 

DLR, SRS, 

ROM. 

OSM-based MANO 

on Kubernetes VIMs; 

UPF actioner (scale + 

reprovisioning); 

continuum reference 

architecture; idle K8s 

distribution study 

(K3s/MicroK8s vs 

KubeEdge). 

Design + partial 

implementation; 

WP5 testbed in 

integration. 

D6.1 methodology PoC-

1 aviation baseline. 

T5.2 Smart 

orchestration 

and 

interfaces. 

CNIT, 

CNAM, 

Eight Bells. 

PLAIground 

compound-AI model; 

Wasm/serverless 

substrate; runtime 

adaptation (Pixie, 

Compass, STLT); DPS-

based monitoring 

(CNAM). 

Prototype / 

simulation; OSM 

API contracts to 

be tightened in 

D5.2. 

WP6 orchestration 

hooks. 
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T5.3 AI-based 

resource 

management. 

CNAM, 

TUW, 

UNINA, 

STLA, Eight 

Bells. 

Federated anomaly 

detection + DRL 

reconfiguration 

framework; 

predictive VEC; 

automotive data 

census + 

SUMO/OMNeT++ 

distillation setup. 

Simulation 

validated (VEC); 

frameworks / 

prep (DRL, 

distillation). 

WP6 T6.2; 

KPI-ATM-POC-ML-* 

(KPI-ATM-POC-ML-

ModelAccuracyLoss-

PoC, KPI-ATM-POC-ML-

DataVolumeReduction-

PoC, KPI-ATM-POC-ML-

DeliveryTimeReduction-

PoC). 

Cross-WP All WP5. Alignment with D2.2; 

WP5 testbed as 

precursor to WP6 

(not PoC validator). 

Interim. D5.2 at M30. 

 

WP5 demonstrations and simulations target laboratory and PoC environments up to TRL 4-5. 

Higher TRL indications in partner roadmaps denote post-project or component-level maturity 

unless explicitly validated in WP6. 

 

2.2 Interim KPI status (WP5-relevant subset) 

Table 2 lists a subset of the currently evolving consortium KPI register (revB) with direct WP5 

contributions. It does not replace D4.1 or the full register. Rows at Gate G0 / proposed are 

interim, not frozen for formal pass/fail at M18. 

Table 2 WP5-relevant KPIs: interim status at M18 

KPI_ID 
UC / 

context 
Target 

M18 

status 

Evidenc

e in D5.1 

Validati

on lane 

Own

er 

KPI-AVTUC05-ENG-

EnergyEfficiencyIncrease

-E2E 

AVT-UC05 

in-cabin 

optimizati

on 

> 20 % Partial 

methodolo

gy. 

K8s idle 

footprint 

study (§3.2); 

orchestratio

n energy 

narrative; no 

E2E in-cabin 

% at M18. 

Simulation 

+ future 

PoC 

AER 

KPI-RLWUC02-QoS-

ResourceAllocationEffici

ency-E2E 

RLW-UC02 

AI 

orchestrati

on 

Optimized 

(aspiration

al) 

Not 

measured 

at M18. 

DRL + AI 

orchestratio

n 

frameworks 

(§4); 

aspirational 

Simulation 

→ PoC 

M28+ 

TUW / 

CNAM 
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per WP6 

guidance. 

KPI-RLWUC02-QoS-

Latency-E2E 

RLW-UC02 Low 

(aspiration

al) 

Not 

measured 

at M18. 

Predictive 

VEC sim 

only; not 

rail PoC. 

Aspiration

al M28 

TUW / 

RAIL 

KPI-ATM-POC-ML-

DataVolumeReduction-

PoC 

ATM PoC > 30 % WP5 prep; 

WP6  

measures. 

UNINA/STL

A census + 

distillation 

framework 

(§4.3) 

WP6 T6.2 STLA + 

UNINA 

KPI-ATM-POC-ML-

ModelAccuracyLoss-PoC 

ATM PoC < 5 % WP5 prep; 

WP6  

measures. 

 

Simulation 

framework 

under 

developme

nt 

WP6 T6.2 STLA + 

UNINA 

KPI-ATM-POC-ML-

DeliveryTimeReduction-

PoC 

ATM-UC03 

FOTA 

> 20 % WP5 prep; 

WP6  

measures. 

 

Linked to 

distillation 

path (§4.3) 

WP6 T6.2 STLA + 

UNINA 

KPI-AVTUC03-QoS-

HandoverDuration-E2E 

AVT-UC03 < 1 s Not 

demonstrat

ed at M18. 

UPF 

reprovisioni

ng 

designed; 

HO 

validation 

in 

WP4/WP6. 

WP4 sim. 

+ WP6 

PoC1 

ROM, 

CNAM 

KPI-RLWUC01-QoS-

HandoverDuration-E2E 

RLW-UC01 < 1.5 s Not 

demonstrat

ed at M18. 

 

Multi-path 

architecture 

inputs; 

PoC-3 RAIL. 

WP6 T6.3 CNAM 

/ RAIL 

 

WP5 reports component and simulation evidence only. E2E UC pass/fail will be addressed in 

WP6 (D6.2/D6.3), citing KPI-IDs from the register. Register rows at proposed / Gate G0 are 

interim; MC_core (multi-connectivity) freeze (T2.3) will align targets before D6.x campaigns. 
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Section 3: Background and State-of-the-Art 
The paradigm shift toward 6G wireless communication hinges on transitioning from isolated 

network architectures to a deeply integrated edge-cloud-space continuum. By seamlessly 

blending terrestrial with non-terrestrial networks, including LEO satellite constellations, HAPS, 

and aerial nodes, this multi-tier environment evolves from a passive relay system into an elastic, 

edge-cloud continuum platform. Realizing this vision, however, demands novel frameworks that 

transcend legacy, reactive resource management. This section explores the state-of-the-art 

enabling technologies driving this transition, specifically focusing on predictive orchestration 

for vehicular networks, AI-native autonomous reconfiguration for 3D systems, serverless 

execution models tailored for orbital mechanics, data distillation techniques for resource-

constrained nodes, and the beyond SOTA architectural trends that embed intelligence, 

disaggregation, and sustainability into the core of future 6G networks. 

3.1 Predictive Orchestration Framework for VEC 

The evolution toward 6G wireless communication prioritizes ubiquitous connectivity across all 

geographical domains [1], [2]. Non-Terrestrial Networks have become essential for extending 

network coverage into space, effectively overcoming the limitations of traditional terrestrial 

base stations. Within this architecture, LEO satellite constellations act as high-performance 

orbital edge servers that process data closer to the source [3]. This paradigm is highly 

beneficial for Vehicular Edge Computing (VEC), which allows connected vehicles to offload 

intensive sensing tasks and overcome local resource constraints [4], [5]. While traditional 

vehicular networks depend heavily on RoadSide Units (RSUs) confined to urban areas, 

satellite-integrated 6G networks guarantee continuous service even in locations lacking 

terrestrial infrastructure. Modern edge deployments typically utilize Function-as-a-Service 

(FaaS) models and container technologies to ensure granular resource scaling [6]. However, 

latency-critical vehicular missions face a fundamental challenge known as the cold start 

problem, which introduces significant delays when initializing a container environment for a 

newly requested function [7]. To resolve these delays, researchers have introduced predictive 

orchestration driven by zero-shot time series foundation models [6]. Advanced tools such as 

Amazon Chronos [8], Google TimesFM [9], and Lag-Llama [10] accurately forecast resource 

demands without requiring computationally expensive retraining, thereby enabling the 

proactive pre-warming of containers at optimal edge nodes.  

The investigated framework relies on several established technological paradigms and open-

source software standards. The integration of TN/NTNs serves as the core architectural 

standard for next-generation 6G connectivity. At the ground level, vehicular communications 

adhere to predefined spatial parameters, specifically a 100-meter range for Vehicle-to-Vehicle 

(V2V) links [11] and a 200-meter coverage radius for terrestrial RSUs [12]. Resource allocation 

is standardized through a FaaS model, which handles software components as independent, 

stateless functions. Furthermore, the system employs faasd, an open-source lightweight 

iteration of OpenFaaS, as the primary containerized serverless computing platform. For 

realistic environmental evaluations, the methodology integrates the widely adopted SUMO 

microsimulator alongside Mininet-WiFi to emulate network conditions. Finally, the 

environmental topography is strictly defined using real road network geometries extracted 

directly from OpenStreetMap [13]. 
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Recent studies in vehicular computing primarily explore prediction-based approaches and 

satellite-assisted infrastructures. In the realm of predictive offloading, researchers have utilized 

Extreme Gradient Boosting algorithms to accurately estimate layer-by-layer execution latency 

[14]. Other frameworks, such as STRIVE, integrate digital twin technology with generative 

adversarial networks to simplify complex task decision spaces during high-speed mobility [15]. 

Additionally, the convergence of federated learning with computational offloading has been 

investigated to address data privacy and hardware incompatibility within sixth-generation 

networks [16]. Deadline-aware task scheduling mechanisms have also leveraged Long Short 

Term Memory (LSTM) ML model to predict future resource availability based on spatiotemporal 

data [17]. Concurrently, studies focusing on satellite architecture have evaluated energy-

efficient precoding designs and joint task offloading strategies tailored for hybrid edge 

computing scenarios [14]. Other investigations have proposed using satellite integrations as 

auxiliary edge servers to provide global coverage, employing preemptive task priority 

scheduling to minimize delays [18]. Despite these extensive developments regarding trajectory 

estimation and offloading optimization, prior solutions consistently fail to utilize lightweight time 

series predictors to forecast function invocation counts, leaving a critical research gap in 

mitigating cold start times in serverless environments. 

3.2 Autonomous reconfiguration for 3D networks 

Current 5G networks are composed of terrestrial network infrastructure to support various 

scenarios such as enhanced Mobile BroadBand (eMBB), URRLC, Ultra-Reliable Low-Latency 

Communication (MMTC), etc. Two important technologies, artificial intelligence and non-

terrestrial networks have been identified as the key contributors to further widen the network 

coverage and add autonomous capabilities to the networks to provide seamless connectivity 

to the end users. In this context, resource management plays a pivotal role in supporting 

desired Quality of Service (QoS) and Quality of Experience (QoE) levels. The integration of 

NTN introduces more challenges due to the harsh operational environment [19], variable delay, 

mobility, etc. This makes resource management even more complex and requires solutions 

that can cope up with such a dynamic behavior of the underlying system. We can leverage the 

capabilities of AI to add autonomous capabilities to address resource management challenges 

for 3D networks. 

There are several elements that are responsible for resource management that are spread 

across the 5G stack. The distributed 5G subsystems require adequate resources, namely, 

computing and network bandwidth, to operate in a desired state.  Adding intelligence to such 

tasks is not only important but essential. In this regard, Radio Intelligent Controller (RIC) 

handles this task for the RAN component, essentially through eXtended Applications (xApps) 

or Ran Applications (rApps) to manage resources in near-real time or non-real time 

respectively. MANagement and Orchestration (MANO) is the key component that enables 

flexible management through instantiation, scaling, and termination of network functions such 

as Session Management Function (SMF), User Plane Function (UPF), Policy Control Function 

(PCF), etc. The 5G sub systems, and the edge-cloud continuum providing the necessary 

computing resources for them, are distributed in nature, posing a different challenge in terms 

developing AI based resource management solutions. In this context, we provide state of the 

art in addressing various aspects of resource management with a special emphasis on 

solutions that leverage AI. 
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The current implementation of 5G full stack follows cloud-native principles, where various 

networks functions corresponding to the RAN and core must be containerized and 

orchestrated to enable the required flexibility for network slicing instantiation, which is essential 

for supporting diverse use case scenarios. The key components such as RIC and MANO must 

ensure that there are mechanisms in place to mitigate unforeseen events such as anomalies 

to provide seamless service. Reconfiguration management solutions aimed at mitigating 

anomalies and managing resources efficiently are crucial, especially with the integration of 

non-terrestrial networks, which can be easily affected by the issues posed by both the harsh 

external environment and internal issues that are native to regular container-based 

approaches.  In this section, we provide a detailed view of the state of the art for AI-based 

autonomous reconfiguration management. 

Authors of [20] present a scaling mechanism to address the performance variations in the 

Virtual Network Functions (VNFs). They employ a policy-based Q-learning model for horizontal 

scaling of virtualized instances of the service logic component of Mobility Management Entity 

(MME) in Evolved Packet Core. They use the Gaussian approach that further improves the 

mechanism. All approaches presented so far use the classic version of Reinforcement 

Learning (RL) to obtain scaling decisions. However, the advancement of machine learning, 

especially the function approximation ability of the Deep Neural Networks (DNNs), promotes 

the use of Deep Reinforcement Learning (DRL). Extensive research efforts employ such strong 

capability in addressing decision-making problems.   

Authors in [21] propose a DRL-based framework for dynamic horizontal scaling. They explore 

three variations of RL, such as Q-learning, Deep Q Network (DQN), and Dueling Double Deep 

Q-Network (D3QN) to obtain a policy that achieves better trade-off between performance and 

infrastructure costs. Authors of [22] propose a traffic forecasting for 5G core network 

scalability, where they use a Recurrent Neural Network (RNN) to forecast the traffic and let the 

Network Functions Virtualization Orchestrator (NFVO) make informed decisions on scaling the 

VNFs to sustain the performance and meet the QoS requirements. Although they did not 

propose a direct scaling mechanism, they proposed a prediction mechanism to aid the default 

scaling approach by the NFVO. Authors of [23] propose a Q-learning model to vary the number 

of Virtual Machine (VM) available for an application deployed on a cloud infrastructure. 

Specifically, the authors employ Fuzzy Q-learning with a partially observable system state to 

achieve autonomous management capabilities. Authors of [24] propose a DRL framework for 

cloud resource allocation and pricing for a time-varying user load. It uses a combination of 

LSTM and Deep Deterministic Policy Gradient (DDPG) to capture the time dependencies of 

dynamic user arrivals and provide VM allocation for each request. 

Thus far, all of the approaches focus on VM scaling for various domains ranging from cloud 

computing services to VNFs. However, given the current microservice-based architecture, VM 

scaling is not an ideal solution. An alternative approach to support such a granular approach 

is a container-based approach due to its agility and responsiveness. [25] proposes a resource 

utilization prediction model to auto-scale the containers. However, such models cannot cope 

with the dynamic nature of the complex composition of an NFV-based system. [26] proposes 

a predictive auto-scaling framework that combines the Autoregressive Integrated Moving 

Average (ARIMA) algorithm with a RL model namely, State–Action–Reward–State–Action 
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(SARSA). Most of the models proposed to address auto-scaling, focus on using a classical RL 

approach. Such models do not cope well with large-scale systems and suffer from long 

convergence times and over-estimation of rewards, which leads to poor performance. Authors 

of [27] propose a framework for auto-scaling in the packet core network. It employs a dueling 

architecture to mitigate the standard issues that arise from applying RL techniques. [28] 

combines a state prediction model to further improve performance. However, all the works 

thus far focus on horizontal scaling in a limited capacity (some part of the network), and do not 

consider the full 3D networks. 

The current research landscape of resource management solutions for mobile networks is 

predominantly focused on terrestrial networks. They have studied and matured over decades. 

Consequently, the literature surrounding 3D network technologies such as UAV, HAPS, and 

LEO satellites remains disproportionately sparse. This provides us with a great opportunity to 

propose novel solutions that leverage AI, which can address unique challenges posed by the 

combination of terrestrial and non-terrestrial networks. 

3.3 Serverless Paradigms and Intelligent Orchestration 

Approaches  

The edge-cloud-space continuum spans terrestrial cloud and edge nodes, aerial platforms, 

and LEO satellite constellations. Together, these tiers form a heterogeneous infrastructure 

whose topology, energy budgets, and node availability change continuously [29], [30]. 

Production auto-scaling techniques remain designed for stable cloud environments and, as 

such, do not apply to settings governed by orbital mechanics, intermittent visibility, and 

harvested solar power [31], [32]. At the same time, AI inference workloads are increasingly 

offloaded to these tiers, placing growing computational demand on infrastructure whose 

capacity and energy budgets are inherently limited. The serverless computing paradigm offers 

a more suitable execution approach by separating application logic from resource 

management and enabling fine-grained, on-demand execution that scales to zero between 

invocations [33], [34]. This section essentially reviews the SOTA along two dimensions. 

Specifically, Section 2.3.1 details serverless execution models envisioned to operate in the 

continuum, while Section 2.3.2 assesses intelligent orchestration mechanisms for 

heterogeneous AI workloads. 

3.3.1 Serverless Execution Models for the Edge-Cloud-Space Continuum 

The serverless paradigm spans a range of execution models, from cloud-centric FaaS 

platforms to containerized and WebAssembly-based runtimes designed for heterogeneous 

edge environments [35]. Raith et al. [33] surveyed more than 45 commercial, open-source, and 

academic serverless platforms. Their analysis identifies three persistent shortcomings. These 

are managing stateful and AI-intensive workloads, enforcing location-aware Service Level 

Objectives (SLOs), and providing reliable invocation semantics across heterogeneous 

hardware. Most platforms treat AI workloads as auxiliary rather than first-class citizens and 

offer only superficial edge support [36]. Almost none provide native mechanisms for 

expressing multi-tier locality requirements [37]. Sedlak et al. [38] extend this analysis to 

federated data exchange. Their work shows that composable serverless functions enable 

flexible data sharing across organizational boundaries while eliminating idle resource costs. 
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Extending serverless execution to the orbital tier requires treating LEO constellations as 

computing infrastructure rather than transparent relay links. Bhattacherjee et al. [39] argue for 

this position, and Denby and Lucia [39] operationalize it through orbital edge computing, 

reducing ground infrastructure requirements by 24 times and edge latency by 617 times 

relative to bent-pipe architectures. However, these works treat each satellite as an isolated 

processor. Pusztai et al. [30] address the platform-level question with HyperDrive, the first 

serverless system designed for the edge-cloud-space continuum. HyperDrive treats satellite 

availability windows, orbital temperature cycles, battery charge state, and Inter-Satellite Link 

(ISL) communication latency as first-class scheduling inputs. It is evaluated on a wildfire 

detection workflow spanning LEO satellites, edge nodes, and cloud infrastructure, and 

achieves 71% lower end-to-end network latency compared to the best baseline scheduler. 

Marcelino et al. [40] address the related problem of stateful execution through Databelt. The 

framework uses predicted satellite trajectories to proactively migrate the function state to the 

appropriate orbital node. Databelt reduces workflow execution time by 66% and improves 

throughput by 50%. Despite these advances, existing serverless platforms still target individual 

functions or stateless pipelines. Recent surveys identify the joint orchestration of multi-stage, 

multi-model AI workflows across the full continuum as an open problem [34], [41]. 

3.3.2 Intelligent Orchestration for Heterogeneous AI Workloads 

Managing serverless workloads across a heterogeneous continuum requires dynamic 

placement decisions. Static and threshold-based rules cannot capture the complexity of the 

edge-cloud-space continuum, where placement is NP-hard and the operating conditions of 

each node vary continuously [42], [43]. This drives the field toward intelligent and informed 

orchestration [44]. Li and Nastic [45] address the edge-cloud setting through AttentionFunc. 

The framework models placement as a Markov Decision Process (MDP) and applies attention-

based multi-agent DRL. AttentionFunc improves function completion latency by up to 44.2% 

and increases the function success rate by up to 43.3% compared to SOTA approaches. Tian 

et al. [46] reach a similar conclusion through dynamic resource optimization in heterogeneous 

serverless edge networks. 

Energy awareness introduces further complexity. This is particularly true in aerial and orbital 

environments where power is harvested from sunlight and budgeted per orbital period. Raith 

et al. [47] address this through a scheduling framework that pairs a Graph Neural Network 

(GNN) with container orchestration. The framework estimates per-application power 

consumption to guide opportunistic placement. The model achieves a mean prediction error 

of 7.5% and reduces data center energy consumption by 6.2% with no penalty on workload 

completion time. Ma et al. [48] report comparable findings for heterogeneity-aware server 

placement in 5G/6G edge networks, where the joint cost-energy objective shifts as device 

classes change. Cao et al. [49] extend the analysis to Space-Air-Ground Integrated Networks 

(SAGINs) for vehicular workloads, where orbital motion and aerial mobility continuously alter 

scheduling constraints. Together, these works show that sustainable orchestration in resource-

constrained environments requires predictive multi-objective modeling rather than reactive 

load balancing. 

However, even with adaptive, energy-aware placement, the structure of AI workloads becomes 

a bottleneck under continuum heterogeneity. Production AI services are increasingly deployed 

as decomposed pipelines of specialized models and agents rather than monolithic 
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architectures [50], [51]. These compound systems coordinate multiple components through 

well-defined interfaces. A planner selects and sequences models, retrievers supply context, 

and specialized modules handle inference tasks [52], [53]. Systems such as HuggingGPT 

demonstrate this at scale by dispatching sub-tasks to specialized models and aggregating 

results through a central controller [54]. Programming frameworks such as DSPy further 

automate pipeline construction by compiling declarative multi-model specifications into self-

improving workflows [55]. These decomposed pipelines are more scalable and adaptable than 

monolithic counterparts and reflect a broad shift in how production AI systems are built. 

However, they uniformly assume stable, low-latency component communication and fixed, 

homogeneous infrastructure. Gravara et al. [56] identify this as a fundamental challenge for 

compound AI in 6G networks. Cross-domain resource orchestration, topology-driven 

adaptation, and consistent AI service quality across heterogeneous environments remain 

unsolved. Adapting the enabling mechanisms of compound AI to the full edge-cloud-space 

continuum, where orbital dynamics, intermittent satellite visibility, and harvested-energy 

budgets continuously reshape the available infrastructure, remains an open problem. 

The reviewed body of work reveals consistent progress along three lines. Serverless platforms 

now reach the orbital tier but remain function-centric and stateless. Intelligent orchestrators 

improve latency and energy efficiency but are validated exclusively in terrestrial settings with 

stable connectivity and abundant power. Compound AI pipelines demonstrate scalability and 

adaptability gains over monolithic architectures, yet their enabling mechanisms presume 

reliable component communication and homogeneous infrastructure. Taken together, one can 

conclude that there are no existing approaches that address the joint reality of the edge-cloud-

space continuum characteristics. However, closing this gap requires novel mechanisms and 

algorithms that are explicitly designed around continuum dynamics and characteristics. 

3.4 Data Distillation for the Edge–Cloud–Space Continuum 

The exponential growth of data in modern AI systems has created significant challenges for 

storage, transmission, and computation. Large-scale datasets are essential for training high-

performing models, yet their size imposes heavy resource demands, particularly in distributed 

environments such as edge–cloud infrastructures. In scenarios where bandwidth is limited, 

latency is critical, and devices operate under energy constraints, transmitting and processing 

raw data becomes impractical. Data distillation has emerged as a promising solution to these 

challenges. By compressing large datasets into smaller, information-rich representations, 

distillation enables efficient training and inference while reducing memory, storage, and 

communication overhead [57]. This approach is increasingly relevant for resource-constrained 

domains such as Internet of Things (IoT), Federated Learning (FL), and edge AI [58]. 

Dataset distillation techniques aim to preserve essential learning signals while discarding 

redundancy. Early methods focused on core-set selection, identifying representative subsets 

of raw data. More advanced strategies include gradient matching and parameter matching, 

which optimize synthetic datasets so that their training dynamics approximate those of full 

datasets. Generative modeling approaches, such as Generative Adversarial Networks (GANs) 

and Variational AutoEncoders (VAEs), have also been explored to synthesize compact datasets 

that mimic the statistical properties of the original data. These techniques have demonstrated 
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success in reducing training time and communication costs, making them attractive for 

distributed AI systems. 

In the automotive domain, these challenges are particularly acute. Connected and 

Autonomous Vehicles (CAVs) generate terabytes of telemetry and sensor data daily, including 

CAN bus signals, GNSS traces, and high-resolution perception streams [59], [60], [61]. 

Managing this data across a TN/NTN edge–cloud continuum is complicated by intermittent 

connectivity, variable latency, and strict safety requirements. While data distillation offers a 

pathway to reduce transmission and computation costs, existing methods face limitations when 

applied to automotive workloads. Most algorithms have been validated on image benchmarks 

and struggle with multimodal, structured telemetry. Scalability remains a concern for industrial-

scale datasets, and aggressive compression can compromise safety-critical information. 

Furthermore, current frameworks rarely account for mobility patterns and dynamic network 

conditions inherent in vehicular networks. Addressing these gaps requires task-aware 

distillation strategies that integrate domain knowledge and support adaptive orchestration 

across heterogeneous infrastructures. 

3.5 Beyond SOTA 

6G mobile systems are expected to introduce fundamental architectural transformations 

beyond incremental enhancements of 5G networks. One of the key elements of this evolution 

is the deep integration of TN with NTN, including satellites, HAPS, and aerial nodes, i.e.,  UAVs, 

to support global coverage, resilience, and emerging service requirements. Rather than 

treating NTN as a mere access extension, current research envisions 6G as an edge-cloud-

space continuum, in which communication, computation, storage, and control resources are 

seamlessly distributed across ground, aerial, and space domains. 

This paradigm shift enables NTN platforms to evolve into cloud-native entities, facilitating 

flexible application and service placement, enhanced resilience to infrastructure failures, and 

tighter integration with advanced capabilities such as sensing, localization, and global time 

distribution. At the same time, the dynamic, multi-orbit nature of NTN introduces new 

challenges in orchestration, resource management, sustainability, and interoperability. 

This section examines key architectural trends and enabling technologies underpinning the 

6G TN/NTN cloud continuum beyond the state of the art. Specifically, it discusses regenerative 

NTN and edge-cloud-space continuum, AI-native orchestration, cloud-native RAN 

disaggregation across orbits, integrated sensing and localization, sustainability-driven design, 

emerging optical and quantum enablers, and the evolving standardization and ecosystem 

roadmap toward large-scale 6G deployment. 

3.5.1 From Integrated Networks to a True Cloud-Edge-Space Continuum 

Whereas previous generations primarily regarded satellites, HAPS, UAVs, and terrestrial 

infrastructure as complementary access or backhaul technologies, 6G redefines these 

elements as distributed resources spanning earth and space. Within this paradigm, computing, 

storage, and networking capabilities are jointly orchestrated across ground, clouds, aerial, and 

spaceborne domains, enabling service execution wherever it best satisfies latency, resilience, 

and sustainability objectives [62], [63]. 
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Beyond the current state of the art, NTN nodes, particularly regenerative LEO satellites, are 

expected to host native cloud functionalities, including gNB Central Unit/Distributed Unit 

(CU/DU) components, AI inference engines, and in-orbit data caching services. This transition 

enables in-orbit service instantiation and processing, replacing legacy store-and-forward relay 

models with cloud native environments embedded directly into space assets [64]. 

Roadmaps emerging from scientific and industrial communities indicate a two-stage evolution 

[65]. During the 2026–2030 timeframe, hybrid ground–space cloud deployments will dominate, 

characterized by selective in-orbit processing tightly coupled with terrestrial edge and core 

clouds. Beyond 2030, a space as a service model is envisioned, in which satellites operate as 

elastic, programmable cloud regions rather than fixed-function communication nodes [62]. 

3.5.2 Regenerative NTN and Edge-Cloud-Space Continuum 

A major architectural discontinuity foreseen in future NTN systems is the shift from transparent 

satellite payloads toward fully regenerative platforms. In contrast to traditional bent pipe 

architectures, regenerative satellites integrate on-board RAN and core network functions, 

specialized AI accelerators for adaptive beamforming and scheduling, and localized data 

processing modules designed to support latency-sensitive services [62], [65]. 

These capabilities enable a cloud-edge-space continuum, significantly reducing round-trip 

latency to terrestrial data centers while providing localized service continuity during terrestrial 

network disruptions, such as natural disasters or large-scale infrastructure failures. From a 

system-level perspective, edge-cloud-space continuum transforms NTN nodes into active 

participants in distributed service execution, rather than passive transmission elements [63], 

[65]. 

Beyond early regenerative concepts, future NTN nodes are expected to function as cloud-

native execution environments, hosting containerized network functions and microservices. 

Such platforms are anticipated to participate in multi-cluster, Kubernetes-like orchestration 

frameworks, enabling dynamic migration of functions and services across terrestrial, aerial, 

and space layers. Migration decisions will be governed by AI-driven policies that consider 

latency constraints, energy availability, congestion conditions, and service level agreements, 

reinforcing the notion of NTNs as integral components of the 6G cloud continuum [64]. 

3.5.3 AI-Native TN/NTN Orchestration 

6G architectures incorporate AI-native orchestration loops capable of jointly optimizing radio 

resources, computing placement, service chaining, and user mobility across TN and NTN 

domains [66], [67]. AI models trained on real-time and historical data are envisioned to predict 

non-deterministic events, such as traffic hotspots, behaviour and congestion, atmospheric 

conditions, and spectrum usage patterns. These predictions enable proactive workload 

relocation and service adaptation across the edge-cloud-space continuum, minimizing latency 

and service disruption while improving resource utilization [66]. 

Beyond the current SOTA research efforts, which emphasize FL approaches spanning 

satellites and terrestrial cloud infrastructures, facilitating collaborative yet privacy-preserving 

intelligence. Furthermore, autonomous cross-domain orchestration mechanisms are 

emerging, allowing Mobile Network Operators (MNOs), Satellite Network Operators (SNOs), 
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and cloud providers to coordinate service delivery without centralized control. In this context, 

self-evolving orchestration policies progressively replace static networks with intent-driven and 

learning-based service abstractions [67], [68]. 

3.5.4 Cloud-Native RAN and Function Disaggregation Across Orbits 

Cloud-native RAN architectures, already central to terrestrial 5G evolution, are significantly 

extended in 6G to encompass NTN platforms. CUs, DUs, and Radio Units (RUs) may be flexibly 

instantiated across aircraft, HAPS platforms, LEO satellites, and ground-based edge data 

centers. This fine-grained disaggregation supports gate-to-gate connectivity and ultra-resilient 

service provisioning for vertical sectors such as aviation, maritime transport, and railways, 

while enabling orbit-aware latency optimization [64]. 

In near-term deployments, functional splits are expected to remain relatively static and 

optimized per orbit class. Over the longer term, however, dynamic functional split selection 

emerges as a key enabler, allowing RAN partitioning decisions to be continuously adapted 

under the control of AI-native orchestration entities [68]. 

3.5.5 Sustainability and Energy-Aware TN and NTN Architectures  

Sustainability considerations in 6G evolve from optional performance optimizations to first-

order architectural constraints. Contemporary roadmaps emphasize energy-aware 

orchestration across TN and NTN domains, carbon footprint-aware workload placement, and 

exploitation of renewable energy sources, including solar-powered space assets, for compute 

offloading [66], [69]. 

By explicitly embedding sustainability metrics into AI-driven control loops, 6G systems enable 

energy-native service definitions, where energy consumption and carbon impact are integral 

to SLOs. Beyond current approaches, proposed mechanisms include explicit carbon budgets 

within network slice descriptors and deliberate utilization of space-based computing resources 

to mitigate terrestrial energy consumption peaks [68]. 
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Section 4: Sustainable 6G TN/NTN Edge-Cloud 

Continuum 
 

This section reports initial WP5 results on the NexaSphere edge-cloud continuum control 

plane. We provide a more in-depth approach and description of the architectural specification 

component initially defined in the deliverable D2.2 named Management and Orchestration, 

and it is intended to feed the WP6 aviation-oriented integration directly. The work mainly 

extends ETSI OSM as the core MANO layer for Kubernetes-based Virtualized Infrastructure 

Managers (VIMs) and prepares interfaces for geolocation-aware placement, lifecycle actions 

(including migration and relocation concepts), direct UPF reprovisioning with 5GC, and 

TN/NTN-aware orchestration hooks. Basically, we use the ETSI MANO as the baseline tool, 

and we adjust it so that it aligns with the highly distributed, volatile infrastructure intended to 

be used in the deployed environment. On top of OSM, we will use customized in-house 

components in order to specifically satisfy infrastructure movement and direct 5G core 

management required by the non-terrestrial side of the architecture.  

 

4.1 Overview of TN/NTN Edge-Cloud Continuum 

The transition from Fifth-Generation (5G) networks to the Sixth-Generation (6G) ecosystem 

represents more than a linear evolution of throughput capacity; it signifies a fundamental 

restructuring of the global connectivity architecture. Central to this restructuring is the concept 

of the edge-cloud-space continuum, a unified computational fabric that extends seamlessly 

from the centralized data centers of the terrestrial core, through the distributed terrestrial edge, 

and upwards into the NTN domain [70]. This continuum envisions a Network of Networks where 

computational workloads, specifically VNFs and Containerized Network Functions (CNFs), are 

not limited by static physical infrastructure but are orchestrated across a three-dimensional 

hierarchy of Ground Stations (GS), HAPS, and LEO satellite constellations.  

More specifically, airborne platforms and regenerative satellite payloads are expected to host 

not only connectivity functions but also compute workloads, a shift that was driven both by 

coverage and resilience considerations, particularly for the mobile transportation and critical 

communication use cases targeted by Nexasphere.  

However, integrating NTN into the continuum is restricted by the orchestration limitations of 

legacy static management frameworks. This gap arises from the incompatibility between 

legacy management frameworks designed for static TNs and the highly dynamic nature of 

orbital infrastructure. Although the radio access layers of 5G NTN have rapidly matured 

through standardization efforts in 3GPP Release 17-19, paving the way towards the 6G 

architecture definition in Rel. 20 and following, the MANO plane remains rooted in assumptions 

of topological immobility and only initial analysis of the implications in a converged ecosystem 

has been addressed by 3GPP so far [71]. Likewise, some effort is also being made by O-RAN 

in this domain, with special focus on the non-real-time RIC [72] and the interfaces to be 

established between SMOs managed by different operators.   
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Practically speaking, unlike traditional TNs, where a data center’s location is fixed, an NTN 

node can be a satellite traversing the sky, making the infrastructure itself mobile relative to its 

users [73]. Without a mechanism to bridge static orchestration logic and dynamic orbital 

mechanics, the 6G NTN component cannot fulfill its role as an intelligent computational edge 

for next-generation applications in aviation, automotive, and railway sectors. As such, the main 

contribution of this section is to analyze this fundamental mismatch, dissecting the structural 

deficiencies of static MANO frameworks, evaluating the current SoTA in spatial-aware 

orchestration, and exploring the challenges of deploying cloud-native orchestration in the 

latency-constrained environment of space. 

This section introduces the TN/NTN edge-cloud continuum concept as defined within the 

scope of the project. Section 3.1.1 goes more in-depth into the actual definition and reference 

architecture, highlighting the specific features and components of the end-to-end architecture, 

while Section 3.1.2 enumerates and describes the core components of the architecture 

described in 3.1.1. 

4.1.1 Definition and Architecture of TN/NTN Edge-Cloud-Space Continuum 

The notion of an edge-cloud continuum emerged as the split between centralized cloud and 

on-premises compute, which characterized the early 2010s, narrowed. Foundational work on 

cloudlets and fog computing [70] identified the need for an intermediate, more easily 

accessible tier of resources, placed close to end users, to support latency-sensitive and 

bandwidth-intensive applications. The concept has since been consolidated within 

standardization: ETSI Multi-access Edge Computing (MEC) specifies a reference architecture 

for hosting applications at the network edge, and the 3GPP Architecture for enabling Edge 

Applications (EDGEAPP) integrates Edge Data Networks and associated enablement functions 

into the 5G System [71]. Across these efforts, a common assumption has persisted that the 

computational continuum is terrestrial, because its topology is largely static, and its tiers are 

distinguished primarily by proximity to the user and by scale.  

Research on NTNs has evolved along a parallel but historically disjoint track. 3GPP Releases 

17 and 18 [73], [74] have introduced normative support for NTN access in 5G New Radio (NR), 

considering both transparent payloads, in which the satellite relays RF signals without on-board 

processing, and regenerative payloads, in which 3GPP-defined functions execute on-board. 

None of the terrestrial continuum frameworks referenced above, however, accommodate 

compute sites that move, operate under severe energy and thermal constraints, or experience 

intermittent connectivity, precisely the regime into which NTN integration pushes the problem. 

NexaSphere addresses the gap between these two streams. Consistent with the system 

architecture established in D2.2, the project treats regenerative NTN payloads hosting UPFs 

and associated workloads as compute tiers of the continuum on the same level as terrestrial 

edge sites, subject to the additional constraints imposed by orbital dynamics, limited power 

and thermal budgets, and intermittent link availability. This positioning aligns the project's view 

of the continuum with the emerging three-dimensional discourse rather than with the classical 

terrestrial edge-cloud architectures that prevail in current beyond-cloud designs. The control 

plane of the resulting 3D network compute fabric is centralized in a static ground cluster, which 

retains full visibility and control over all compute resources across the continuum. While this 

choice is sufficient as an initial solution, we have identified limitations, most notably the 
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orchestration latency in scenarios where decisions are taking place for a distant segment. A 

decentralized orchestration framework spanning ground and non-terrestrial segments is an 

opportunity for future research. In the present design, NexaSphere instead offsets this latency 

through a predictive orchestration in which lifecycle decisions are taken ahead of time.  

Within the scope of this deliverable, the TN/NTN edge-cloud-space continuum is therefore 

defined as a distributed, heterogeneous resource fabric composed of (i) terrestrial compute 

and storage sites spanning central and regional clouds and far-edge sites, (ii) spaceborne 

compute sites realized through regenerative NTN payloads and (iii) a heterogeneous transport 

layer extending across airborne sites such as aircraft and terrestrial mobile sites such as 

automotive and railway platforms. The continuum is governed by a multi-layer MANO plane 

capable of deploying network functions and end-user application services across any tier, 

subject to service-level, quality, and sustainability constraints. It is explicitly three-dimensional: 

in addition to the geographic gradient of classical edge-cloud models, it spans an altitude 

dimension (ground, aerial, space) and a temporal dimension introduced by the mobility of 

airborne and spaceborne nodes. 

 

Figure 4-1: Proposed control plane of the edge-cloud continuum. The control plane – orchestrator is simultaneously 

connected with the edge cluster possible containing part of the networking stack (e.g., O-RAN components) and 

the 5G core. 

Figure 3-1 presents the reference architecture of MANO adopted in NexaSphere. Two access 

tiers are distinguished, a TN tier and an NTN tier, both attached to a common 5G/6G service-

based architecture core hosted on ground infrastructure. The end-to-end user-plane chain (UE 

→ RU → DU → CU → UPF → 5GC → DN) follows the O-RAN functional disaggregation. A 

distinguishing feature of the architecture is the distributed placement of 5G core control and 

user plane, and O-RAN components. On the TN side, a UPF is deployed at the terrestrial 

access site to enable static terrestrial UPF deployment. This can be used either as a backup 

or for non-latency-dependent services, minimizing the computational overhead on non-

terrestrial segments at non-critical applications. On the NTN side, the regenerative payload 
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may host a UPF on-board the satellite, allowing user-plane traffic to be terminated in orbit and 

routed toward application endpoints without traversing a ground gateway. More generally, the 

latency that drives the WP5 aviation use case and the subsequent WP5 testbed implementation 

motivate terminating user-plane traffic as close to the end user as possible. For the aviation 

use case specifically, this favors UPF placement on-board the aviation cluster, while the on-

board satellite option remains a possibility for other deployment scenarios. Alternative 

configurations, including UPF placement and further variants of the on-board satellite 

arrangement, will be investigated in subsequent activities, together with the investigation of 

CU, DU, and RU placements, with the aim of producing both general design guidelines and 

use-case-specific recommendations. 

At both access tiers, the architecture implements a telemetry element to name the location 

informer. Its role is to expose real-time latency and position information of served end users 

and, in the NTN case, of the serving payload itself to the orchestration layer, so that lifecycle 

decisions can be taken based on current network and location conditions. The location 

informer constitutes a contribution whose detailed design is referred to in subsequent 

deliverables. For the purposes of this deliverable, it is described at the level of this role within 

the architecture, with its high-level definition still under evaluation in the context of the 

orchestration framework that must account for the non-static nature of the non-terrestrial 

segment. 

The management plane is anchored on an NFVO responsible for the lifecycle of network 

services instantiated across the continuum on Kubernetes-based VIMs. Two orchestration 

entities sit above the NFVO and interact with it through its northbound interface. A reactive 

orchestrator, developed within the project for demonstration purposes, takes lifecycle 

decisions, notably UPF repositioning, on the basis of instantaneous QoS measurements, 

without predictive capabilities. A smart orchestrator, introduced in Section 3.3.5, complements 

this reactive path with AI-assisted, policy-driven decision making. Both consume the same 

northbound interface and share a common view of the deployed services. Deployments are 

driven by service descriptors that capture the service definition, the associated QoS 

requirements, and, prospectively, the class of hosting infrastructure (e.g., static versus moving). 

The last extension is noted here as an open design point, to be consolidated in Section 3.3.3. 

Network functions and application services are instantiated across the continuum through 

three complementary mechanisms that differ in their isolation guarantees, resource overhead, 

and startup latency. Virtual machines provide the strongest isolation by abstracting the 

underlying hardware entirely, enabling consistent execution across heterogeneous 

infrastructure regardless of physical architecture; a newer, lightweight variant, the MicroVM 

retains this isolation while eliminating the need for a full operating system instance, reducing 

both memory footprint and startup time to levels approaching those of containers. Containers 

share the host kernel rather than requiring a dedicated Operating System (OS), resulting in 

rapid startup, lower memory consumption, and straightforward dynamic scaling; by bringing 

computation closer to data sources, they reduce latency, and their portability makes them 

particularly well-suited to the heterogeneous, multi-site infrastructure of the continuum. 

Serverless execution abstracts infrastructure management entirely, allowing individual 

functions to be deployed and scaled without provisioning servers; event-driven by nature, 

serverless functions can migrate across tiers in response to real-time network conditions and 
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resource availability, making them a natural fit for burst workloads and latency-tolerant 

processing tasks at the edge. In the NexaSphere architecture, containers are the primary 

instantiation vehicle for CNFs, VMs serve as the hosting substrate for VNFs on Kubernetes-

based VIMs, and serverless mechanisms are considered for specific event-driven monitoring 

and control tasks within the orchestration layer. The architecture will be validated against the 

aviation use case, in which an aircraft acts as a moving endpoint attached alternately or 

concurrently to terrestrial and non-terrestrial access. The actual testbed architecture for this 

use case in the scope of WP5, and the mapping of its components to partners, are described 

in Section 3.4. 

4.1.2 Core Components 

This subsection enumerates the core components of the reference architecture introduced in 

Section 3.1.1 and summarized in Figure 3-1. The components listed in Table 3 span three 

structural axes of the continuum: the infrastructure tiers on which workloads execute, the 

network-function chain that realizes end-to-end connectivity, and the management-and-

orchestration plane that governs placement and lifecycle.   

Table 3 Core components of the TN/NTN edge-cloud-space continuum reference architecture 

Component 

/ capability 
Role in continuum Continuum Tier 

Terrestrial 

compute and 

storage sites 

Central and regional clouds and far-edge sites forming 

the ground tier; host the centralized control plane, the 

5G core, and latency-tolerant or compute-intensive 

workloads. 

Ground 

Spaceborne 

compute sites 

(regenerative 

NTN payloads) 

On-board processing platforms capable of executing 

3GPP-defined functions and possibly hosting a UPF and 

associated workloads in orbit, subject to power, 

thermal, and intermittent-connectivity constraints. 

Space 

Heterogeneous 

transport layer 

Airborne and terrestrial mobile platforms that act as 

moving endpoints and, where capable, as compute 

hosts; introduce the mobility/temporal dimension of the 

continuum. 

Air / mobile 

5G core 5G core hosted on ground infrastructure and shared by 

both access tiers; its control-plane functions manage 

UPF sessions over the N4 interface. 

Ground 

Disaggregated 

RAN 

(RU/DU/CU) 

O-RAN functional-split components, whose placement 

across tiers is a degree of freedom for connectivity 

optimization (placement trade-offs detailed in D3.1). 

TN / NTN 

(distributed) 

User Plane 

Function (UPF) 

User-plane anchor and termination point; deployed 

statically at the TN access site (backup / non-latency 

services) and/or on-board the regenerative NTN payload 

to terminate traffic in orbit. Primary contributor to user-

TN / NTN 

(distributed) 
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experienced QoS; subject to scaling and reprovisioning 

(Section 3.3.4). 

Location 

informer 

Telemetry element instantiated at both access tiers; 

exposes real-time latency and position of served users 

and, in the NTN case, of the serving payload, to the 

orchestration layer. Detailed design deferred to 

subsequent deliverables. 

TN / NTN access tiers 

NFVO (OSM-

based) 

Anchor of the management plane; drives NS/VNF/CNF 

lifecycle across the continuum on Kubernetes-based 

VIMs and exposes the northbound interface (NBI) 

consumed by the orchestration entities. 

Ground (control 

plane) 

Kubernetes-

based VIMs 

Virtualized Infrastructure Managers registered to OSM 

that provide the CNF/VNF execution substrate at each 

site, irrespective of the network segment represented 

(ground, satellite, etc.). 

All tiers 

Reactive 

orchestrator 

Project-developed entity above the NFVO that takes 

lifecycle decisions — notably UPF repositioning — from 

instantaneous QoS measurements, without predictive 

capability; consumes the OSM NBI. 

Ground (control 

plane) 

Smart 

Orchestrator 

AI-assisted, policy-driven orchestration entity (Section 

3.3.5) that complements the reactive path; shares the 

NBI and a common service view with the reactive 

orchestrator. 

Ground (control 

plane) 

Service 

descriptors 

Onboarding artefacts capturing the service definition, 

the associated QoS requirements, and, prospectively, 

the class of hosting infrastructure (static vs. moving); 

drive deployment across the continuum. 

Management plane  

Instantiation 

mechanisms 

VMs (strongest isolation; hosting substrate for VNFs), 

MicroVMs (VM-grade isolation without a full OS), 

containers (primary vehicle for CNFs), and serverless 

functions (event-driven monitoring/control within the 

orchestration layer). 

All tiers  

 

4.2 Energy and Sustainability Considerations 

The project relies heavily on a multi-tier computational environment. The main compute points 

are located in ground stations, basically the classical datacenter entity, while less powerful 

clusters are located either on the edge directly or on board the transport layer (e.g., aviation, 

railway) and in space on board satellites. Special consideration has to be put in the latter layer, 

the satellite layer, where a multitude of different applications have to be carefully categorized 
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in terms of compute, storage, and power consumption in order to accommodate the limitations 

of current space on board processing platforms. Of course, a 5–10-year horizon plan is 

considered, so that we can propose realistic deployment scenarios across the continuum.  

In this section, we present a bare metal cloud deployment comparison that was conducted in 

an on-premises physical cluster in order to have actual estimated computational costs for the 

different computational possibilities for the in-orbit deployment. We have identified four 

possible cloud alternatives that could be deployed in space, reviewing the deployment 

complexity and compatibility with the architectural requirements and the energy parameters 

for their deployment [75].  

The on-board software stack that each candidate has to support is fixed by the architecture: a 

bare K8s distribution plus plugins required by the orchestration layer and network function. 

Specifically, MetalLB and Flannel for the OSM-managed K8s cluster, and Multus to expose 

multiple interfaces to the pods. SR-IOV will also be investigated as a potential requirement 

when we finalize the UPF deployment in the end-to-end deployment. In other words, the 

complete in-orbit stack we are sizing is the K8s distribution together with plugins, RAN 

components, and UPF. The four alternatives we evaluate are vanilla Kubernetes, K3s, MicroK8s, 

and KubeEdge. They span the spectrum from a full control plane to an edge-first runtime: 

vanilla K8s offers every plugin natively but carries the heaviest control-plane footprint; K3s and 

MicroK8s are lightweight single-binary/snap distributions that trade some reconfiguration effort 

for a much smaller footprint, while KubeEdge pushes only a minimal agent and remaining fully 

offline-capable, at the cost of more limited native plugin support. 

Table 4 Comparison of K8s distributions regarding cloud architecture alignment 

Distribution 
Datastore / offline 

tolerance 
Plugin availability vs requirements 

Vanilla K8s Etcd (raft) needs a 

stable internet 

connection 

All required plugins (MetalLB, Flannel, Multus, SR-IOV) 

are supported natively 

K3s SQLite (single node) or 

embedded etcd (HA) 

Flannel default, MetalLB available, both need some 

alterations  

MicroK8s Dqlite (Raft over 

SQLite) 

Flannel, MetalLB, Multus via add-ons, SR-IOV 

configured manually 

KubeEdge No local DB, state 

synced via MQTT 

Limited plugin support 

 

For the current stage of the project, we reviewed only the idle performance of each 

deployment, as an end-to-end system deployment of the components was not yet established 

at the present state of the project. Table 2 reports the idle resource footprint and the 

corresponding power envelope measured on the on-premises bare-metal cluster. To translate 

compute overhead into a hardware-agnostic figure, we assume a conversion rate of 1 vCPU ≈ 

20 GFLOPS for a mid-range x86 core. 
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Table 5 Idle resource footprint and power consumption 

Distribution RAM / node 
CPU Overhead – vCPU 

(~GFLOPS) 

Idle Power 

Vanilla K8s Control plane ~2.5–4.5 

GB, Worker ~1.0–1.5 GB 

CP 1 vCPU – Worker 0.25 – 0.5 

vCPU 

60W – 80W 

K3s Server 1 – 1.5GB, Agent 

0.25 – 0.5 GB 

0.25 – 0.5 vCPU 15W – 40W 

MicroK8s ~ 1 – 1.5 GB 0.25 – 0.5 vCPU 15W – 40W 

KubeEdge 150 – 350 MB < 0.1 vCPU 3W – 10W 

 

The idle figures already show a clear ordering for the power-constrained satellite layer: 

KubeEdge is roughly an order of magnitude lighter than vanilla Kubernetes (single-digit watts 

versus 60–120 W), with K3s and MicroK8s sitting in between at 15–40 W while still exposing a 

more complete, self-contained control plane than KubeEdge. This baseline ranking, however, 

reflects only the orchestration overhead at rest; the relative standing may change once the 

DU/CU and UPF workloads are running. The limited, though, adaptability of the KubeEdge does 

not make it an ideal scenario for our OSM-based cluster management. K3s and MicroK8s 

showcase very similar results, making them the more suitable deployment options for a power 

and compute-constrained environment. 

Future work should investigate the actual resource consumption of the components currently 

running in the deployed environment, as these results may alter the initial findings and 

decisions presented in this section. 

4.3 Continuum Management and Orchestration 

To achieve an end-to-end edge-cloud-space continuum, we depend not only on the underlying 

compute and connectivity infrastructure, but equally on the management and orchestration 

layer that handles how services are placed, monitored, and reconfigured. In the NexaSphere 

architecture, this layer must reconcile a set of requirements that are not typically addressed 

simultaneously by existing orchestration platforms: heterogeneity of the underlying 

infrastructure (virtualized and containerized, terrestrial and non-terrestrial), the distributed and 

mobile nature of the deployment targets (ground sites, aircraft, and satellites), and the need to 

support both standard end-user applications and the connectivity-critical network functions 

that enable them. This section presents the management and orchestration framework 

adopted to meet these requirements, the motivation behind the key design decisions, and the 

mechanisms introduced to extend a conventional orchestrator toward the dynamic, multi-

domain environment envisioned by the project. 

4.3.1 Management Architecture and Framework Overview 

The continuum management has at its base the OSM framework as its management and 

orchestration platform. OSM is one of the more popular solutions in the telco environment as 

it offers a complete lifecycle management of network services across heterogeneous 
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infrastructures. The heterogeneous capabilities suit perfectly with the main requirement of the 

NexaSphere’s end-to-end architecture to enable different infrastructures to interact seamlessly 

with each other and have the possibility to deploy services across the whole infrastructure 

pool. OSM can accommodate both virtualized and containerized workloads in order to provide 

solutions for both legacy deployment methods and handle the cloud native approach that most 

operators are preferring recently and expecting to be the main driving factor in the future. 

Furthermore, OSM is not limited to the deployment of telco-only applications, but it can deploy 

apps of any nature. As specified previously, the edge-cloud continuum vision in the project is 

considered a distributed computational environment where end users will be able to deploy 

their apps based on specific requirements. For example, latency-constrained apps can be 

deployed to an edge cluster closer to the user's location, or computational heavy application 

can be deployed in more centralized clusters with increased compute resources. 

OSM, in its nature, was developed with static infrastructure in mind. Classical datacenters and 

edge telco servers were the primary deployment targets during its development. At its 

conception, the nuance of a mobile infrastructure, either that of a satellite or an airplane per 

se, was an idea that was only a future consideration of research and not an immediate research 

area with actively investigating the best and most fitting solution for the implementation of a 

unified computational environment. After initial consideration of potential alternatives for the 

lifecycle management of the deployed services, we agreed on the OSM approach due to its 

modular design and clearer custom upgrade path in comparison to existing alternatives, a 

crucial parameter for the project to enable the specific features and requirements from the 

envisioned orchestrator. 

We present here that across the control plane of the NexaSphere’s edge cloud continuum, the 

type of management can be classified into two (three) distinct groups. The first group is the 

simpler one, which is how a normal, vanilla OSM distribution is being used. More precisely, the 

OSM layer has full access and is the only decision maker for the actions taken upon that 

specific service, app, or deployment in general. This category is reserved for services that do 

not require enhanced monitoring outside of the capabilities provided by OSM. Essentially, apps 

that are not required for the end-to-end connectivity solution provided by the project will be 

used in the upcoming use case demonstrations. 

On the other hand, the second group of deployable entities requires advanced monitoring from 

the control plane, as they are essentially the components that enable user connectivity to the 

data network and to network services as a whole. The connectivity requirements specify the 

need for a highly reconfigurable network that adapts to the link status, to satellite placement 

and user traffic, and other QoS parameters that are specified from a certain demonstratable 

scenario. 

As described in the testbed architecture, the 5G control plane and the continuum control plane 

are both static, centralized software located in different clusters. The connection optimization 

then, is subsidized to the optimal placement of the O-RAN components and UPF. More 

information about the disaggregated RAN limitations and trade-offs of the different placements 

can be seen in the D3.1 deliverable. In the scope of this deliverable and the following D5.2, we 

approach the above components strictly as software components, and we try to provide 

optimal solutions on the management software side. 
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4.3.2 MANO in the Edge-Cloud Continuum 

MANO responsibilities covered by the current codebase and documentation: 

onboarding/updating network services, driving installation workflows, and maintaining the 

interface contracts toward Kubernetes as VIM. Repository maintenance notes (docs/general-

fixes.md) capture pragmatic ecosystem drift fixes (e.g., Helm chart repository migrations 

affecting Virtual Network Function Descriptor (VNFD) packaging workflows), which are first-

class concerns for sustainable MANO operations in fast-moving upstream ecosystems. 

4.3.3 UPF placement and User traffic reprovisioning 

A critical component for the end-to-end connectivity between the User Equipment (UE) and 

the data network is the UPF. During the project, we have identified the importance of the 

optimal placement of the UPF across the different continuum components (i.e., on-board the 

aircraft, on-board a satellite, on the ground, etc.) as a main contributor to the overall QoS 

experienced by the users. During the second half of the project, we aim to test different UPF 

placement profiles. The different profiles that have been identified and are in the scope to be 

conducted are the following.  

The first profile, placing the UPF closer to the user, aims for the lowest latency between the UE 

and the UPF, having as a main tradeoff the increased latency between the 5G control plane 

and the UPF, while also having a more restricted RAN placement due to the natural data flow 

required for the establishment of connectivity. Another aspect to be measured is the 

computational overhead needed for hosting most components of the RAN and the UPF in the 

same platform, which is a soft requirement imposed by this particular approach.  

A second approach, with an intermediate placement of the UPF, usually on a satellite, will also 

be considered. This approach aims to overcome the unbalanced latency between UE-UPF and 

UPF-Data Network. Also, it provides a much larger leeway on the disaggregated RAN 

placement as the soft requirement imposed by the first approach does not exist. A possible 

approach would be to have the UPF on board one satellite and different RAN components on 

other satellites or on board the aircraft directly. This would result in a more linear and direct 

data flow in comparison to the first approach, where a cyclic flow would be possible in specific 

placements when considering computing limitations on board the aircraft, resulting in task off-

loading. The main limitation with this approach would be the more frequent UPF reprovisioning 

tasks as the satellite has predetermined operating windows outside of which the UPF will not 

be accessible by either the transport vertical (i.e., aviation) or the 5G core, requiring updating 

the current session between the UE and the core network with an accessible by both UPFs.   

Lastly, a centralized approach will also be measured, where the UPF will not be located at the 

edge but co-located with the deployment of the 5G control plane. This will require no 

reprovisioning and session updates on the 5G core side, as the UPF will be a static entity in 

the architecture. Of course, this will not result in optimal latency on the service side, but in 

cases where satellite availability is limited, and computational overhead does not suffice for the 

use of an UPF at an edge site. The relation between the relevant components of the 

NexaSphere’s continuum architecture can be seen in Figure 3-1. 
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Figure 4-2: Orchestration architecture in which the UPF actioner, running on the orchestrator, scales/manages the 

5G UPF based on metrics gathered from OSM and the 5G core 

As can be seen in Figure 3-1, the orchestrator is interacting with both the OSM and the 5G 

core directly. The UPF is containerized and deployed in a K8s cluster registered as a VIM 

through the OSM interfaces, regardless of the network segment it might represent (i.e., 

satellite, ground, etc.). The OSM layer has full metrics access both for the deployed Kubernetes 

Deployment Unit (KDU), meaning the UPF deployment directly and the cluster as a whole. 

Metrics like CPU load, RAM usage, and a variety more are exposed through the NorthBound 

Interface  (NBI), which are accessed from the orchestrator. From the 5G core side, the UPF is 

connected through the N4 interface with the control plane, and the SMF gathers information 

about the sessions established on the UPF. The 5G core, through its management interface, 

can expose user traffic-specific metrics that are later accessed by the orchestrator.  
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Figure 4-3: UPF actioner decision logic. Selects between two actions: scaling (computation-driven) and 

reprovisioning (latency/resource-driven) 

The two main actions imposed on the UPF that we are expecting to deal with based on the 

gathered metrics are the UPF scale action and the UPF reprovisioning action. The workflow of 

the actions can be seen in Figure 3.2. In the case of the scaling action, the orchestrator triggers 

the scale operation directly through OSM, which in turn propagates the scaling command to 

the Kubernetes pod level, and concurrently informs the 5G core through the management 

interface to reflect the new capacity state of the UPF. The scaling action is primarily considered 

when computational restrictions are identified on the node where the UPF is deployed. In the 

case of the reprovisioning action, which is particularly relevant for NTN deployments where 

latency constraints and resource unavailability are more prominent, the orchestrator 

coordinates two parallel operations: the 5G management is notified to handle the necessary 

session updates for the affected UPF, while OSM is instructed to associate the network service 

with a different, already instantiated UPF instance. It is worth noting that in the reprovisioning 

scenario, the expectation is that the target UPF is pre-deployed and available, meaning the 

orchestrator simply redirects the network service binding rather than triggering a fresh 

instantiation. In both action paths, the UPF Actioner acts as the decision-making entity within 

the orchestrator, evaluating the merged telemetry from OSM and the 5G core and determining 
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which corrective action is appropriate based on the nature and severity of the detected 

condition. 

4.3.4 Smart Orchestration Definition 

Smart orchestration (compound AI, serverless execution, adaptive selection/scheduling) is 

elaborated in the CNIT/TUW-led subsections of this deliverable. Relative to the Eight Bells 

control plane, smart orchestration is expected to consume: (i) telemetry and state from 

managed clusters; (ii) placement constraints, including geolocation; and (iii) policy/SLO signals 

to trigger OSM-level lifecycle actions. The exact API contracts and reference workflows will be 

tightened in D5.2 with W4 co-verification results. Along with this, to help the smart orchestrator 

with the state of the underlying infrastructure hosting the network functions, CNAM developed 

a monitoring and state assessment functionality, which is elaborated in the following subsection 

(3.3.5.1). 

4.3.4.1 System Monitoring and State Assessment 

We leverage the Data Pipeline System (DPS) proposed in [76] and adapt it to support system 

monitoring across 3D networks that integrate terrestrial and non-terrestrial components. The 

system targets deployments where AI Functions (AIFs) are distributed across the edge–cloud-

space continuum and require timely, relevant, and preprocessed network data for both training 

and inference. Figure 4-4 shows the architecture of such an AIF. This architecture is proposed 

in a different EU project (AI@EDGE) and disseminated through different deliverables [77] and 

a research article [78]. The primary goal of the DPS is to decouple data producers from data 

consumers while ensuring scalability, efficiency, and adaptability to heterogeneous network 

conditions. 

 

Figure 4-4: AIF architecture [78] 

The DPS serves as an intermediary layer that connects network data sources to AIFs by 

automatically selecting relevant features, preprocessing raw measurements, and delivering 

data streams in a form suitable for machine learning tasks. This architecture is shown in Figure 
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4-5. This includes handling diverse data types originating from different layers of the 

infrastructure stack and harmonizing them for consistent consumption by anomaly detection 

models. By abstracting data access and preprocessing, the DPS reduces the complexity 

imposed on AIF implementations and enables rapid deployment across distributed 

environments. 

 

Figure 4-5: Data Pipeline System [76] 

Data dissemination within the DPS is achieved through a topic-based publish/subscribe 

mechanism, allowing network data to be selectively routed from specific sources to designated 

AIF instances. This approach supports multiple concurrent consumers and enables fine-

grained control over data flows. Network data are temporarily stored using a buffering function 

that queues incoming streams until they are retrieved, while an integrated preprocessing 

function performs on-the-fly transformations such as filtering, aggregation, and normalization 

using stream processing techniques. These capabilities are essential for minimizing latency 

and ensuring that AIFs receive data in near real-time. 

The AIF in use here is a component of a distributed anomaly detection system. We define an 

anomaly as a considerable deviation in the observed metrics of a given system from its nominal 

behavior. Within the TN/NTN edge-cloud-space continuum hosting network functions, we are 

exploring three principal classes of performance anomalies, each arising from distinct 

upstream causes. Resource-pressure anomalies manifest as saturation of compute, memory, 

or I/O resources at the host or container running a network function and are typically driven 

by traffic surges such as UE attach storms or signaling bursts, by under-provisioned replicas 

relative to current load, or by noisy-neighbor contention between co-located functions. Inter-

NF coordination anomalies surface as elevated end-to-end latency and jitter between 

communicating network functions, with the principal cause being the placement of 

components of a service function chain across TN/NTN boundaries, where path traversal over 

feeder links or inter-satellite links inflates the effective inter-component delay. Cross-site 

imbalance anomalies appear as utilization concentration or starvation across the federation of 

edge sites and are typically caused by placement and scheduling policies that fail to anticipate 

the load shifts induced by NTN visibility transitions or by terrestrial-side mobility events. These 

three classes constitute the target of the federated anomaly detector developed in this 

contribution. 

As shown in Figure 4-6, the anomaly detection functionality relies on an FL paradigm in which 

distributed AIF clients train local models without sharing raw data. Each client employs an 

LSTM-based autoencoder to learn normal network behavior and detect deviations indicative 

of anomalies. Model updates are periodically exchanged among clients and coordinating 

entities, enabling collaborative learning while preserving data locality and reducing 
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communication overhead. This approach is particularly well-suited to 3D networks, where 

bandwidth constraints and privacy considerations are prominent. 

 

Figure 4-6: Federated learning-based system state assessment [78] 

Integration between the DPS and the anomaly detection AIF is achieved through the interface 

if5 shown in Figure 4-6, that support continuous data streaming. The streaming interface (if5) 

enables seamless delivery of preprocessed network data, while the control interface (if2) 

facilitates the exchange of model parameters and coordination signals required by federated 

learning. The overall design provides a modular and extensible foundation for AI-driven 

monitoring, capable of supporting future enhancements and additional AIFs beyond anomaly 

detection. 

 

Figure 4-7: Autoencoder-based neural network 

The anomaly detection model within each AIF client is built on autoencoder neural networks 

trained, in an unsupervised manner, on data representative of nominal system behavior, that 

is, on samples that are free of anomalies. The encoder learns a compact, lower-dimensional 

representation of the input metric vector, and the decoder learns to reconstruct the original 

input from this latent representation, as illustrated in Figure 4-7. Because latent-space 
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compression necessarily involves information loss, the reconstruction error is small for inputs 

that resemble those seen during training and grows for inputs that depart from the nominal 

distribution. At inference time, the reconstruction error is compared against a detection 

threshold, set as the 𝑛 − 𝑡ℎ percentile of the reconstruction error distribution observed on the 

training data, which provides a tunable trade-off between detection sensitivity and false-alarm 

rate. To handle the heterogeneity of metrics observed across the layers of the infrastructure 

stack, physical, virtual, network-function, from both the TN and NTNs, the input space is 

partitioned into resource-type groups, and one autoencoder is trained per group at each client. 

This per-group decomposition allows each model to specialize on a homogeneous metric 

subset, improving detection accuracy, and provides a natural localization of the detected 

anomaly to the resource type whose reconstruction error (RE) first crosses the threshold. The 

RE is a Mean Squared Error (MSE) as shown in the following formulation, 

𝑅𝐸 =  ∑‖𝑍𝑗 −  𝐼𝑗‖
2

𝑝

𝑗=1

>  𝑇 

The output of the detection layer, anomaly events annotated with the affected resource group 

and the associated contextual telemetry, serves as the input for CNAM's contribution to 

automated reconfiguration management in the AI-based resource management section. The 

system state assessment functionality presented here, therefore, plays a dual role: as a 

monitoring capability in its own right, and as the observability substrate that drives downstream 

resource-management decisions, together completing a closed-loop architecture in which 

detection and reconfiguration are co-designed components of a single AI-driven control plane 

for the TN/NTN edge-cloud-space continuum. 

We leverage a dataset (output of T4.3) to simulate the data exchange and train the anomaly 

detector. We study the impact of variable delay on the performance of the anomaly detector, 

as such a variable delay can introduce the straggler problem for the distributed anomaly 

detector. 

4.4 Simulation and Testbed Validation 

For the purposes of WP5, we decided to create a demonstrator that will be mainly focused on 

the aviation use case and will provide the baseline for the more advanced testbed implemented 

and used for the forthcoming WP6 Proof of Concepts (PoCs). The actual integration and 

connection of the demonstrator is currently in development, with the result expected to be able 

to host a full 5G end-to-end connectivity from the simulated aviation cluster to the 5G core. 

The testbed is not meant to replace the PoC validator, but it is expected to validate the base 

functionalities of the components developed for the purposes of WP5 and test the distributed 

end-to-end connectivity and service availability across the distributed partner cluster 

environment. The overall layour of the demonstrator with the actual distribution of components 

across the partner premises is depicted in Figure 3.8.  
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Figure 4-8 WP5 Demonstrator Topology 

As in line with the project requirements and vision, the networking components have to be 

modular and easily placed in the optimal position for latency, throughput, and user satisfaction. 

The simulated aviation cluster is hosted on the RAVE premises (left of Figure 3.8), which acts 

as the aircraft side access of the chain: it runs a disaggregated gNB, with the distributed and 

radio units (DU/RU) co-located with the user-plane central unit (CU-UP), to which UEs on boad 

the airplane connect directly to either a local data network or an internet brekaout. RAVE 

additionally hosts the local edge resources required by the aviation PoC of the testbed which 

include an optional local UPF for early traffic termination, and a content server. The 5G control 

plane is hosted on the RomARS premises with the addition of the UPF both provided by HPE: 

both the control plane (CU-CP for the control plane of the CU of the RAN, SMF and the 

remaining 5GC control functions) and the user plane (UPF run there as the HPE 5GC, as shown 

on the right of Figure 3.8.  

This is the main networking block of the testbed, terminating the control- and user-plane 

interfaces (N2/N3, N4, E1, F1-C) and providing the connectivity to the data network. Notably, 

the central unit is split across sites. The control-plane part (CU-CP) sits with the core at 

RomARS, while the user-plane part (CU-UP) sits with the DU/RU at RAVE, so that the E1 and 

F1-C interfaces themselves traverse the distributed network environment. 

The management plane (i.e., OSM and orchestrator) is located on Eight Bells' premises, and 

an extra edge cluster will be hosted there. The specific representation of that cluster is 

something that is currently being discussed with the partners, as the status of the demonstrator 

is still at an early stage, and all the details are yet to be defined. Nonetheless, that edge cluster 

will facilitate an energy-constrained cluster with specific capabilities.  
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Due to the partners distribution, the premises are interconnected over the public Internet by 

means of two VPN overlays, shown in the central part of Figure 3.8. The access segment at 

RAVE attaches to one overlay, whereas the core and the management plane attach to the 

other. Between them, the overlays carry the 5G interfaces, E1, F1-C, N2/N3, N4, N6 and OAM. 

The DLR premises sit at the junction of the two overlays and host the satellite emulator that 

bridges them (top of Figure 3.8). In this arrangement, the emulated constellation provides the 

non-terrestrial backhaul between the RAVE aviation cluster and the RomARS core, rathen than 

acting as an isolated add-on to the topology. 

The two current possibilities for the second Eight Bells cluster are to demonstrate the terrestrial 

or the non-terrestrial side of the 3D network. In the latter case, specialized emulation of satellite 

software provided by DLR will emulate a satellite constellation that was described in the 

previous paragraph. In the first simulation examples, a single satellite constellation will be 

tested for basic end-to-end connectivity with the option to include a more complex satellite 

layout later with a focus on a migration scenario network reconfiguration. 
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Section 5: AI-based Resource Management  
AI-based resource management pursues AI/ML-driven prediction, classification, and 

reconfiguration for 3D networks that integrate terrestrial and non-terrestrial infrastructure. 

Achieving this objective requires complementary capabilities at distinct levels of the stack, and 

the task is therefore organized around four coordinated lines of work, with contributions from 

one or more partners and detailed in the subsections that follow. TUW and Eight Bells 

contribute AI/ML approaches for predicting mobility and path conditions, with Eight Bells' 

contribution expected during the second half of T5.3’s timeline. CNAM designs an AI/ML-

driven 3D edge cloud reconfiguration framework that issues combined resource-management 

decisions over the integrated TN/NTN edge-cloud continuum. CNIT addresses the mobility 

management problem in 3D networks, tackling the heterogeneous nature of terrestrial and 

non-terrestrial access points to ensure session continuity across the federation. UNINA and 

STA develop data distillation approaches that compress the large volumes of telemetry and 

signalling expected to be exchanged in 3D networks into compact representations suitable for 

the AI/ML components above. 

5.1 Autonomous reconfiguration for 3D networks 

The reconfiguration decisions issued by the framework are, fundamentally, resource 

management decisions. Each intent, whether scaling a container, placing a workload at a 

particular edge site, or steering traffic across an alternative path, determines how compute, 

memory, and network resources of the TN/NTN edge-cloud continuum are allocated to running 

network functions at a given moment. Cast in this light, the framework operates as a closed-

loop resource manager that continuously adjusts the assignment of workloads to the federated 

pool of TN and NTN resources in response to observed and anticipated disturbances. This 

positioning aligns the contribution with the broader objective of T5.3. 

Management of 3D networks requires not only the detection of abnormal behavior but also the 

ability to respond through timely and coordinated reconfiguration actions. Variability in latency 

and performance across terrestrial and non-terrestrial network segments introduces 

challenges for maintaining stable operation, particularly when learning-based mechanisms rely 

on distributed model updates that may arrive asynchronously. These characteristics 

necessitate adaptive management strategies that account for heterogeneous and dynamic 

network conditions. 
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Figure 5-1: Autonomous reconfiguration management for 3D networks. 

We propose a comprehensive management framework, as shown in Figure 5-1, to address 

abnormal behavior affecting the underlying infrastructure stack, including computing, 

networking, and radio resources. Continuous monitoring provides a detailed assessment of 

system state, enabling the identification of performance degradation, failures, or resource 

inefficiencies. This state information forms the basis for triggering corrective actions aimed at 

restoring the system to its desired operational conditions. Reconfiguration actions encompass 

both node-level and link-level interventions, such as horizontal scaling of resources and traffic 

re-routing across available paths. The availability of multi-path connectivity, particularly in non-

terrestrial network segments, creates opportunities to enhance resilience but also increases 

management complexity. Incorrect or delayed reactions to abnormal conditions can have 

significant consequences for resource utilization and service continuity. To automate decision-

making in such scenarios, an Automated Reconfiguration Management approach based on 

DRL is introduced. A learning agent observes the current system's state, evaluates the impact 

of potential actions through a reward function, and selects reconfiguration strategies that 

mitigate detected abnormalities. The definition of the action space, state representation, and 

reward structure is critical to achieving effective and stable behavior. Different architectural 

configurations for the learning agent are under consideration, including centralized control 

over both terrestrial and non-terrestrial domains, separate agents per domain, and fully 

distributed multi-agent systems. Each configuration presents trade-offs in terms of scalability, 

coordination overhead, and responsiveness. The resulting framework complements existing 

orchestration platforms by handling exceptional conditions that require adaptive and intelligent 

intervention, enabling largely autonomous operation with minimal human involvement. The 

framework consumes anomaly events produced by an upstream federated anomaly detection 

layer (4.3.4.1) and issues reconfiguration intents that steer the edge-cloud continuum back to 

nominal operation. The intents are expressed over a joint action space that combines container 

scaling, workload placement across TN/NTN edge sites, and load-balancer steering between 

paths, enabling the agent to react not only to local resource pressure but also to disturbances 

induced by the path heterogeneity and mobility dynamics characteristic of 3D networks. 
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The methodology follows a three-step construction that incrementally extends the 

reconfiguration action space. The first step considers container scaling as the sole 

reconfiguration lever, establishing a baseline in which the agent decides whether to scale a 

container vertically (scale-up or scale-down) or horizontally (scale-out or scale-in), or to leave 

the configuration unchanged. The second step extends the action space to combined scaling 

and placement, allowing the agent to migrate or instantiate workload replicas across TN edge, 

NTN-adjacent edge, and, where available, on-board satellite compute candidates, in response 

to mobility events and visibility transitions. The third step introduces path steering as an 

additional dimension, yielding a {scale, place, steer} joint action space in which the agent learns 

when each lever is appropriate and, more importantly, when they should be combined to 

recover from compound disturbances. This staged construction also supports a clean ablation 

across the contributions of the three action types. 

The DRL framework casts reconfiguration as the dynamic discovery of recovery rules for 

previously unseen anomalies, rather than as the application of a fixed, hand-engineered policy. 

The state representation builds on a vector of mean squared error (MSE) signals summarizing 

how far observed infrastructure metrics deviate from their nominal behaviour at each decision 

step, providing the agent with a compact, denoised view of the system condition. The action 

space is structured to admit feasibility constraints: not all actions are admissible in all states — 

vertical scale-up on a fully utilized CPU, for instance, is not a valid action. A policy, which is 

defined as follows: 

𝜋: 𝒮 →  𝒜,    𝜋(𝑠) =  𝑎 

should comprise of feasible actions, which both stabilize training and prevent the agent from 

issuing intents that the executor cannot fulfill. The reward function trades immediate anomaly 

resolution against the operational cost of reconfiguration, discouraging unnecessary or 

destabilizing actions while rewarding sequences that restore the system to a healthy regime. 

The following reward function is designed to allow the agent to learn an appropriate policy to 

perform autonomous reconfiguration. 

𝑟(𝑠𝑘) =  {

1

‖ℎ‖
, 𝑖𝑓 𝒜𝑠𝑘

 𝑖𝑠 𝑓𝑒𝑎𝑠𝑖𝑏𝑙𝑒

𝑒−‖ℎ‖, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

 

where, 𝒜sk
 is an action or subset of actions selected at each epoch. The following Q-function 

dynamics underpin the agent's ability to plan over multiple decision steps rather than 

greedily optimize a one-shot outcome. 

𝑄∗(𝑠, 𝑎) =  𝑟(𝑠, 𝑎) +  𝛾 ∑ 𝑝(𝑠′|𝑠, 𝜋(𝑠)) max
𝑎′

𝑄∗

𝑠′∈𝒮

(𝑠′, 𝑎′) 

Validation activities are currently under preparation: 

1. Experiments will study the impact of variable latency on the agent's learning and 

decision quality, isolating the two factors that most directly stress the framework when 

lifted from a homogeneous terrestrial deployment to a federated TN/NTN one.  
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2. We will investigate centralized versus distributed control architectures, contrasting 

single-agent and multi-agent reinforcement learning configurations to characterize the 

trade-offs between coordination quality and the scalability and robustness benefits of 

decentralized reconfiguration in a federated setting. Subject to feasibility, a targeted 

experimental campaign on the WP5 testbed will be proposed to evaluate the 

framework in conjunction with the contributions of other partners under realistic 3D 

network conditions. 

5.2 AI-driven, serverless orchestration framework  

Managing Compound AI workflows across the TN/NTN continuum requires orchestration 

mechanisms that remain effective under heterogeneous resources, intermittent connectivity, 

and changing energy conditions. Static deployment assumptions are insufficient when AI tasks 

may move between terrestrial edge nodes, cloud resources, aerial platforms, and orbital nodes 

with different latency, cost, and energy profiles. The resulting framework combines three 

layers. Section 4.2.1 defines the programming and architectural layer through which 

Compound AI workflows are expressed. Section 4.2.2 describes the serverless execution 

substrate that enables these workflows to run across heterogeneous infrastructure. Section 

4.2.3 details runtime mechanisms for model adaptation and resource-efficient scheduling, with 

dedicated mechanisms for the space tier where orbital constraints require specialized 

treatment. 

5.2.1 Architectural Design for a Compound AI-Driven Orchestration 

Orchestrating Compound AI workloads requires the orchestration layer to match the 

modularity of the pipelines it manages. The Compound AI reference architecture documented 

in D4.1 §5.2 defines this structure through typed functional units, deterministic system 

components, and workflow coordination units. D4.1 specifies the component types and their 

interactions, while Section 4.2 focuses on how such systems are programmed and 

orchestrated across the edge-cloud-space continuum. To this end, PLAIground serves as a 

declarative programming model that realizes the D4.1 reference architecture for the edge-

cloud-space continuum [56]. PLAIground introduces two core abstractions. The 

Compoundable Model Abstraction separates task semantics from the AI model assigned to 

the task and from the infrastructure on which the task executes. Each compoundable model 

defines a task contract with functional and non-functional requirements, and a data contract 

with input and output schemas. Model selection and infrastructure binding are resolved at 

deployment or scheduling time, enabling the same workflow to execute across edge, cloud, or 

satellite nodes without modification. The Declarative Workflow Specification represents 

workflows as directed graphs of compoundable models with explicit data-flow and control-

logic edges. Workflow structure is defined independently of model selection, supporting use-

case-driven development without binding the workflow to a specific deployment configuration. 

These abstractions operationalize the CFU and WCU contracts defined in D4.1 §5.2.1. The 

contract-based design also enables automatic identification of compatible AI models for each 

task. During deployment, PLAIground's model matching mechanism filters the registry of 

available models against task and data contracts. The mechanism eliminates models that fail 

to satisfy task type, schema compatibility, or minimum accuracy requirements. This reduces 

the candidate space by up to 82 percent across evaluated workflows. The remaining 
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candidates, together with their performance profiles and deployment specifications, are 

bundled into a system contract consumed by the runtime mechanisms in Section 4.2.3. Figure 

4.2.1 illustrates the PLAIground design process and the decoupling between workflow 

declaration and infrastructure binding. PLAIground, therefore, provides the contract surface 

on which the execution models of Section 4.2.2 and the orchestration mechanisms of Section 

4.2.3 operate. 

        

Figure 5-2: Proposed design process for Compound AI systems using the PLAIground programming model. The 

diagram illustrates how the declarative workflow specification and model execution (left) is decoupled from the 

underlying infrastructure and configurations (right). 

5.2.2 Serverless Deployment and Execution Models 

Deploying Compound AI workflows across the edge-cloud-space continuum requires 

execution models that account for the structural constraints of each tier. LEO satellites operate 

within visibility windows lasting only a few minutes, making persistent function deployment 

impractical. Scale-to-zero is a structural requirement on the space tier, not optimization. The 

Compoundable Model Abstraction from PLAIground maps each Compound AI functional unit 

onto a deployment-target-agnostic function whose infrastructure binding is resolved at 

scheduling time. The same Compound AI workflow can therefore execute across terrestrial, 

aerial, and orbital nodes without modification, while runtime placement remains responsive to 

latency, resource, and energy constraints. 

The execution model uses WebAssembly as the runtime basis for serverless Compound AI 

functions. WebAssembly provides a compact, sandboxed execution environment suited to 

resource-constrained satellite and edge nodes. Marcelino et al. [79] provide an empirical 

characterization of Wasm runtimes in an edge-cloud continuum through Lumos. AoT-compiled 

Wasm produces images up to 30x smaller than container-based runtimes and reduces cold-

start latency by up to 16%. Interpreted Wasm, by contrast, exhibits 30-55x higher warm latency 

and 7-10x I/O serialization overhead. Inter-function data transfer, therefore, becomes a primary 

bottleneck for AI pipeline workloads. Marcelino et al. [Mar25d] address this limitation through 

Roadrunner, a sidecar shim that maps function memory along a virtual data path, bypassing 

serialization and kernel-space copies. Figure 4.2.2 summarizes the communication models 
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used to reduce data movement between WebAssembly-based serverless functions. 

Roadrunner achieves 44-89% lower inter-function communication latency, 97% serialization 

overhead reduction, and a 69x throughput increase compared to baseline Wasm serverless 

runtimes. 

 

   
 

Figure 5-3: Roadrunner communication model for efficient inter-function data transfer in WebAssembly-based 

serverless workflows. The figure compares HTTP, user-space, kernel-space, and network-level data transfer paths, 

illustrating how Roadrunner reduces buffering across the execution substrate. 

Compound AI inference functions also vary in their hardware requirements. Reisecker et al. 

[80] address this through Gaia, a GPU-as-a-Service mechanism for serverless AI in the 3D 

continuum. Gaia classifies functions at deploy time using an Execution Mode Identifier and 

uses a Dynamic Function Runtime to promote or demote functions between CPU and GPU 

backends based on live SLO evaluation. End-to-end latency is reduced by up to 95% for GPU-

eligible functions. Marcelino et al. [40] analyze cost distribution across serverless workflows in 

the 3D continuum through Cosmos. Data transfer and state management account for up to 

75% of the cost in data-intensive workflows on AWS. BaaS services account for up to 97% of 

the cost in compute-intensive AI inference workloads on GCP. These cost signals inform the 

scheduling and placement decisions described in Section 4.2.3. The execution substrate 

further composes with HyperDrive [30] and Databelt [40] for substrate-level scheduling and 

stateful data path management. Current integration focuses on terrestrial and cloud execution, 

while space-tier behavior is examined through mechanisms described in Section 4.2.3. 

5.2.3 Orchestration Mechanisms  

The orchestration layer manages the runtime behavior of Compound AI workflows across the 

edge-cloud-space continuum. It enables adaptive task-level model selection and supports 

resource-efficient scheduling for distributed AI execution. For the space tier, it incorporates 

dedicated mechanisms that account for orbital constraints, including battery telemetry and 

inter-satellite link availability, which require specialized treatment. 

5.2.3.1  Dynamic Adaptation and Model Selection 

The optimal model for a Compound AI task changes as compute availability, network 

conditions, and energy budgets shift across the continuum. A model that satisfies SLOs on a 

well-provisioned edge node may violate those SLOs when executed on a satellite under battery 

constraints. Pixie provides runtime adaptive model selection at the task level and operates on 

the Compoundable Model Abstraction of PLAIground. Pixie monitors task-level and system-

level resource metrics through windowed moving averages. When observed resource 
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consumption approaches the SLO limit of the most constrained resource, Pixie switches to a 

less resource-intensive candidate from the system contract. When all SLO dimensions show 

sufficient headroom, Pixie upgrades to a higher-accuracy candidate. Evaluation across two 

representative Compound AI workflows demonstrates that Pixie satisfies multiple SLO 

dimensions simultaneously compared to static baselines. In a wildfire detection workflow 

operating under a fixed energy budget, Pixie achieves 91.2% effective accuracy across the full 

workload, compared to 33.8% for the accuracy-optimized static baseline, which exhausts its 

budget after processing 36% of requests. In a question answering workflow with simultaneous 

accuracy, latency, and cost SLOs, Pixie improves accuracy by 4 to 6 percentage points over 

cost- and latency-optimized baselines. Against the accuracy-optimized baseline, Pixie reduces 

cost by 21 times while maintaining comparable accuracy. Pixie operates at the model-selection 

granularity. Gaia [80] operates at the hardware-backend granularity, promoting or demoting 

functions between CPU and GPU backends based on live SLO evaluation. Compass [81] 

operates at the workflow-configuration granularity, switching between Pareto-optimal workflow 

configurations in response to load. The three mechanisms address adaptation at 

complementary granularities. 

Adaptation also applies at the inference-partitioning level when the deployment crosses the 

space tier. Satellites operate under severe energy limits, intermittent communication windows, 

and eclipse-driven battery variations that alter the cost landscape of on-board inference. STLT 

[Sta26b] addresses energy-aware distributed inference between LEO satellites and ground 

stations. An offline DNN analyzer identifies a minimal set of optimal split points through convex 

hull analysis, reducing the search space by 27.9% compared to exhaustive split-point analysis. 

An on-board algorithm dynamically selects the split point from this pre-computed set based 

on current satellite battery telemetry. Figure 4.2.3 shows this split-selection workflow across 

the offline ground-side analysis, online satellite-side decision, and tail-end inference at the 

ground station. Decision overhead is 0.003 ms and 0.012 mJ per decision, which is negligible 

for execution on resource-constrained satellite hardware. Evaluation across real-world 

operational scenarios demonstrates energy reduction of up to 80% compared to baseline 

approaches. 

 

Figure 5-4: STLT architecture for adaptive satellite–to-ground split inference. It combines offline DNN analysis, 

telemetry-aware split-point selection on LEO satellites, on-board partial execution, and ground-station tail-end 

inference. 
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5.2.3.2  Resource-Efficient Scheduling 

Distributed AI training and inference workloads on heterogeneous compute devices suffer 

from stragglers. More specifically, devices that cannot meet a scheduling deadline waste 

computation and consume energy without contributing to the result. ProbSelect is a 

probability-based device selection algorithm for resource-efficient distributed AI execution 

[82]. ProbSelect relies on an Analytical Latency Model that predicts GPU training time from 

hardware and workload specifications, without continuous monitoring or historical data 

collection. Across heterogeneous architectures, including RTX4090, V100, A100, A40, and T4 

GPUs, the model achieves a prediction error below 5% MAPE. ProbSelect selects only devices 

whose probability of meeting the deadline SLO exceeds a user-defined threshold. Evaluation 

demonstrates a 13.77% improvement in SLO compliance and a 72.5% reduction in 

computational waste compared to baseline approaches. Reducing wasted GPU computation 

directly reduces energy consumption, which is significant for resource-constrained TN/NTN 

deployments. 

ProbSelect addresses scheduling across heterogeneous terrestrial hardware. However, 

scheduling distributed inference across LEO constellations introduces additional constraints, 

including orbital dynamics, ISL availability, and ground-station contact windows. The Constella 

framework aims to address these challenges through a distributed scheduling approach. 

Specifically, Constella separates satellites into two roles. Processors execute DNN inference 

on captured data. Communicators relay results to ground stations via ISLs. An offline 

Constellation Resource Identifier determines the DNN split layer and the minimum-cost satellite 

configuration, formulated as a mixed integer linear program and solved for global optimality. 

An online Latency-aware ISL Assignment algorithm routes data within the constellation 

dynamically, selecting the communicator with the earliest ground contact for each inference 

task. Evaluation on a real-world satellite dataset demonstrates a reduction in system cost by 

up to two orders of magnitude, a 2.7x reduction in end-to-end inference latency, and an 

inference success rate of at least 81.9% compared to conventional approaches. 

5.3 AI/ML data distillation and light-weight ML models 

This section reports initial results from UNINA + STLA toward task‑aware data distillation and 

lightweight ML for efficient, reliable AI execution across TN/NTN edge–cloud continuum. 

5.3.1 Scope and Objectives 

Connected vehicles generate massive telemetry streams (e.g., CAN bus signals, GNSS traces, 

and event logs) often complemented by perception data. Transmitting all this across TN/NTN 

links is costly and generally infeasible. Our focus is on practical, deployable strategies to 

reduce data volume while preserving acceptable performance for downstream tasks such as 

hazard detection and diagnostics. To this end, we plan to explore data distillation techniques, 

as well as feature selection and grouping combined with lightweight compression, aiming for 

immediate integration into automotive pipelines. 

5.3.2 Industrial data basis 

To ground the design space in real-world constraints, STLA and UNINA conducted a data 

census over the telematics data warehouse at STLA, identifying several meaningful data 

collections with metadata that includes daily volume, trigger type (event/time-based), number 
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of contributing vehicles/day, structure/schema, and collection frequency. This confirms the 

breadth and heterogeneity of automotive data and the need for data distillation techniques to 

handle the large amount of generated data, particularly under intermittent NTN connectivity 

and strict latency/energy constraints. The census is the starting point to determine (i) which 

collections are candidates for distillation; (ii) what features are minimally sufficient per service; 

and (iii) which transport/placement strategies are feasible across the continuum. 

5.3.3 Simulation-based validation and Synthetic Data Generation 

To validate data reduction strategies under realistic conditions, we are currently developing a 

simulation framework that integrates mobility and network simulators. This approach serves 

two purposes: (i) evaluating the impact of feature selection and data distillation on service-level 

objectives, and (ii) generating synthetic datasets for experimentation, given that real-world 

automotive data cannot be used directly due to privacy constraints. 

The framework integrates SUMO [83] for traffic and mobility modeling with OMNeT++ for 

network simulation, extended with V2X communication stacks (e.g., Veins/Artery) and NTN 

overlays. This combination allows us to emulate complex vehicular scenarios where safety-

critical messages traverse hybrid TN/NTN paths under variable coverage and latency 

conditions. Our initial PoC focuses on a road-hazard warning dissemination scenario in 

mountainous terrain (Stelvio Pass, Italy), which stresses the system with intermittent 

connectivity.  

5.4 Predictive Orchestration Framework 

Vehicular edge computing is adopted as the target environment due to its highly dynamic and 

mobility-intensive characteristics, which make it a suitable scenario for evaluating predictive 

orchestration mechanisms. The rapid changes in network topology, resource availability, and 

connectivity provide a challenging setting for validating resource management and service 

continuity strategies. The proposed framework operates within a hierarchical 6G-enabled 

vehicular edge computing architecture spanning three distinct computational tiers. At the 

ground level, terrestrial RSUs are deployed across an urban road network in a grid formation, 

providing a base coverage radius, while a subset of server-capable vehicles establishes an 

ultra-low latency V2V offloading tier. Above this terrestrial layer, a LEO satellite constellation 

ensures ubiquitous edge coverage, acting as a fallback tier to overcome the geographic 

limitations of ground infrastructure. The movement of these vehicles and their kinematic 

attributes are derived from realistic urban topologies using traffic microsimulations. As 

illustrated in the source's network topology diagram (Figure 4.4.1), this configuration 

seamlessly integrates vehicles, RSUs, and satellites to ensure continuous service. 
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Figure 5-5: Network topology. 

To manage task execution, the framework dictates offloading decisions through a proximity-

aware and load-aware selection strategy based on Euclidean distance calculations. The system 

prioritizes the nearest server-capable vehicle via ISLs if it is significantly closer than the nearest 

roadside unit. If this condition fails, the task is directed to an RSU as long as the vehicle remains 

within a reliable connection range. When terrestrial infrastructure is entirely unreachable, the 

system escalates the computational task directly to the  LEO constellation. To eliminate severe 

initialization delays, the framework employs a dedicated mechanism for service invocation of 

load forecasting. The system periodically submits accumulated historical load data to a zero-

shot time series foundation model, which generates point forecasts over a specific horizon 

without requiring task-specific fine-tuning. When the predicted average load for a specific node 

exceeds recent observations, the system proactively pre-initializes function containers at that 

location, converting potential cold starts into warm invocations. Simultaneously, a mobility-

aware selection mechanism predicts individual vehicle trajectories to pinpoint the optimal 

target edge node. As depicted in the kinematic path prediction model (Figure 4.4.2), the system 

computes the vehicle's heading and average speed from its recent coordinate history to project 

its future position. By minimizing the Euclidean distance to this projected location, the 

framework identifies the exact node where function containers must be proactively warmed 

before the vehicle's arrival. 

 

Figure 5-6: Kinematic path prediction. 

Finally, the methodology implements a priority-based, deadline-aware task scheduling policy 

to govern how incoming requests are dispatched at each computational node. Unlike traditional 

reactive policies that process tasks strictly in their arrival order and incur high energy 
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overheads, this advanced scheduler identifies clusters of same-function invocations and 

dispatches them as consolidated batches. This strategic grouping ensures that a container 

initialized for a primary request remains active to serve subsequent identical requests, thereby 

maximizing resource reuse and minimizing overall system latency.  

 

5.4.1 Simulation Setup and Results 

The simulation environment evaluates the proposed framework by integrating the SUMO traffic 

microsimulator with Mininet-WiFi for network emulation [77], alongside faasd1 as the 

containerized serverless edge computing platform. The evaluation models a realistic urban 

road network of Ancona, Italy, using actual topographical data extracted from OpenStreetMap, 

and executes over 600 discrete one-second time steps. The network topology comprises 12 

terrestrial RSUs deployed in a grid formation with a 200-meter coverage radius [12], 

supplemented by direct V2V communication, supported up to a 100-meter range [11]. Above 

the terrestrial layer, three LEO satellites provide continuous orbital edge coverage through 

overlapping visibility windows. To generate heterogeneous network workloads, 15% of the 

simulated vehicles function as server-capable nodes, while the remaining non-server vehicles 

generate one computational task per time step. For predictive resource management, three 

zero-shot foundation models, i.e., Amazon Chronos [8], Google TimesFM [9], and Lag-Llama 

[10] are evaluated asynchronously every 30 simulation steps to forecast service invocation 

loads over a five-step horizon. Finally, electrical power and energy metrics are quantified using 

the Scaphandre2 metrology agent. 

Extensive experimental analysis reveals massive performance improvements when shifting 

from a traditional reactive system to the proposed predictive architecture. Regarding 

forecasting accuracy, the Chronos foundation model demonstrates the highest precision, 

achieving a Mean Absolute Percentage Error (MAPE) of 0.09 and a Normalized Root Mean 

Square Error (NRMSE) of 0.26. This superior forecasting accuracy directly translates into 

reduced system delays. When operating under a standard reactive First-In-First-Out (FIFO) 

scheduling policy without predictive capabilities, the network frequently stalls due to cold 

starts, yielding an average V2V latency of 192.0ms and a total network latency of 341.3s. 

Conversely, when the Chronos forecasting model is coupled with the deadline-aware task 

scheduler, V2V latency drops to just 94.8ms, marking a 50.6% reduction compared to the 

baseline. 

This synergistic approach successfully eliminates the initialization overhead associated with 

serverless environments. The combination of Chronos's accurate demand forecasting and the 

deadline policy's intra-step batching reduces total cold start occurrences to a minimum of 27, 

a drastic improvement over the reactive system's penalty. Consequently, the total end-to-end 

network latency across all tiers falls to 184.6s, representing a 45.9% reduction. Furthermore, 

by effectively avoiding high-energy container bootstrapping phases and intelligently optimizing 

container lifecycles, the proactive framework reduces total system energy consumption from 

10.12KJ to approx. 4.08KJ, achieving a 59.7% overall energy saving. 

 
1 https://github.com/openfaas/faasd 
2 https://github.com/hubblo-org/scaphandre 
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Section 6: Conclusion and Next Steps 

Section 5 summarises gaps, risks, and lessons from the first WP5 reporting period. Items here 

are intentionally separate from the technical descriptions in Sections 3–4: they record what 

remains open before the consolidated results in D5.2. Each gap is tagged with an owner 

partner and a target milestone (M24 integration, M30 validation, or D5.2 reporting). 

This deliverable has reported the initial results of WP5 toward an edge-cloud continuum control 

plane and AI-based resource management mechanisms for 6G TN/NTN networks. Building on 

the architectural specification of D2.2, the work has produced a coherent set of components 

covering the full WP5 scope. On the orchestration side, ETSI OSM has been extended toward 

Kubernetes-based VIMs with geolocation-aware placement, lifecycle and migration primitives, 

direct UPF reprovisioning against the 5G core, and TN/NTN-aware hooks designed for highly 

distributed and volatile infrastructures. On the AI-driven serverless side, a declarative 

programming model for compound AI workflows has been introduced together with runtime 

adaptation mechanisms operating at the model, hardware-backend, and inference-partitioning 

granularities, supported by a Wasm-based execution substrate that addresses cold-start, data-

transfer, and heterogeneity overheads characteristic of resource-constrained satellite and 

edge nodes. On the data side, a census of automotive telematics collections has framed the 

design space for task-aware distillation and lightweight ML, while a SUMO/OMNeT++-based 

simulation framework has been set up to validate these strategies under realistic mobility and 

intermittent NTN connectivity. Finally, the predictive orchestration framework for vehicular 

edge computing has demonstrated, on a SUMO/Mininet-WiFi/faasd testbed modelling the 

urban topology of Ancona, that coupling zero-shot time-series foundation models with 

deadline-aware scheduling reduces V2V latency by 50.6%, end-to-end network latency by 

45.9%, and total system energy consumption by 59.7% with respect to a reactive FIFO 

baseline. 

Taken together, these contributions confirm a number of design hypotheses that will continue 

to guide the work of WP5. Orchestration in the TN/NTN continuum cannot be obtained by re-

tuning terrestrial cloud techniques: predictive, energy-aware, and topology-driven mechanisms 

are required at every layer, from device and split-point selection up to workflow configuration. 

Serverless execution, scale-to-zero, and Wasm-based runtimes emerge as structural enablers 

rather than optimisations, particularly on the orbital tier, where contact windows are short, and 

energy is harvested. Compound AI pipelines, when paired with contract-based abstractions 

and runtime adaptation, offer a viable path to maintain SLO compliance under the 

heterogeneous and time-varying conditions of the 3D continuum. Data-side mechanisms, 

distillation, feature selection, and lightweight compression, are confirmed as a precondition for 

the feasibility of AI services over bandwidth- and energy-constrained NTN links. At the same 

time, several gaps remain open and are documented in Section 5, most notably the joint 

orchestration of multi-stage AI workflows across the full continuum, the integration of AI-native 

control loops with the OSM-based MANO substrate, and the consolidation of energy and 

carbon metrics into a coherent set of service-level objectives. 
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The remainder of WP5 will focus on consolidating the components reported here into an 

integrated control plane and on validating it under increasingly realistic conditions. Short-term 

activities include closing the integration loop between the orchestration mechanisms 

developed by TUW, the autonomous reconfiguration framework from CNAM, and the OSM-

based MANO baseline maintained by Eight Bells, as well as extending the predictive 

orchestration framework with mobility-aware container placement across the LEO tier. In 

parallel, the data distillation and lightweight ML pipelines from UNINA and STLA will be 

exercised on the SUMO/OMNeT++/Veins/Artery setup against the Stelvio Pass scenario, with 

the goal of producing a first end-to-end demonstration of TN/NTN data reduction under 

intermittent connectivity. Cross-WP coordination will continue with WP2 on architectural 

refinements, WP3 and WP4 on RAN and core interfaces, and WP6 on testbed integration. The 

consolidated outcomes of these activities will be reported in deliverable D5.2, which will 

provide the final WP5 results, complete experimental validation, and updated Key Performance 

Indicators (KPIs) against the targets defined at the project level. 
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