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Abstract—Achieving a sustainable and effective edge-cloud
continuum deployment is a compelling need of forthcoming
6G systems in order to move from a communication-oriented
to a more data-centric vision of future networks. Such an
ambitious goal is however challenged by the unification of diverse
communication technologies such as terrestrial networks (TN)
and non-terrestrial networks (NTN) under the same 6G umbrella,
whereby traditional orchestration solutions can be hardly applied
here with edge devices running in space. In this respect, the paper
proposes an orchestration framework for 3D-6G networks based
on the current findings of the EC SNS NexaSphere project and
presents the testbed that will be later used for the final evaluation.

Index Terms—Edge, cloud, orchestration, MANO, NTN, 6G

I. INTRODUCTION

The transition from Fifth Generation (5G) networks to
the Sixth Generation (6G) ecosystem is more than a linear
evolution of throughput capacity, it is a fundamental restruc-
turing of the global connectivity architecture. Central to this
restructuring is the concept of the Edge-Cloud Continuum,
a unified computational fabric that extends seamlessly from
the centralized data centers of the terrestrial core, through
the distributed terrestrial edge, and upwards into the Non-
Terrestrial Network (NTN) domain [1], [2]. This continuum
envisions a Network of Networks where computational work-
loads, specifically Virtualized Network Functions (VNFs) and
Containerized Network Functions (CNFs), are not bound to
static physical infrastructure but are orchestrated across a
three-dimensional (3D) hierarchy of Ground Stations (GS),
High Altitude Platform Systems (HAPS), and Low Earth Orbit
(LEO) satellite constellations.

However, integrating NTN into the continuum is restricted
by the orchestration limitations of legacy static management
frameworks. This gap arises from the incompatibility between
legacy management frameworks designed for static terrestrial
networks and the highly dynamic nature of orbital infrastruc-
ture. Although the radio access layers of 5G NTN have rapidly

matured through standardisation effort in 3GPP Release 17-19,
the Management and Orchestration (MANO) plane assumes
a static topology [3] and only an initial analysis of the
implications in a converged ecosystem has been addressed by
3GPP so far [4]. Likewise, some effort is being also made by
O-RAN in this domain, with special focus on the non-real time
RIC (RAN Intelligent Controller) [5] and the interfaces to be
established between Service Management and Orchestration
(SMO) frameworks managed by different operators.

Practically speaking, unlike traditional terrestrial networks
where a data center’s location is fixed, an NTN node can
be a satellite traversing the sky, making the infrastructure
itself mobile relative to its users [6]. Without a mechanism
to bridge static orchestration logic and dynamic orbital me-
chanics, the 6G NTN component cannot fulfill its role as an
intelligent computational edge for next-generation applications
in aviation, automotive, and railway sectors. The contributions
of this paper are an analysis of the limitations of static
MANO frameworks against the current SOTA, an exploration
of the challenges of deploying cloud-native orchestration in
the latency-constrained environment of space, a two-level
orchestration framework with an Al-native control loop and
compound AI model orchestration on a serverless substrate,
and an aviation testbed that will be used for the evaluation
plan.

The remainder of this paper is structured as follows. Section
IT presents the background and SoTA in ETSI NFV MANO
and spatial-aware orchestration for NTN, highlighting their
limitations in dynamic 6G TN-NTN environments. Section III
introduces the proposed NexaSphere architecture while Sec-
tions IV and V present the aviation testbed and the evaluation
plan on it respectively.

II. BACKGROUND

The current industry reference for orchestration is the ETSI
NFV MANO framework [8], built around three core com-



ponents: the NFV Orchestrator (NFVO) for network service
orchestration across domains, the VNF Manager (VNFM)
for individual NF lifecycle management, and the Virtualised
Infrastructure Manager (VIM) for controlling the underlying
compute, storage, and network resources. However, the frame-
work retains the fundamental assumption of a static network
topology, making it ill-suited for dynamic NTN environments.

A. State of the Art MANO

In response to the limitations of traditional static MANO,
the research community has begun developing spatial-aware
orchestration systems. Avila et al. [6] enhance Open Source
MANO (OSM) by embedding a GIS tool and a Satellite Mobil-
ity Manager (SMM), treating each satellite as an autonomous
single-node Kubernetes cluster managed by a ground-based
orchestrator. While effective for deterministic constellations,
this approach is constrained by the limited compute capacity of
single-satellite clusters, making a full K8s deployment difficult
to achieve. A more recent work [7] addresses this by proposing
a distributed ground control architecture that binds satellites to
their nearest ground controller, using an orbit-aware placement
strategy to minimize handover latency.

B. Limitations

While the GIS-integrated orchestration framework is a sig-
nificant advancement for deterministic satellite constellations,
substantial barriers remain. First of all, the limited compu-
tational, storage, and power resources typically available in
satellite nodes constrain the accommodation of advanced edge
computing functions in space. Further to this, the support of
5G/6G functions in space implies the integration of RAN
functions onboard satellite (i.e. full gNB or DU elements),
hence further exacerbating the problem of resource availability.
Notably, the support of edge computing in space has been pre-
liminarily addressed by 3GPP in [12], where the case of gNB
and UPF accommodation in space was discussed as a possible
reference 3GPP architecture for edge computing in space, with
consequent further usage of the available satellite resources.
Finally, the existing SMM relies on the predictability of orbital
mechanics via Two-Line Element (TLE) sets. This model
breaks down for non-satellite NTN platforms such as HAPS,
UAVs, and commercial aircraft, whose trajectories are subject
to real-time alterations from weather, Air Traffic Control,
or pilot inputs. The current architecture lacks the reactive
feedback loops needed to trigger orchestration events from
live telemetry rather than pre-computed propagation models.

III. PROPOSED ARCHITECTURE

The architecture considered spans three domains: a space
layer of LEO satellite constellations interconnected via RF
and FSO links, an aerial layer of UAVs and aircraft serving as
mobile edge nodes, and a terrestrial layer covering roadside
and railway infrastructure. The heterogeneous nature of the
physical environment is what motivates the adaptive orches-
tration framework described in the following section.

The mechanisms of Sections III-A to III-D form one closed
loop. The DPS (III-B1) runs continuously on every cluster and
feeds preprocessed telemetry to the anomaly-detection AIFs.
Detected anomalies, SLO violations and predicted mobility
events are the triggers that instantiate the serverless decision
functions: the DRL agent (III-B2) selects a reconfiguration
action, the forecaster and the multi-objective engine (III-
C) select a target cluster under the Level-1 constraints, and
compound-Al selection and partitioning (III-D) decide which
model variant runs where in case of Al workloads. The
resulting intents are enforced through OSM, which either
acts directly on a cluster or hands placement to the Level-2
scheduler.

A. MANO Approach

The proposed NexaSphere architecture focuses on address-
ing the several limitations specified in Section II regarding the
existing MANO framework and resource management models.
Our implementation, builds upon the ETSI MANO framework
with K8s as the cloud-native VIM, since most of the services
we aim to run, including the AI models, are packaged as
containers. Lighter distributions can be used interchangeably
in our set up and are the preferred option for the onboard tier.

To tackle the difficulties mentioned about the deployment
of a K8s cluster at the non-terrestrial level, we propose a two-
level hierarchical orchestration framework. The second level
of orchestration level is implemented to support the advanced
requirements that a distributed K8s cluster in a multi-satellite
environment needs.

1) Level 1: Global orchestration layer: The first tier op-
erates at the global network level, governed by an enhanced
MANO layer, in our case OSM, that can have geo-awareness
and advanced resource management techniques (e.g. service
migration, QoS constraints) for the underlying connected
VIMs (e.g. K8s clusters). The global orchestration layer is
deployed in a ground cluster, to which any cluster representing
abstracted entities of any vertical level (e.g. ground segment,
edge segment, aviation edge cluster etc.) can connect.

In NexaSphere, the edge-cloud continuum consists of mo-
bile clusters that can either exist in a satellite platform, either
standalone or a constellation, and in mobile edge scenarios
(e.g. aviation, automotive, railway). The mobile clusters re-
quire special handling from the control plane to take into
account of the moving aspect. In the satellite scenario the
OSM leverages the GIS-enhanced visibility data and evaluates
candidate clusters based on the following constraints:

o Geo-locality Validity: Verifies if the cluster coverage
area trajectory intersects with the service target area.

o Aggregate Capacity: Determines if the cluster possesses
sufficient pooled resources (CPU, RAM) to host the
service.

o Link Quality: Assesses the stability of the link to the
ground station to ensure QoS requirements for services
that demand reliable connectivity.



When a deployment to a satellite is required, OSM delegates
the specific placement logic to the lower tier, effectively
performing a handoff of the workload to the edge domain.

2) Level 2: Intra-cluster orchestration layer: The second
tier operates within the selected NTN cluster itself that
runs an enhanced Kubernetes control plane. While standard
Kubernetes scheduling relies strictly on compute metrics
(CPU/Memory pressure), NexaSphere introduces a latency-
aware scheduler.

In a multi-node satellite environment—where nodes may
represent distinct processing units connected via a high-
speed backplane or inter-satellite links (ISLs), internal latency
becomes a critical determinant of performance. To address
this, the micro-orchestrator moves QoS enforcement from the
coarse service level down to the granular Pod level.

A lightweight daemon agent collects real-time Inter-Node
Latency and Data Plane Latency metrics. The scheduler then
filters available nodes and applies a weighted scoring function,
binding the Pod to the specific node that offers the lowest
deterministic latency.

3) Mathematical Formulation of the Scoring Algorithm:
To formalize the selection logic of the Micro-Orchestrator, we
model the Kubernetes scheduling process as a multi-objective
optimization problem. Let N' = {nj,no,...,ng} represent
the set of available worker nodes within the satellite cluster
that have satisfied hard constraints (e.g. taints, tolerations) and
are schedulable.

The scheduler assigns a rank score S(n) to each candidate
node n € N, selecting the optimal node n* such that:

n* = argmax S(n) (1)
neN

The total score S(n) is a weighted sum of the resource
availability score (S,..s) and the network latency score (Siq¢).
A. Resource Availability Score (S5..;): To avoid over-
loading an energy-constrained edge cluster, we adopt a load-
balancing approach. We define the normalized available CPU

(Cavair) and Memory (M y,q4) for node n:

_ 1 (Cuvail (n) M(wuil (n) )
2 Ctotal (n) Mtotal (TL)

where values range from [0, 1], with 1 representing a com-
pletely idle node.

B. Latency Proximity Score (S;,:): We introduce a
latency-aware term where L(n) denotes the Round-Trip Time
(RTT) or internal bus latency between node n and the cluster’s
Ingress Interface (e.g. the specific RF front-end). To normalize
this metric into a utility score, we utilize a linear inversion
relative to the maximum observed latency L,q::

Sres() + 2

L(n)
LTYL(L.’E

Stat(n) =1 - 3)

Consequently, a node directly adjacent to the ingress inter-
face (where L(n) — 0) yields a score approaching 1.

Fig. 1. Federated Learning based anomaly detection with DPS [13]

C. The Composite Objective Function: The final ranking
score combines these factors using adjustable weighting co-
efficients « and 3, representing the Service Intent defined by
the OSM layer:

S(n) =a- Sit(n) 4+ 8- Sres(n) 4)

Subject to the constraint a+ 3 = 1. This formulation allows
for dynamic policy adjustment. For URLLC Slices, setting
a > [ prioritizes physical proximity to the antenna to mini-
mize transmission delay. Conversely, for eMBB Slices where
B > «, the system prioritizes nodes with available throughput
capacity, tolerating minor internal latency increases.

B. Al-Native Orchestration

1) System monitoring for 3D networks with integrated data
pipeline system: We leverage a Data Pipeline System (DPS)
proposed in [15] and adapt it to support system monitoring
across 3D networks that integrate terrestrial and non-terrestrial
components. The system targets deployments where Al Func-
tions (AIFs) [13] are distributed across the edge—cloud con-
tinuum and require timely, relevant, and preprocessed network
data for both training and inference.

The DPS is an intermediary layer that connects network data
sources to AIFs by automatically selecting relevant features,
preprocessing raw measurements, and delivering data streams
in a form suitable for machine learning tasks. Data dissemina-
tion relies on a topic-based publish/subscribe mechanism that
routes network data from specific sources to designated AIF
instances, with buffering of the incoming streams and on-the-
fly filtering, aggregation, and normalization.

As shown in Fig. 1, the anomaly detection functionality re-
lies on a federated learning paradigm [14] in which distributed
AIF clients train local models without sharing raw data. Each
client employs an LSTM-based autoencoder to learn normal
network behavior and detect deviations indicative of anoma-
lies. Model updates are periodically exchanged among clients
and coordinating entities, enabling collaborative learning while
preserving data locality and reducing communication over-
head. This approach is particularly well suited to 3D networks,
where bandwidth constraints and privacy considerations are
prominent.

2) Autonomous reconfiguration framework for 3D net-
works: Effective management of 3D networks requires not
only the detection of abnormal behavior but also the ability
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Fig. 2. Autonomous reconfiguration framework

to respond through timely and coordinated reconfiguration ac-
tions. Variability in latency and performance across terrestrial
and non-terrestrial network segments introduces challenges for
maintaining stable operation, particularly when learning-based
mechanisms rely on distributed model updates that may arrive
asynchronously.

We propose a comprehensive management framework as
shown in Fig. 2, to address abnormal behavior affecting the
underlying infrastructure stack, including computing, network-
ing, and radio resources. Continuous monitoring provides a
detailed assessment of system state, enabling the identification
of performance degradation, failures, or resource inefficiencies
that trigger corrective actions aimed at restoring the system to
its desired operational conditions.

Reconfiguration actions encompass both node-level and
link-level interventions, such as horizontal scaling of resources
and traffic re-routing across available paths. The availability of
multi-path connectivity, particularly in non-terrestrial network
segments, creates opportunities to enhance resilience but also
increases management complexity.

To automate decision-making in such scenarios, an Au-
tomated Reconfiguration Management approach based on
deep reinforcement learning is introduced. A learning agent
observes the current system state, evaluates the impact of
potential actions through a reward function, and selects re-
configuration strategies that mitigate detected abnormalities.
The definition of the action space, state representation, and
reward structure is critical to achieving effective and stable
behavior.

Different architectural configurations for the learning agent
are under consideration, including centralized control, separate
agents per domain, and fully distributed multi-agent systems.
Each configuration presents trade-offs in terms of scalabil-
ity, coordination overhead, and responsiveness. The resulting
framework complements existing orchestration platforms by
handling exceptional conditions that require adaptive and
intelligent intervention, enabling largely autonomous operation
with minimal human involvement.
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Fig. 3. Unified TN-NTN Orchestration Architecture

C. Unified Serverless-Based Resource Orchestration

Managing terrestrial and non-terrestrial coordination de-
mands an orchestration substrate that is both elastic and
rapidly deployable. Serverless containerized architectures ad-
dress this directly: they scale to workload demand, eliminate
idle resource consumption on constrained nodes, and reduce
infrastructure provisioning time from weeks to hours [9],
[10]. Similarly, transformer-based foundation models such as
Google TimesFM [11] enable zero-shot probabilistic forecast-
ing of metrics like CPU utilization and mobility trajectories,
removing the data collection and fine-tuning overhead that
hinders rapid deployment in dynamic NTN environments. The
NexaSphere architecture addresses the terrestrial and non-
terrestrial coordination challenge by implementing a unified
orchestration framework based on a serverless, containerized
substrate. This architecture, illustrated in Fig. 3, is structured
across three physical layers (Space, Aerial, and Terrestrial)
coordinated by an AI/ML Resource Management Core.

1) Hierarchical federated zero-shot learning (HFL-ZS):
To enable intelligent resource placement, the architecture
implements a three-tier HFL-ZS hierarchy:

o Tier 1 (Local Edge): Scenario-specific model replicas
at local stations (e.g., UAV ground stations or ship
terminals) perform fine-tuning on private operational data.

o Tier 2 (Layer Aggregators): Model parameters are
aggregated within each specific network layer to capture
domain-wide patterns (e.g., three-dimensional aerial mo-
bility or orbital coverage windows) without exposing raw
telemetry.

o Tier 3 (Global Aggregator): Performs cross-boundary
knowledge transfer, allowing, for example, energy man-
agement strategies from battery-constrained aerial plat-
forms to be applied to terrestrial edge devices during grid
outages.

2) Serverless management core: As depicted in the AI/ML
Resource Management Core of Fig. 3, the system utilizes
transformer-based foundation models to provide multi-horizon
probabilistic forecasts for metrics such as CPU utilization and
user mobility trajectories. These predictions drive a Multi-
Objective Optimization Engine that determines optimal work-



load placement based on latency requirements, bandwidth
costs, and energy consumption. By packaging these models
as containerized serverless functions, the framework achieves
rapid deployment, reducing the time for new infrastructure to
become operational from weeks to hours.

D. Compound Al and Model Orchestration

AI/ML models are increasingly used for resource manage-
ment and multi-connectivity scheduling in 6G networks [17],
but executing them across the heterogeneous edge-cloud con-
tinuum introduces computational and energy overhead that
must be carefully managed [16]. NexaSphere addresses this
through a Compound Al approach [16] that orchestrates mul-
tiple specialized models across three complementary mecha-
nisms.

Model Selection refers to the mechanism of dynamically
selecting the most suitable model based on current SLO
requirements and available resources [20], [21]. For a given
task, multiple models with varying accuracy, latency, and
energy profiles can be maintained as alternatives. In many
cases, utilizing lightweight specialized models can address
inference tasks with comparable quality while consuming
fewer resources. Thus, selecting most suitable model at run-
time provides an additional scalability dimension, adapting to
changing conditions such as fluctuating energy availability or
computational capacity on constrained nodes. Consequently,
the system can adjust inference quality to match available
resources or increasing demand without requiring additional
infrastructure.

Model Partitioning determines how AI model inference
is distributed across the continuum [18], [19] . In Earth
observation scenarios, for example, early inference layers can
execute onboard a satellite to reduce uplink data volume,
while computationally intensive layers run at ground stations.
However, selecting the appropriate split point is critical, as
suboptimal partitioning can increase both energy consump-
tion and reduce system throughput compared to transmitting
raw data. Model partitioning algorithms identify split points
that increase throughput while minimizing energy usage on
resource-constrained satellite nodes.

Serverless Execution addresses the runtime behavior of
Al models across the edge-cloud continuum. AI models for
resource management and connectivity prediction are not
invoked continuously but are triggered by discrete events such
as handover decisions, or SLO violations. Serverless execution
applies a scale-to-zero approach where models are instanti-
ated only when requests arrive and released after processing
completes, eliminating this idle overhead. This approach also
decouples model serving from the control logic that consumes
inference results, enabling model reuse across different orches-
tration functions without dedicated deployments [17].

IV. TESTBED

The aviation proof-of-concept (PoC) of NexaSphere aims to
validate the concept of a three-dimensional (3D) edge—cloud
continuum by enabling the realization of SG/6G-based in-flight
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Fig. 4. Envisioned testbed for aero edge-cloud

connectivity (IFC) services. To this end, dedicated testbeds are
being deployed that instantiate an avionic edge cluster, acting
as a far-edge computing environment and composed of aero-
certified physical devices representative of those deployed on
commercial aircraft. Early concepts of an aero edge—cloud
architecture were introduced in prior work [22] and [23].
Furthermore, our previous study [24] investigated cloud-native
disaggregated RAN architectures and presented initial simula-
tion results. Building upon these foundations, Fig. 4 illustrates
the planned aviation testbed and its integration with the multi-
layer orchestration framework discussed in Section III.

The avionic cluster comprises a Modem Manager (Mod-
man), a set of aero-certified servers, fourth-generation System
Control Units (SCUs), and multiple Removable Display Units
(RDUs). These physical resources are managed by a VIM,
with Kubernetes (K8s) employed as the container orchestration
platform. The far-edge cluster is further integrated into a
higher-level orchestration domain compliant with ETSI NFV
MANO, enabling coordinated lifecycle management across
ground, aerial, and space segments. The far-edge physical
infrastructure dynamically hosts selected components of a
disaggregated 5G RAN, as introduced in [24]. Depending
on operational conditions, the avionic cluster can instantiate
combinations of RU + vDU and vCU-UP, thereby forming
a 5G small cell onboard the aircraft and allowing passenger
user equipment (UEs) to directly access 5G services. In this
configuration, as seen in Fig. 5, the aero MEC host also
deploys an edge UPF, so that passenger traffic reaches the
onboard local data network (LDN) without leaving the air-
craft, while the N3(I) interface carries the user plane towards
external data networks over the satellite backhaul. The CU
control plane (vCU-CP) sits on the ground in the transparent
payload scenario or onboard a satellite in the regenerative case.

V. EVALUATION PLAN

The testbed will be used to compare the proposed frame-
work against a reactive baseline, namely vanilla OSM, the
default K8s scheduler and Al functions, by running the same
scenario with and without the proposed functions. The refer-
ence scenario is the switch of the aircraft link from TN to
NTN with session continuity, targeting an interruption below
1 s, availability above 98% and per-passenger rates above
3/0.3 Mbps [25]. We will also compare three UPF placement
profiles (onboard, satellite, ground) on UE-to-UPF latency,
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reprovisioning time and onboard compute overhead, and the
Level 2 scheduler against the default one on Pod-to-ingress
latency. The satellite and optical links are emulated with
everything else being physical.

VI. CONCLUSIONS

The paper addressed the design of a novel service or-
chestration framework for the effective deployment of edge-
cloud continuum in 3D-6G networks where the mobility of
edge servers adds a level of complexity to the allocation
of computing tasks and the related resources in a 6G setup
that traditional MANO-based frameworks do not handle. In
this respect, the paper has proposed a two-tier orchestration
framework based on extended KS8s functionalities, with the
former responsible for the high level network orchestration
while the latter managing the intra-clusters orchestration with
special focus on the NTN segment. The overall design also
builds on an Al-based methodology towards the deployment
of a unified resource-based orchestration serverless paradigm,
suitable for such a converged network concept. The paper has
also shed some light on the testbed under development in the
context of the NexaSphere project for assessing the potential
of the designed orchestration framework with special interest
on the civil aviation use case.

Future work will include the design of effective Al-based
algorithms for resource allocation and task assignment in the
edge-cloud continuum and the related validation over the final
project testbed.
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